

    
      
          
            
  
Welcome to Quark’s documentation!

Quark is a deep learning model quantization toolkit for quantizing models from PyTorch, ONNX and other frameworks. It provides easy-to-use APIs for quantization and more advanced features than native frameworks, in support for multiple HW backends.
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What’s New


New Features (Version 0.5.0)


	Quark for PyTorch


	Model Support:


	Provided more examples of LLM models quantization:


	INT/OCP_FP8E4M3: Llama-3.1, gpt-j-6b, Qwen1.5-MoE-A2.7B, phi-2, Phi-3-mini, Phi-3.5-mini-instruct, Mistral-7B-v0.1


	OCP_FP8E4M3: mistralai/Mixtral-8x7B-v0.1, hpcai-tech/grok-1, CohereForAI/c4ai-command-r-plus-08-2024, CohereForAI/c4ai-command-r-08-2024, CohereForAI/c4ai-command-r-plus, CohereForAI/c4ai-command-r-v01, databricks/dbrx-instruct, deepseek-ai/deepseek-moe-16b-chat






	Provided more examples of diffusion model quantization:


	Supported models: SDXL, SDXL-Turbo, SD1.5, Controlnet-Canny-SDXL, Controlnet-Depth-SDXL, Controlnet-Canny-SD1.5


	Supported schemes: FP8, W8, W8A8 with and without SmoothQuant










	PyTorch Quantizer Enhancements:


	Supported more CNN models for graph mode quantization.






	Data Types:


	Supported BFP16, MXFP8_E5M2.


	Supported MX6 and MX9. (experimental)






	Advanced Quantization Algorithms:


	Supported Rotation for Llama models.


	Supported SmoothQuant and AWQ for models with GQA and MQA (e.g., LLaMA-3-8B, QWen2-7B).


	Provided scripts for generating AWQ configuration automatically.(experimental)


	Supported trained quantization thresholds (TQT) and learned step size quantization (LSQ) for better QAT results. (experimental)






	Export Capabilities:


	Supported reloading function of Json-Safetensors export format.


	Enhanced quantization configuration in Json-Safetensors export format.










	Quark for ONNX


	ONNX Quantizer Enhancements:


	Supported compatibility with onnxruntime version 1.18.


	Enhanced quantization support for LLM models.






	Quantization Strategy:


	Supported dynamic quantization.






	Custom operations:


	Optimized “BFPFixNeuron” to support running on GPU.






	Advanced Quantization Algorithms:


	Improved AdaQuant to support BFP data types.
















            

          

      

      

    

  

    
      
          
            
  
Quark
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 [https://www.python.org/]Quark is a comprehensive cross-platform toolkit designed to simplify and enhance the quantization of deep learning models. Supporting both PyTorch and ONNX models, Quark empowers developers to optimize their models for deployment on a wide range of hardware backends, achieving significant performance gains without compromising accuracy.


Quark for PyTorch: Flexible and Efficient Quantization for PyTorch Models

Quark for PyTorch provides developers with a flexible, efficient, and easy-to-use toolkit for quantizing deep learning
models from PyTorch. The current quantization method is based on PyTorch in-place operator replacement.
In particular, the tool provides the key features and verified models as below:


Key Features


	
	Comprehensive Quantization Support:
	
	Eager Mode Post-Training Quantization (PTQ): Quantize pre-trained models without the need for retraining data.


	FX Graph Mode PTQ and Quantization-Aware Training (QAT): Optimize models during training for superior accuracy on quantized hardware.


	Optimized QAT Methods: Support Trained Quantization Thresholds For Accurate And Efficient Fixed-Point Inference Of Deep Neural Networks (TQT), Learned Step Size Quantization (LSQ) for better QAT result.


	Flexible Quantization Strategies: Choose from symmetric/asymmetric, weight-only/static/dynamic quantization, and various quantization levels (per tensor/channel) to fine-tune performance and accuracy trade-offs.


	Extensive Data Type Support: Quantize models using a wide range of data types, including float16, bfloat16, int4, uint4, int8, fp8 (e4m3fn and e5m2), Shared Microexponents with Multi-Level Scaling (MX6, MX9`), and Microscaling (MX) data types with int8, fp8_e4m3fn, fp8_e5m2, fp4, fp6_e3m2, and fp6_e2m3 elements.


	Configurable Calibration Methods: Optimize quantization accuracy with MinMax, Percentile, and MSE calibration methods.










	
	Advanced Capabilities:
	
	Large Language Model Optimization: Specialized support for quantizing large language models with kv-cache quantization.


	Cutting-Edge Algorithms: Leverage state-of-the-art algorithms like SmoothQuant, AWQ, and GPTQ for uint4 quantization on GPUs, achieving optimal performance for demanding tasks.










	
	Seamless Integration and Deployment:
	
	Export to multiple formats: Export quantized models to ONNX, JSON-safetensors, and GGUF formats for deployment on a wide range of platforms.


	APL Integration: Seamlessly integrate with AMD Pytorch-light (APL) for optimized performance on AMD hardware, to provide INT-K, BFP16, and BRECQ support.


	Experimental Brevitas Integration: Explore seamless integration with Brevitas for quantizing Stable Diffusion and ImageNet classification models.










	Examples included: Benefit from practical examples for LLM models, SDXL models (Eager Mode), and CNN models (FX Graph Mode), accelerating your quantization journey.


	Cross-Platform Support: Develop and deploy on both Linux (CPU and GPU) and Windows (CPU mode) operating systems.







Quark for ONNX: Streamlined Quantization for ONNX models

Quark for ONNX leverages the power of the ONNX Runtime Quantization tool,
providing a robust and flexible solution for quantizing ONNX models.


Key Features


	
	Comprehensive Quantization Support:
	
	Post-Training Quantization (PTQ): Quantize pre-trained models without the need for retraining data.


	Flexible Quantization Strategies: Choose from symmetric/asymmetric, weight-only/static/dynamic quantization, and various quantization levels (per tensor/channel) to fine-tune performance and accuracy trade-offs.


	Extensive Data Type Support: Quantize models using a wide range of data types, including uint32, int32, float16, bfloat16, int16, uint16, int8, uint8 and bfp.


	Configurable Calibration Methods: Optimize quantization accuracy with MinMax, Entropy, Percentile, NonOverflow and MinMSE calibration methods.










	
	Advanced Capabilities:
	
	Multiple Deployment Targets: Target a variety of hardware platforms, including NPU_CNN, NPU_Transformer, and CPU.


	Cutting-Edge Algorithms: Leverage state-of-the-art algorithms like SmoothQuant, CLE, BiasCorrection, AdaQuant, and AdaRound, achieving optimal performance for demanding tasks.


	Flexible Scale Types: Support quantization with float scale, int16 scale, and power-of-two scale options.


	Automatic Mixed Precision:  Achieve an optimal balance between accuracy and performance through automatic mixed precision.












For further details on the features and capabilities of Quark, please refer to the
📖Documentation [https://quark.docs.amd.com] and
💡Examples pages.




Installation


Binaries

Commands to install binaries via pip wheels or zip files can be found on our
🛠️Installation Guide



From Source

To install Quark from source for either Windows or Linux, follow the steps below:

Get Quark Source Code:

git clone --recursive https://gitenterprise.com/AMDNeuralOpt/Quark
cd Quark
# if you are updating an existing checkout
git submodule sync
git submodule update --init --recursive





Install Prerequisites:

If you are installing from source, you will need:



	Python 3.9 or later


	Install PyTorch >= 2.2.0


	Install ONNX >= 1.16.0


	Install ONNX Runtime >= 1.17.0, <1.20.0


	Install ONNX Runtime Extensions >= 0.4.2







We highly recommend installing an Anaconda [https://docs.anaconda.com/anaconda/install/]  environment.

The requirements.txt file contains the necessary dependencies listed for Quark. To install these dependencies, run:

pip install -r requirements.txt





By default, the requirements.txt file does not contain the PyTorch package because it depends on your
Operating System and acceleration hardware (e.g. CPU, CUDA, ROCm, etc).
Follow the steps from the PyTorch [https://pytorch.org/get-started/locally/] website to install the
appropriate PyTorch package for your system.

Build and Install Quark:

Now that you have the prerequisites installed, you can build and install Quark by running:

pip install .





For more information, including installation verification steps,
please refer to the 🛠️Installation Guide.




Releases and contributing

Quark is in very active development with several releases a year.
Please let us know if you encounter a bug by filing an issue (internal only) [https://gitenterprise.xilinx.com/AMDNeuralOpt/Quark/issues].

Any contribution is much appreciated, and the following are some recommendations:


	If you are planning to contribute bug-fixes, please do so without any further discussion.


	If you plan to contribute new features, or extensions to the core, please open an issue and discuss the feature with us first.




To learn more about making a contribution to Quark,
please see our Contributing (internal only) [https://gitenterprise.xilinx.com/AMDNeuralOpt/Quark/blob/main/CONTRIBUTING.md] page.
For more information about Quark releases, see Releases (internal only) [https://gitenterprise.xilinx.com/AMDNeuralOpt/Quark/releases] page.



Communication


	GitHub Issues: Bug reports, feature requests, install issues, RFCs, and any feedback, etc.






The Team

Quark is an AMD project led by Spandan Tiwari and is maintained by several skillful
engineers and researchers contributing to it.
Refer to CODEOWNERS (internal only) [https://gitenterprise.xilinx.com/AMDNeuralOpt/Quark/blob/main/CODEOWNERS] to identify
the team members responsible for each part of the project.



Resources


	📖Documentation [https://quark.docs.amd.com]: Contains Getting Started, APIs, User Guide, and other detailed information.


	💡Examples: Examples of Language Model and Image Classification are provided to demonstrate the usage of Quark.


	📄FAQ: Check out our FAQ for more details.






License

Copyright (C) 2023, Advanced Micro Devices, Inc. All rights reserved. SPDX-License-Identifier: MIT





            

          

      

      

    

  

    
      
          
            
  
Installation Guide


Prerequisites


	Python 3.9+ is required.


	Install PyTorch [https://pytorch.org/] for the compute platform(CUDA, ROCM, CPU…). Version of torch >= 2.2.0.




3. Install ONNX [https://onnx.ai/] of version >= 1.16.0, ONNX Runtime [https://onnxruntime.ai/] of version >= 1.17.0, <1.20.0
.0,


onnxruntime-extensions [https://onnxruntime.ai/docs/extensions/] of version >= 0.4.2





	If you are running in an environment that already has a transformers version below 4.44.0, please update it to version 4.44.0 or higher.




Note: When installing on Windows, Visual Studio is required. The minimum version of Visual Studio is Visual Studio 2022. During the compilation process,There are two ways to use it:


	Use the Developer Command Prompt for Visual Studio, When installing Visual Studio, ensure that Developer Command Prompt for Visual Studio is installed as well. Execute programs in the CMD window of Developer Command Prompt for Visual Studio.


	Manually Add Paths to Environment Variables, Visual Studio’s cl.exe, MSBuild.exe and link.exe will be used. Please ensure that the paths are added to the PATH environment variable. Those programs are located in the Visual Studio installation directory. In the Edit Environment Variables window, click New, then paste the path to the folder containing cl.exe, link.exe and MSBuild.exe. Click OK on all the windows to apply the changes.






Installation


Install from ZIP

Step 1: Download and unzip 📥quark.zip and there is a whl package in it. Or you can download whl package 📥quark.whl directly.


📥quark.zip release_version (recommend) [https://www.xilinx.com/bin/public/openDownload?filename=quark-0.5.0+fae64a406.zip]

📥quark.whl release_version [https://www.xilinx.com/bin/public/openDownload?filename=quark-0.5.0+fae64a406-py3-none-any.whl]

📥quark.zip nightly_version (internal only) [https://xcoartifactory/ui/native/uai-pip-local/com/amd/quark/main/nightly/]

Directory Structure of zip file:

+ quark.zip
   + quark.whl
   + examples    # Examples code of Quark
   + docs        # Off-line documentation of Quark.
   + README.md





We strongly recommend users download the zip file as it includes examples compatible with the whl package version.




Step 2: Install quark whl package by


pip install [quark whl package].whl










Install from source code (internal only)

Quark is an internal project and the source code is hosted on Xilinx Github Enterprise.
To install Quark from source, follow the steps below:


	Download and open repository:

git clone https://gitenterprise.xilinx.com/AMDNeuralOpt/Quark.git
cd Quark







	Install other dependencies:

pip install -r requirements.txt







	Install the main component:

pip install -e .












Installation Verification


	(Optional) Verify the installation by running
python -c "import quark". If it does not report error, the installation is done.


	(Optional) Compile the fast quantization kernels.
When using Quark’s quantization APIs for the first time, it will compile the fast quantization kernels using your installed Torch and CUDA if available.
This process may take a few minutes but subsequent quantization calls will be much faster.
To invoke this compilation now and check if it is successful, run the following command:

python -c "import quark.torch.kernel"







	(Optional) Compile the custom operators library.
When using Quark-ONNX’s custom operators for the first time, it will compile the custom operators library using your local environment.
To invoke this compilation now and check if it is successful, run the following command:

python -c "import quark.onnx.operators.custom_ops"











Old version zip


	quark_0.2.0.zip [https://www.xilinx.com/bin/public/openDownload?filename=quark-0.2.0+6af1bac23.zip]


	quark_0.2.0.whl [https://www.xilinx.com/bin/public/openDownload?filename=quark-0.2.0+6af1bac23-py3-none-any.whl]


	quark_0.1.0.zip [https://www.xilinx.com/bin/public/openDownload?filename=quark-0.1.0+a9827f5.zip]








            

          

      

      

    

  

    
      
          
            
  
Getting Started

This page will introduce how to run Quark for the first time.


	Getting Started with Quark for PyTorch


	Getting Started with Quark for ONNX







            

          

      

      

    

  

    
      
          
            
  
Highlight Features

This page introduces some key features of Quark. Please refere to the
user guide for the more details of other features
of Quark.


Quark for PyTorch


	Bridge from Quark to llama.cpp


	Using MX (Microscaling) with Quark


	Using BFP16 (Block floating point) with Quark






Quark for ONNX


	AdaRound and AdaQuant


	Mixed Precision


	BFP16 Quantization








            

          

      

      

    

  

    
      
          
            
  
User Guide


Quark for PyTorch

There are several steps to quantize a floating-point model with
Quark for PyTorch:


	Load original float model


	Set quantization configuration


	Define dataloader


	Use the Quark API to perform in-place replacement of the model’s modules with quantized module.


	(Optional) Export quantized model to other format such as ONNX




More details:


	Configuring Quark for PyTorch


	Adding Calibration Datasets


	Exporting & Saving & Loading


	Feature Description






Quark for ONNX

There are several steps to quantize a floating-point model with
Quark for ONNX:


	Load original float model


	Set quantization configuration


	Define datareader


	Use the Quark API to perform in-place replacement of the model’s modules with quantized module.




More details:


	Configuring Quark for ONNX


	Adding Calibration Datasets


	Feature Description


	Supported Datatype and OpType


	Accuracy Improvement


	Optional Utilities


	Tools








            

          

      

      

    

  

    
      
          
            
  
Quark APIs

User facing APIs:


Quark for Pytorch



	Quantization

	Export

	Quantizer Configuration

	Exporter Configuration







Quark for ONNX



	Quantization

	Optimization

	Calibration

	ONNX Quantizer

	QDQ Quantizer

	Configuration

	Quantization Utilities









            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.api


Module Contents


Classes



Functions


	
class quark.torch.quantization.api.ModelQuantizer(config: quark.torch.quantization.config.config.Config)

	Provides an API for quantizing deep learning models using PyTorch. This class handles the configuration and processing of the model for quantization based on user-defined parameters. It is essential to ensure that the ‘config’ provided has all necessary quantization parameters defined. This class assumes that the model is compatible with the quantization settings specified in ‘config’.


	Args:
	config (Config): Configuration object containing settings for quantization.






	
quantize_model(model: torch.nn.Module, dataloader: Optional[Union[torch.utils.data.DataLoader[torch.Tensor], torch.utils.data.DataLoader[List[Dict[str, torch.Tensor]]], torch.utils.data.DataLoader[Dict[str, torch.Tensor]]]] = None) → torch.nn.Module

	This function aims to quantize the given PyTorch model to optimize its performance and reduce its size. This function accepts a model and a torch dataloader. The dataloader is used to provide data necessary for calibration during the quantization process. Depending on the type of data provided (either tensors directly or structured as lists or dictionaries of tensors), the function will adapt the quantization approach accordingly.It’s important that the model and dataloader are compatible in terms of the data they expect and produce. Misalignment in data handling between the model and the dataloader can lead to errors during the quantization process.


	Parameters:
	model (nn.Module): The PyTorch model to be quantized. This model should be already trained and ready for quantization.
dataloader (Union[DataLoader[torch.Tensor], DataLoader[List[Dict[str, torch.Tensor]]], DataLoader[Dict[str, torch.Tensor]]]):


The DataLoader providing data that the quantization process will use for calibration. This can be a simple DataLoader returning
tensors, or a more complex structure returning either a list of dictionaries or a dictionary of tensors.






	Returns:
	nn.Module: The quantized version of the input model. This model is now optimized for inference with reduced size and potentially improved
performance on targeted devices.





Examples:


# Model & Data preparation
from transformers import AutoModelForCausalLM, AutoTokenizer
model = AutoModelForCausalLM.from_pretrained("facebook/opt-125m")
model.eval()
tokenizer = AutoTokenizer.from_pretrained("facebook/opt-125m")
from quark.torch.quantization.config.config import Config
from quark.torch.quantization.config.type import Dtype, ScaleType, RoundType, QSchemeType
from quark.torch.quantization.observer.observer import PerGroupMinMaxObserver
DEFAULT_UINT4_PER_GROUP_ASYM_SPEC = QuantizationSpec(dtype=Dtype.uint4,
                                            observer_cls=PerGroupMinMaxObserver,
                                            symmetric=False,
                                            scale_type=ScaleType.float,
                                            round_method=RoundType.half_even,
                                            qscheme=QSchemeType.per_group,
                                            ch_axis=1,
                                            is_dynamic=False,
                                            group_size=128)
DEFAULT_W_UINT4_PER_GROUP_CONFIG = QuantizationConfig(weight=DEFAULT_UINT4_PER_GROUP_ASYM_SPEC)
quant_config = Config(global_quant_config=DEFAULT_W_UINT4_PER_GROUP_CONFIG)
from torch.utils.data import DataLoader
text = "Hello, how are you?"
tokenized_outputs = tokenizer(text, return_tensors="pt")
calib_dataloader = DataLoader(tokenized_outputs['input_ids'])

from quark.torch import ModelQuantizer
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize(model, calib_dataloader)













	
static freeze(model: torch.nn.Module) → torch.nn.Module

	Freezes the quantized model by replacing FakeQuantize modules with FreezedFakeQuantize modules.
If Users want to export quantized model to torch_compile, please freeze model first.


	Args:
	model (nn.Module): The neural network model containing quantized layers.



	Returns:
	nn.Module: The modified model with FakeQuantize modules replaced by FreezedFakeQuantize modules.














	
quark.torch.quantization.api.load_params(model: Optional[torch.nn.Module] = None, json_path: str = '', safetensors_path: str = '', pth_path: str = '', quant_mode: quark.torch.quantization.config.type.QuantizationMode = QuantizationMode.eager_mode) → torch.nn.Module

	Instantiate a quantized model from saved model files, which is generated from “save_params” function.


	Parameters:
	model (torch.nn.Module): The original Pytorch model.
json_path (str): The path of the saved json file. Only available for eager mode quantization.
safetensors_path (str): The path of the saved safetensors file. Only available for eager mode quantization.
pth_path (str): The path of the saved pth file. Only available for fx_graph mode quantization.
quant_mode (QuantizationMode): The quantization mode. The choice includes “QuantizationMode.eager_mode” and “QuantizationMode.fx_graph_mode”. Default is “QuantizationMode.eager_mode”.



	Returns:
	nn.Module: The reloaded quantized version of the input model.





Examples:


# eager mode:
from quark.torch import load_params
model = load_params(model, json_path=json_path, safetensors_path=safetensors_path)





# fx_graph mode:
from quark.torch.quantization.api import load_params
model = load_params(pth_path=model_file_path, quant_mode=QuantizationMode.fx_graph_mode)









	Note:
	This function does not support dynamic quantization for now.














            

          

      

      

    

  

    
      
          
            
  
quark.torch.export.api


Module Contents


Classes



Functions


	
class quark.torch.export.api.ModelExporter(config: quark.torch.export.config.config.ExporterConfig, export_dir: Union[pathlib.Path, str] = tempfile.gettempdir())

	Provides an API for exporting quantized Pytorch deep learning models.
This class converts the quantized model to json-safetensors files or onnx graph, and saves to export_dir.


	Args:
	config (ExporterConfig): Configuration object containing settings for exporting.
export_dir (Union[Path, str]): The target export directory. This could be a string or a pathlib.Path(string) object.






	
export_model_info(model: torch.nn.Module, model_type: str = '', model_dtype: torch.dtype = torch.float16, quant_config: Optional[quark.torch.quantization.config.config.Config] = None, export_type: Optional[str] = None) → None

	This function aims to export json and safetensors files of the quantized Pytorch model.

The model’s network architecture or configuration is stored in the json file, and parameters including weight, bias, scale, and zero_point are stored in the safetensors file.


	Parameters:
	model (torch.nn.Module): The quantized model to be exported.
model_type (str): The type of the model, e.g. gpt2, gptj, llama or gptnext.
model_dtype (torch.dtype): The weight data type of the quantized model. Default is torch.float16.
quant_config (Optional[Config]): Configuration object containing settings for quantization. Default is None.
export_type (Optional[str]): The specific format in which the JSON and safetensors files are stored. Default is None. The file list of the default exporting format is the same as the original HuggingFace file list. On the basis of these files, add quantization information into them. If set to ‘vllm-adopt’, the exported files are customized for the VLLM compiler. This option is going to be deprecated soon.



	Returns:
	None





Examples:


# default exporting:
export_path = "./output_dir"
from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig, OnnxExporterConfig
NO_MERGE_REALQ_CONFIG = JsonExporterConfig(weight_format="real_quantized",
                                           pack_method="reorder")
export_config = ExporterConfig(json_export_config=NO_MERGE_REALQ_CONFIG, onnx_export_config=OnnxExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_model_info(model, quant_config=quant_config)





# vllm adopted exporting:
export_path = "./output_dir"
from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig, OnnxExporterConfig
NO_MERGE_REALQ_CONFIG = JsonExporterConfig(weight_format="real_quantized",
                                           pack_method="reorder")
export_config = ExporterConfig(json_export_config=NO_MERGE_REALQ_CONFIG, onnx_export_config=OnnxExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_model_info(model, model_type=model_type, model_dtype=model_dtype, export_type="vllm-adopt")









	Note:
	Currently, default exporting format supports large language models(LLM) in HuggingFace.
If set to ‘vllm-adopt’, supported quantization types include fp8, int4_per_group, and w4a8_per_group, and supported models include Llama2-7b, Llama2-13b, Llama2-70b, and Llama3-8b.










	
export_onnx_model(model: torch.nn.Module, input_args: Union[torch.Tensor, Tuple[float]], input_names: List[str] = [], output_names: List[str] = [], verbose: bool = False, opset_version: Optional[int] = None, do_constant_folding: bool = True, operator_export_type: torch.onnx.OperatorExportTypes = torch.onnx.OperatorExportTypes.ONNX, uint4_int4_flag: bool = False) → None

	This function aims to export onnx graph of the quantized Pytorch model.


	Parameters:
	model (torch.nn.Module): The quantized model to be exported.
input_args (Union[torch.Tensor, Tuple[float]]): Example inputs for this quantized model.
input_names (List[str]): Names to assign to the input nodes of the onnx graph, in order. Default is empty list.
output_names (List[str]): Names to assign to the output nodes of the onnx graph, in order. Default is empty list.
verbose (bool): Flag to control showing verbose log or no. Default is False
opset_version (Optional[int]): The version of the default (ai.onnx) opset to target. If not set, it will be valued the latest version that is stable for the current version of PyTorch.
do_constant_folding (bool): Apply the constant-folding optimization. Default is False
operator_export_type (torch.onnx.OperatorExportTypes): Export operator type in onnx graph. The choices include OperatorExportTypes.ONNX, OperatorExportTypes.ONNX_FALLTHROUGH, OperatorExportTypes.ONNX_ATEN and OperatorExportTypes.ONNX_ATEN_FALLBACK. Default is OperatorExportTypes.ONNX.
uint4_int4_flag (bool): Flag to indicate uint4/int4 quantized model or not. Default is False.



	Returns:
	None





Examples:


from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig
export_config = ExporterConfig(json_export_config=JsonExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_onnx_model(model, input_args)









	Note:
	Mix quantization of int4/uint4 and int8/uint8 is not supported currently.
In other words, if the model contains both quantized nodes of uint4/int4 and uint8/int8, this function cannot be used to export the ONNX graph.










	
export_gguf_model(model: torch.nn.Module, tokenizer_path: Union[str, pathlib.Path], model_type: str) → None

	This function aims to export gguf file of the quantized Pytorch model.


	Parameters:
	model (torch.nn.Module): The quantized model to be exported.
tokenizer_path (Union[str, Path]): Tokenizer needs to be encoded into gguf model. This argument specifies the directory path of tokenizer which contains tokenizer.json, tokenizer_config.json and/or tokenizer.model
model_type (str): The type of the model, e.g. gpt2, gptj, llama or gptnext.



	Returns:
	None





Examples:


from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig
export_config = ExporterConfig(json_export_config=JsonExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_gguf_model(model, tokenizer_path, model_type)









	Note:
	Currently, only support asymetric int4 per_group weight-only quantization, and the group_size must be 32.
Supported models include Llama2-7b, Llama2-13b, Llama2-70b, and Llama3-8b.














	
quark.torch.export.api.save_params(model: torch.nn.Module, model_type: str, args: Optional[Tuple[Any, Ellipsis]] = None, kwargs: Optional[Dict[str, Any]] = None, export_dir: Union[pathlib.Path, str] = tempfile.gettempdir(), quant_mode: quark.torch.quantization.config.type.QuantizationMode = QuantizationMode.eager_mode) → None

	Save the network architecture or configurations and parameters of the quantized model.
For eager mode quantization, the model’s configurations are stored in json file, and parameters including weight, bias, scale, and zero_point are stored in safetensors file.
For fx_graph mode quantization, the model’s network architecture and parameters are stored in pth file.


	Parameters:
	model (torch.nn.Module): The quantized model to be saved.
model_type (str): The type of the model, e.g. gpt2, gptj, llama or gptnext.
args (Optional[Tuple[Any, …]]): Example tuple inputs for this quantized model. Only available for fx_graph mode quantization. Default is None.
kwargs (Optional[Dict[str, Any]]): Example dict inputs for this quantized model. Only available for fx_graph mode quantization. Default is None.
export_dir (Union[Path, str]): The target export directory. This could be a string or a pathlib.Path(string) object.
quant_mode (QuantizationMode): The quantization mode. The choice includes “QuantizationMode.eager_mode” and “QuantizationMode.fx_graph_mode”. Default is “QuantizationMode.eager_mode”.



	Returns:
	None





Examples:


# eager mode:
from quark.torch import save_params
save_params(model, model_type=model_type, export_dir="./save_dir")





# fx_graph mode:
from quark.torch.export.api import save_params
save_params(model,
            model_type=model_type,
            args=example_inputs,
            export_dir="./save_dir",
            quant_mode=QuantizationMode.fx_graph_mode)













	
quark.torch.export.api.import_model_info(model: torch.nn.Module, model_info_dir: Union[pathlib.Path, str]) → torch.nn.Module

	Instantiate a quantized large language model(LLM) from quark’s json-safetensors exporting files.
The json-safetensors files are exported using “export_model_info” API of ModelExporter class.


	Parameters:
	model (torch.nn.Module): The original HuggingFace large language model.
model_info_dir (Union[Path, str]): The directory in which the quantized model files are stored.



	Returns:
	nn.Module: The reloaded quantized version of the input model. In this model, the weights of the quantized operators are stored in the real_quantized format.





Examples:


from quark.torch import import_model_info
safetensors_model_dir = "./output_dir/json-safetensors"
model = import_model_info(model, model_info_dir=safetensors_model_dir)









	Note:
	This function only supports large language models(LLM) of HuggingFace, and does not support dynamic quantized models for now.














            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.config.config


Module Contents


Classes


	
class quark.torch.quantization.config.config.Config

	A class that encapsulates comprehensive quantization configurations for a machine learning model, allowing for detailed and hierarchical control over quantization parameters across different model components.


	Parameters:

	
	global_quant_config (QuantizationConfig) – Global quantization configuration applied to the entire model unless overridden at the layer level.


	layer_type_quant_config (Dict[str, QuantizationConfig]) – A dictionary mapping from layer types (e.g., nn.Conv2d, nn.Linear) to their quantization configurations.


	layer_quant_config (Dict[str, QuantizationConfig]) – A dictionary mapping from layer names to their quantization configurations, allowing for per-layer customization. Default is an empty dictionary.


	exclude (List[str]) – A list of layer names to be excluded from quantization, enabling selective quantization of the model. Default is an empty list.


	algo_config (Optional[AlgoConfig]) – Optional configuration for the quantization algorithm, such as GPTQ and AWQ. After this process, the datatype/fake_datatype of weights will be changed with quantization scales. Default is None.


	quant_mode (QuantizationMode) – The quantization mode to be used (eager_mode or fx_graph_mode). Default is eager_mode.


	pre_quant_opt_config (List[PreQuantOptConfig]) – Optional pre-processing optimization, such as Equalization and SmoothQuant. After this process, the value of weights will be changed, but the dtype/fake_dtype will be the same. Default is an empty list.


	log_severity_level (Optional[int]) – 0:DEBUG, 1:INFO, 2:WARNING. 3:ERROR, 4:CRITICAL/FATAL. Default is 1.













	
class quark.torch.quantization.config.config.QuantizationConfig

	A data class that specifies quantization configurations for different components of a module, allowing hierarchical control over how each tensor type is quantized.


	Parameters:

	
	input_tensors (Optional[QuantizationSpec]) – Input tensors quantization specification. If None, following the hierarchical quantization setup. e.g. If the input_tensors in layer_type_quant_config is None, the configuration from global_quant_config will be used instead. Defaults to None. If None in global_quant_config, input_tensors are not quantized.


	output_tensors (Optional[QuantizationSpec]) – Output tensors quantization specification. Defaults to None. If None, the same as above.


	weight (Optional[QuantizationSpec]) – The weights tensors quantization specification. Defaults to None. If None, the same as above.


	bias (Optional[QuantizationSpec]) – The bias tensors quantization specification. Defaults to None. If None, the same as above.


	target_device (Optional[DeviceType]) – Configuration specifying the target device (e.g., CPU, GPU, IPU) for the quantized model.













	
class quark.torch.quantization.config.config.QuantizationSpec

	A data class that defines the specifications for quantizing tensors within a model.


	Parameters:

	
	dtype (Dtype) – The data type for quantization (e.g., int8, int4).


	is_dynamic (Optional[bool]) – Specifies whether dynamic or static quantization should be used. Default is None, which indicates no specification.


	observer_cls (Optional[Type[ObserverBase]]) – The class of observer to be used for determining quantization parameters like min/max values. Default is None.


	qscheme (Optional[QSchemeType]) – The quantization scheme to use, such as per_tensor, per_channel or per_group. Default is None.


	ch_axis (Optional[int]) – The channel axis for per-channel quantization. Default is None.


	group_size (Optional[int]) – The size of the group for per-group quantization, also the block size for MX datatypes. Default is None.


	symmetric (Optional[bool]) – Indicates if the quantization should be symmetric around zero. If True, quantization is symmetric. If None, it defers to a higher-level or global setting. Default is None.


	round_method (Optional[RoundType]) – The rounding method during quantization, such as half_even. If None, it defers to a higher-level or default method. Default is None.


	scale_type (Optional[ScaleType]) – Defines the scale type to be used for quantization, like power of two or float. If None, it defers to a higher-level setting or uses a default method. Default is None.


	mx_element_dtype (Optional[Dtype]) – Defines the data type to be used for the element type when using mx datatypes, the shared scale effectively uses FP8 E8M0.













	
class quark.torch.quantization.config.config.SmoothQuantConfig

	A data class that defines the specifications for Smooth Quantization.


	Parameters:

	
	name (str) – The name of the configuration, typically used to identify different quantization settings. Default is “smoothquant”.


	alpha (int) – The factor of adjustment in the quantization formula, influencing how aggressively weights are quantized. Default is 1.


	scale_clamp_min (float) – The minimum scaling factor to be used during quantization, preventing the scale from becoming too small. Default is 1e-3.


	scaling_layers (Optional[List[Dict[str, str]]]) – Specific settings for scaling layers, allowing customization of quantization parameters for different layers within the model. Default is None.


	model_decoder_layers (Optional[str]) – Specifies any particular decoder layers in the model that might have unique quantization requirements. Default is None.


	processor (type[SmoothQuantProcessor]) – The processor object that applies the algorithm.













	
class quark.torch.quantization.config.config.RotationConfig

	A data class that defines the specifications for rotation settings in processing algorithms.


	Parameters:

	
	name (str) – The name of the configuration, typically used to identify different rotation settings. Default is “rotation”.


	random (bool) – A boolean flag indicating whether the rotation should be applied randomly. This can be useful for data augmentation purposes where random rotations may be required. Default is False.


	processor (type[RotationProcessor]) – The processor object that applies the rotation algorithm, defaulting to RotationProcessor which handles the actual rotation logic.













	
class quark.torch.quantization.config.config.AWQConfig

	Configuration for Activation-aware Weight Quantization (AWQ).


	Parameters:

	
	name (str) – The name of the quantization configuration. Default is “awq”.


	processor (type[AwqProcessor]) – The processor type that handles the AWQ algorithm logic.


	scaling_layers (Optional[List[Dict[str, str]]]) – Configuration details for scaling layers within the model, specifying custom scaling parameters per layer. Default is None.


	model_decoder_layers (Optional[str]) – Specifies the layers involved in model decoding that may require different quantization parameters. Default is None.













	
class quark.torch.quantization.config.config.GPTQConfig

	A data class that defines the specifications for Accurate Post-Training Quantization for Generative Pre-trained Transformers (GPTQ).


	Parameters:

	
	name (str) – The configuration name. Default is “gptq”.


	damp_percent (float) – The percentage used to dampen the quantization effect, aiding in the maintenance of accuracy post-quantization. Default is 0.01.


	desc_act (bool) – Indicates whether descending activation is used, typically to enhance model performance with quantization. Default is True.


	static_groups (bool) – Specifies whether the order of groups for quantization are static or can be dynamically adjusted. Default is True. Quark export only support static_groups as True.


	true_sequential (bool) – Indicates whether the quantization should be applied in a truly sequential manner across the layers. Default is True.


	inside_layer_modules (Optional[List[str]]) – Lists the names of internal layer modules within the model that require specific quantization handling. Default is None.


	model_decoder_layers (Optional[str]) – Specifies custom settings for quantization on specific decoder layers of the model. Default is None.


	processor (type[GptqProcessor]) – Processor of the algorithm.

















            

          

      

      

    

  

    
      
          
            
  
quark.torch.export.config.config


Module Contents


Classes


	
class quark.torch.export.config.config.ExporterConfig

	A class that encapsulates comprehensive exporting configurations for a machine learning model, allowing for detailed control over exporting parameters across different exporting formats.


	Parameters:

	
	json_export_config (Optional[JsonExporterConfig]) – Global configuration for json-safetensors exporting.


	onnx_export_config (Optional[OnnxExporterConfig]) – Global configuration onnx exporting. Default is None.













	
class quark.torch.export.config.config.JsonExporterConfig

	A data class that specifies configurations for json-safetensors exporting.


	Parameters:

	
	weight_merge_groups (Optional[List[List[str]]]) – A list of operators group that share the same weight scaling factor. These operators’ names should correspond to the original module names from the model. Additionally, wildcards can be used to denote a range of operators. Default is None.


	kv_cache_group (List[str]) – A list of operators group that should be merged to kv_cache. These operators’ names should correspond to the original module names from the model. Additionally, wildcards can be used to denote a range of operators.


	weight_format (str) – The flag indicating whether to export the real quantized weights.


	pack_method (str) – The flag indicating whether to reorder the quantized tensors.













	
class quark.torch.export.config.config.OnnxExporterConfig

	A data class that specifies configurations for onnx exporting.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.quantization.api


Module Contents


Classes


	
class quark.onnx.quantization.api.ModelQuantizer(config: quark.onnx.quantization.config.config.Config)

	Provides an API for quantizing deep learning models using ONNX. This class handles the
configuration and processing of the model for quantization based on user-defined parameters.


	Args:
	config (Config): Configuration object containing settings for quantization.



	Note:
	It is essential to ensure that the ‘config’ provided has all necessary quantization parameters defined.
This class assumes that the model is compatible with the quantization settings specified in ‘config’.






	
quantize_model(model_input: str, model_output: str, calibration_data_reader: Union[onnxruntime.quantization.calibrate.CalibrationDataReader, None] = None, calibration_data_path: Optional[str] = None) → None

	Quantizes the given ONNX model and saves the output to the specified path.


	Args:
	model_input (str): Path to the input ONNX model file.
model_output (str): Path where the quantized ONNX model will be saved.
calibration_data_reader (Union[CalibrationDataReader, None], optional): Data reader for model calibration. Defaults to None.



	Returns:
	None



	Raises:
	ValueError: If the input model path is invalid or the file does not exist.


















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.optimize


Module Contents


Classes



Functions


	
class quark.onnx.optimize.Optimize(model: onnx.ModelProto, op_types_to_quantize: List[str], nodes_to_quantize: Optional[List[str]], nodes_to_exclude: Optional[List[str]])

	A class for optimizations to be applied to onnx model before quantization.


	Args:
	model (onnx.ModelProto): The ONNX model to be optimized.
op_types_to_quantize (list): A list of operation types to be quantized.
nodes_to_quantize (list): A list of node names to be quantized.
nodes_to_exclude (list): A list of node names to be excluded from quantization.






	
convert_bn_to_conv() → None

	Convert BatchNormalization to Conv.






	
convert_reduce_mean_to_global_avg_pool() → None

	Convert ReduceMean to GlobalAveragePool.






	
split_large_kernel_pool() → None

	For pooling with an excessively large kernel size in the onnx model,
split it into multiple smaller poolings.






	
convert_split_to_slice() → None

	Convert Split to Slice.






	
fuse_instance_norm() → None

	The split instance norm operation will be fused to InstanceNorm operation






	
fuse_l2_norm() → None

	convert L2norm ops to LpNormalization






	
fuse_layer_norm() → None

	convert LayerNorm ops to single LayerNormalization op






	
fold_batch_norm() → None

	fold BatchNormalization to target operations






	
convert_clip_to_relu() → None

	Convert Clip to Relu.






	
fold_batch_norm_after_concat() → None

	fold BatchNormalization (after concat) to target operations










	
quark.onnx.optimize.optimize(model: onnx.ModelProto, op_types_to_quantize: List[str], nodes_to_quantize: Optional[List[str]], nodes_to_exclude: Optional[List[str]], convert_bn_to_conv: bool = True, convert_reduce_mean_to_global_avg_pool: bool = True, split_large_kernel_pool: bool = True, convert_split_to_slice: bool = True, fuse_instance_norm: bool = True, fuse_l2_norm: bool = True, fuse_layer_norm: bool = True, fold_batch_norm: bool = True, convert_clip_to_relu: bool = True, fold_batch_norm_after_concat: bool = True, dedicate_dq_node: bool = False) → onnx.ModelProto

	Optimize an ONNX model to meet specific constraints and requirements for deployment on an CPU/NPU.

This function applies various optimization techniques to the provided ONNX model based on the specified parameters. The optimizations include fusing operations, converting specific layers, and folding batch normalization layers, among others.


	Parameters:

	
	model (ModelProto) – The ONNX model to be optimized.


	op_types_to_quantize (List[str]) – List of operation types to be quantized.


	nodes_to_quantize (Optional[List[str]]) – List of node names to explicitly quantize. If None, quantization is applied based on the operation types.


	nodes_to_exclude (Optional[List[str]]) – List of node names to exclude from quantization.


	convert_bn_to_conv (bool) – Flag indicating whether to convert BatchNorm layers to Conv layers.


	convert_reduce_mean_to_global_avg_pool (bool) – Flag indicating whether to convert ReduceMean layers to GlobalAveragePool layers.


	split_large_kernel_pool (bool) – Flag indicating whether to split large kernel pooling operations.


	convert_split_to_slice (bool) – Flag indicating whether to convert Split layers to Slice layers.


	fuse_instance_norm (bool) – Flag indicating whether to fuse InstanceNorm layers.


	fuse_l2_norm (bool) – Flag indicating whether to fuse L2Norm layers.


	fuse_layer_norm (bool) – Flag indicating whether to fuse LayerNorm layers.


	fold_batch_norm (bool) – Flag indicating whether to fold BatchNorm layers into preceding Conv layers.


	convert_clip_to_relu (bool) – Flag indicating whether to convert Clip layers to ReLU layers.


	fold_batch_norm_after_concat (bool) – Flag indicating whether to fold BatchNorm layers after concatenation operations.






	Returns:

	The optimized ONNX model.



	Return type:

	ModelProto






	Notes:
	
	The Optimize class is used to apply the optimizations based on the provided flags.


	The function returns the optimized model with the applied transformations.

















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.calibrate


Module Contents


Classes



Functions


	
class quark.onnx.calibrate.MinMaxCalibrater(model_path: pathlib.Path, op_types_to_calibrate: Union[List[str], None], augmented_model_path: str = 'augmented_model.onnx', symmetric: bool = False, use_external_data_format: bool = False, moving_average: bool = False, averaging_constant: float = 0.01)

	This method obtains the quantization parameters based on the minimum and maximum values of each tensor.


	Parameters:

	
	model_path – Path to the ONNX model to calibrate.


	op_types_to_calibrate – List of operator types to calibrate. By default, calibrates all the float32/float16 tensors.


	augmented_model_path – Path to save the augmented model. Default is “augmented_model.onnx”.


	symmetric – Whether to make the range of tensor symmetric (central point is 0). Default is False.


	use_external_data_format – Whether to use external data format to store model which size is >= 2GB. Default is False.


	moving_average – Whether to compute the moving average of the minimum and maximum values instead of the global minimum and maximum. Default is False.


	averaging_constant – Constant smoothing factor to use when computing the moving average. Default is 0.01. Should be between 0 and 1.






	Raises:

	ValueError – If averaging_constant is not between 0 and 1 when moving_average is True.










	
class quark.onnx.calibrate.EntropyCalibrater(model_path: pathlib.Path, op_types_to_calibrate: Union[List[str], None], augmented_model_path: str = 'augmented_model.onnx', use_external_data_format: bool = False, method: str = 'entropy', symmetric: bool = False, num_bins: int = 128, num_quantized_bins: int = 128)

	This method determines the quantization parameters by considering the entropy algorithm of each tensor’s distribution.


	Parameters:

	
	model_path – Path to the ONNX model to calibrate.


	op_types_to_calibrate – List of operator types to calibrate. By default, calibrates all the float32/float16 tensors.


	augmented_model_path – Path to save the augmented model. Default is “augmented_model.onnx”.


	use_external_data_format – Whether to use external data format to store model which size is >= 2GB. Default is False.


	method – Method for calibration. One of [‘entropy’, ‘percentile’, ‘distribution’]. Default is “entropy”.


	symmetric – Whether to make the range of tensor symmetric (central point is 0). Default is False.


	num_bins – Number of bins to create a new histogram for collecting tensor values. Default is 128.


	num_quantized_bins – Number of quantized bins. Default is 128.













	
class quark.onnx.calibrate.PercentileCalibrater(model_path: pathlib.Path, op_types_to_calibrate: Union[List[str], None], augmented_model_path: str = 'augmented_model.onnx', use_external_data_format: bool = False, method: str = 'percentile', symmetric: bool = False, num_bins: int = 2048, percentile: float = 99.999)

	This method calculates quantization parameters using percentiles of the tensor values.


	Parameters:

	
	model_path – Path to the ONNX model to calibrate.


	op_types_to_calibrate – List of operator types to calibrate. By default, calibrates all the float32/float16 tensors.


	augmented_model_path – Path to save the augmented model. Default is “augmented_model.onnx”.


	use_external_data_format – Whether to use external data format to store model which size is >= 2GB. Default is False.


	method – Method for calibration. One of [‘entropy’, ‘percentile’, ‘distribution’]. Default is “percentile”.


	symmetric – Whether to make the range of tensor symmetric (central point is 0). Default is False.


	num_bins – Number of bins to create a new histogram for collecting tensor values. Default is 2048.


	percentile – Percentile value for calibration, a float between [0, 100]. Default is 99.999.













	
class quark.onnx.calibrate.PowOfTwoCalibrater(model: pathlib.Path, op_types_to_calibrate: Optional[Sequence[str]], augmented_model_path: str = 'augmented_model.onnx', use_external_data_format: bool = False, activation_type: Union[onnxruntime.quantization.quant_utils.QuantType, quark.onnx.quant_utils.VitisQuantType] = QuantType.QInt8, method: quark.onnx.quant_utils.PowerOfTwoMethod = PowerOfTwoMethod.MinMSE, symmetric: bool = True, minmse_mode: str = 'All', percentile: float = 99.999, quantized_tensor_type: Dict[Any, Any] = {})

	This method get the power-of-two quantize parameters for each tensor to minimize the mean-square-loss of quantized values and float values. This takes longer time but usually gets better accuracy.


	Parameters:

	
	model – Path to the ONNX model to calibrate.


	op_types_to_calibrate – List of operator types to calibrate. By default, calibrates all the float32/float16 tensors.


	augmented_model_path – Path to save the augmented model. Default is “augmented_model.onnx”.


	use_external_data_format – Whether to use external data format to store model which size is >= 2GB. Default is False.


	activation_type – Type of quantization for activations. Default is QuantType.QInt8.


	method – Calibration method. Default is PowerOfTwoMethod.MinMSE.


	symmetric – Whether to make the range of tensor symmetric (central point is 0). Default is True.


	minmse_mode – Mode for the MinMSE method. Default is “All”.


	percentile – Percentile value for calibration, a float between 0 and 100. Default is 99.999.


	quantized_tensor_type – Dictionary specifying the quantized tensor type. Default is an empty dictionary.









	
augment_graph() → None

	make all quantization_candidates op type nodes as part of the graph output.
:return: augmented ONNX model






	
compute_range() → Any

	Compute the min-max range of tensor
:return: dictionary mapping: {tensor name: (min value, max value)}










	
class quark.onnx.calibrate.PowOfTwoCollector(activation_type: Union[onnxruntime.quantization.quant_utils.QuantType, quark.onnx.quant_utils.VitisQuantType] = QuantType.QInt8, method: quark.onnx.quant_utils.PowerOfTwoMethod = PowerOfTwoMethod.MinMSE, symmetric: bool = True, minmse_mode: str = 'All', percentile: float = 99.999, quantized_tensor_type: Dict[Any, Any] = {})

	Collecting PowOfTwoCollector quantize for each tensor. Support MinMSE method.


	Parameters:

	
	activation_type – Type of quantization for activations. Default is QuantType.QInt8.


	method – Calibration method. Default is PowerOfTwoMethod.MinMSE.


	symmetric – Whether to make the range of tensor symmetric (central point is 0). Default is True.


	minmse_mode – Mode for the MinMSE method. Default is “All”.


	percentile – Percentile value for calibration, a float between 0 and 100. Default is 99.999.


	quantized_tensor_type – Dictionary specifying the quantized tensor type. Default is an empty dictionary.













	
quark.onnx.calibrate.create_calibrator_power_of_two(model: pathlib.Path, op_types_to_calibrate: List[str], augmented_model_path: str = 'augmented_model.onnx', activation_type: Union[quark.onnx.quant_utils.VitisQuantType, onnxruntime.quantization.quant_utils.QuantType] = QuantType.QInt8, method: quark.onnx.quant_utils.PowerOfTwoMethod = PowerOfTwoMethod.NonOverflow, use_external_data_format: bool = False, execution_providers: Union[List[str], None] = ['CPUExecutionProvider'], quantized_tensor_type: Dict[Any, Any] = {}, extra_options: Dict[str, Any] = {}) → Any

	Create a calibrator for power-of-two quantization.


	Parameters:

	
	model – Path to the ONNX model to calibrate.


	op_types_to_calibrate – List of operator types to calibrate.


	augmented_model_path – Path to save the augmented ONNX model.


	activation_type – Type of quantization for activations.


	method – Calibration method to use.


	use_external_data_format – Whether to use external data format for large models.


	execution_providers – List of execution providers for ONNX Runtime.


	quantized_tensor_type – Dictionary specifying the quantized tensor type.


	extra_options – Additional options for calibrator configuration.






	Returns:

	Initialized calibrator object.










	
quark.onnx.calibrate.create_calibrator_float_scale(model: pathlib.Path, op_types_to_calibrate: Union[List[str], None], augmented_model_path: str = 'augmented_model.onnx', calibrate_method: onnxruntime.quantization.calibrate.CalibrationMethod = CalibrationMethod.MinMax, use_external_data_format: bool = False, execution_providers: Union[List[str], None] = ['CPUExecutionProvider'], extra_options: Dict[str, Any] = {}) → Any

	Create a calibrator for floating-point scale quantization.


	Parameters:

	
	model – Path to the ONNX model to calibrate.


	op_types_to_calibrate – List of operator types to calibrate. If None, all float32/float16 tensors are calibrated.


	augmented_model_path – Path to save the augmented ONNX model.


	calibrate_method – Calibration method to use (MinMax, Entropy, Percentile, or Distribution).


	use_external_data_format – Whether to use external data format for large models.


	execution_providers – List of execution providers for ONNX Runtime.


	extra_options – Additional options for calibrator configuration.






	Returns:

	Initialized calibrator object.














            

          

      

      

    

  

    
      
          
            
  
quark.onnx.onnx_quantizer


Module Contents


Classes


	
class quark.onnx.onnx_quantizer.ONNXQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], extra_options: Optional[Dict[str, Any]] = None)

	A class to perform quantization on an ONNX model.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): The range of tensors for quantization.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
extra_options (Optional[Dict[str, Any]]): Additional options for quantization.



	Inherits from:
	OrtONNXQuantizer: Base class for ONNX quantization.










	
class quark.onnx.onnx_quantizer.VitisONNXQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any] = {}, extra_options: Optional[Dict[str, Any]] = None)

	A class to perform quantization on an ONNX model specifically optimized for Vitis AI.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
calibrate_method (Any): The calibration method to be used.
quantized_tensor_type (Dict[Any, Any], optional): Dictionary specifying the types for quantized tensors.
extra_options (Optional[Dict[str, Any]], optional): Additional options for quantization.



	Inherits from:
	OrtONNXQuantizer: Base class for ONNX quantization.






	
find_quant_scale_zp(input_name: str) → Any

	Finds the quantization scale and zero-point for a given input.

This method looks up the quantization scale and zero-point values for the specified input name.
It first checks the current instance’s used_scale_zp_map. If not found, it recursively checks
the parent instance if one exists.


	Parameters:

	input_name (str) – The name of the input for which to find the quantization scale and zero-point.



	Returns:

	A tuple containing the quantization scale and zero-point if found, otherwise (None, None).



	Return type:

	Any










	
find_quantized_value(input_name: str) → Any

	Finds the quantized value for a given input.

This method looks up the quantized value for the specified input name.
It first checks the current instance’s quantized_value_map. If not found, it recursively checks
the parent instance if one exists.


	Parameters:

	input_name (str) – The name of the input for which to find the quantized value.



	Returns:

	The quantized value if found, otherwise None.



	Return type:

	Any










	
quantize_bias_static(bias_name: str, input_name: str, weight_name: str, beta: float = 1.0) → Any

	Quantizes the bias using static quantization. Zero Point == 0 and Scale == Input_Scale * Weight_Scale.

This method performs the following steps:
1. Validates the weight quantization type.
2. Retrieves the scale for the weight.
3. Retrieves the bias data and its scale.
4. Retrieves the scale for the input.
5. Calculates the scale for the bias.
6. Quantizes the bias data.
7. Updates the bias, scale, and zero-point initializers in the model.
8. Updates the quantized value map with the new quantized bias information.


	Parameters:

	
	bias_name (str) – The name of the bias to be quantized.


	input_name (str) – The name of the input associated with the bias.


	weight_name (str) – The name of the weight associated with the bias.


	beta (float) – A scaling factor applied during quantization. Default is 1.0.






	Returns:

	The name of the quantized bias.



	Return type:

	Any



	Raises:

	ValueError – If the weight quantization type is not supported or if the input name is not found in the quantized value map.










	
quantize_weight(node: onnx.NodeProto, indices: Any, reduce_range: bool = False, op_level_per_channel: bool = False, axis: int = -1, from_subgraph: bool = False) → Any

	Quantizes the weights of a given node.

In some circumstances, a weight is not an initializer. For example, in MatMul, if both A and B are not initializers,
B can still be considered as a weight.

This method calls __quantize_inputs to perform the weight quantization.


	Parameters:

	
	node (NodeProto) – The node containing the weights to be quantized.


	indices (Any) – The indices of the inputs to be quantized.


	reduce_range (bool, optional) – Flag to indicate whether to reduce the quantization range. Default is False.


	op_level_per_channel (bool, optional) – Flag to indicate whether to use per-channel quantization at the operator level. Default is False.


	axis (int, optional) – The axis for per-channel quantization. Default is -1.


	from_subgraph (bool, optional) – Flag to indicate whether the node is from a subgraph. Default is False.






	Returns:

	The result of the weight quantization process.



	Return type:

	Any










	
quantize_initializer(weight: Any, qType: Any, method: Any, reduce_range: bool = False, keep_float_weight: bool = False) → Tuple[str, str, str]

	
	Parameters:

	
	weight – TensorProto initializer


	qType – type to quantize to


	keep_float_weight – Whether to quantize the weight. In some cases, we only want to qunatize scale and zero point.
If keep_float_weight is False, quantize the weight, or don’t quantize the weight.






	Returns:

	quantized weight name, zero point name, scale name










	
quantize_weight_per_channel(weight_name: str, weight_qType: Any, channel_axis: Any, method: Any, reduce_range: bool = True, keep_float_weight: bool = False) → Tuple[str, str, str]

	Quantizes the given weight tensor per channel.

This method quantizes the weights per channel, creating separate quantization parameters (scale and zero-point) for each channel.


	Parameters:

	
	weight_name (str) – The name of the weight tensor to be quantized.


	weight_qType (Any) – The data type to use for quantization.


	channel_axis (Any) – The axis representing the channel dimension in the weight tensor.


	method (Any) – The quantization method to use.


	reduce_range (bool, optional) – Whether to reduce the quantization range. Default is True.


	keep_float_weight (bool, optional) – Whether to keep the original floating-point weights. Default is False.






	Returns:

	A tuple containing the names of the quantized weight tensor, zero-point tensor, and scale tensor.



	Return type:

	Tuple[str, str, str]



	Raises:

	ValueError – If the specified weight is not an initializer.










	
calculate_quantization_params() → Any

	Calculates the quantization parameters for each tensor in the model.

This method computes the quantization parameters (scale and zero-point) for each tensor in the model
based on its range (rmin and rmax). It adjusts the tensor ranges for the inputs of Clip and Relu nodes
and ensures the correct quantization parameters are used for each tensor type.


	Returns:

	A dictionary containing the quantization parameters for each tensor.



	Return type:

	Any



	Raises:

	ValueError – If a weight is not an initializer.






	Notes:
	
	If self.tensors_range is None, the method returns immediately.


	Adjusts tensor ranges for Clip and Relu nodes.


	For versions of ONNX Runtime below 1.16.0, specific quantization parameters are computed.


	For versions of ONNX Runtime 1.16.0 and above, the QuantizationParams class is used.


	Forces asymmetric quantization for ReLU-like output tensors if self.use_unsigned_relu is True.





















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.qdq_quantizer


Module Contents


Classes


	
class quark.onnx.qdq_quantizer.QDQQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], extra_options: Any = None)

	A class to perform quantization on an ONNX model using Quantize-Dequantize (QDQ) nodes.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
extra_options (Any, optional): Additional options for quantization.



	Inherits from:
	OrtQDQQuantizer: Base class for ONNX QDQ quantization.










	
class quark.onnx.qdq_quantizer.QDQNPUTransformerQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], extra_options: Optional[Dict[str, Any]] = None)

	A class to perform quantization on an ONNX model using Quantize-Dequantize (QDQ) nodes
optimized for NPU (Neural Processing Unit) Transformers.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
extra_options (Optional[Dict[str, Any]], optional): Additional options for quantization.



	Inherits from:
	QDQQuantizer: Base class for ONNX QDQ quantization.










	
class quark.onnx.qdq_quantizer.VitisQDQQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any] = {}, extra_options: Any = None)

	A class to perform Vitis-specific Quantize-Dequantize (QDQ) quantization on an ONNX model.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
calibrate_method (Any): The method used for calibration.
quantized_tensor_type (Dict[Any, Any], optional): Dictionary specifying quantized tensor types.
extra_options (Any, optional): Additional options for quantization.



	Inherits from:
	VitisONNXQuantizer: Base class for Vitis-specific ONNX quantization.



	Attributes:
	tensors_to_quantize (Dict[Any, Any]): Dictionary of tensors to be quantized.
bias_to_quantize (List[Any]): List of bias tensors to be quantized.
nodes_to_remove (List[Any]): List of nodes to be removed during quantization.
op_types_to_exclude_output_quantization (List[str]): List of op types to exclude from output quantization.
quantize_bias (bool): Whether to quantize bias tensors.
add_qdq_pair_to_weight (bool): Whether to add QDQ pairs to weights.
dedicated_qdq_pair (bool): Whether to create dedicated QDQ pairs for each node.
tensor_to_its_receiving_nodes (Dict[Any, Any]): Dictionary mapping tensors to their receiving nodes.
qdq_op_type_per_channel_support_to_axis (Dict[str, int]): Dictionary mapping op types to channel axis for per-channel quantization.
int32_bias (bool): Whether to quantize bias using int32.
weights_only (bool): Whether to perform weights-only quantization.










	
class quark.onnx.qdq_quantizer.VitisQDQNPUCNNQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any] = {}, extra_options: Optional[Dict[str, Any]] = None)

	A class to perform Vitis-specific Quantize-Dequantize (QDQ) quantization for NPU (Neural Processing Unit) on CNN models.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization (must be False for NPU).
reduce_range (bool): Whether to reduce the quantization range (must be False for NPU).
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights (must be QuantType.QInt8 for NPU).
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
calibrate_method (Any): The method used for calibration.
quantized_tensor_type (Dict[Any, Any], optional): Dictionary specifying quantized tensor types.
extra_options (Optional[Dict[str, Any]], optional): Additional options for quantization.



	Inherits from:
	VitisQDQQuantizer: Base class for Vitis-specific QDQ quantization.



	Attributes:
	tensors_to_quantize (Dict[Any, Any]): Dictionary of tensors to be quantized.
is_weight_symmetric (bool): Whether to enforce symmetric quantization for weights.
is_activation_symmetric (bool): Whether to enforce symmetric quantization for activations.










	
class quark.onnx.qdq_quantizer.VitisExtendedQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, quant_format: Any, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any], extra_options: Optional[Dict[str, Any]] = None)

	A class to perform extended Vitis-specific Quantize-Dequantize (QDQ) quantization.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
quant_format (Any): The format for quantization.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
calibrate_method (Any): The method used for calibration.
quantized_tensor_type (Dict[Any, Any]): Dictionary specifying quantized tensor types.
extra_options (Optional[Dict[str, Any]], optional): Additional options for quantization.



	Inherits from:
	VitisQDQQuantizer: Base class for Vitis-specific QDQ quantization.



	Attributes:
	tensors_to_quantize (Dict[Any, Any]): Dictionary of tensors to be quantized.
quant_format (Any): The format for quantization.
add_qdq_pair_to_weight (bool): Whether to add QDQ pair to weight (and bias).
fold_relu (bool): Whether to fold ReLU layers.










	
class quark.onnx.qdq_quantizer.VitisBFPQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any] = {}, extra_options: Optional[Dict[str, Any]] = None)

	A class to perform Vitis-specific Block Floating Point (BFP) Quantization-Dequantization (QDQ) quantization.


	Args:
	model (ModelProto): The ONNX model to be quantized.
per_channel (bool): Whether to perform per-channel quantization.
reduce_range (bool): Whether to reduce the quantization range.
mode (QuantizationMode.QLinearOps): The quantization mode to be used.
static (bool): Whether to use static quantization.
weight_qType (Any): The quantization type for weights.
activation_qType (Any): The quantization type for activations.
tensors_range (Any): Dictionary specifying the min and max values for tensors.
nodes_to_quantize (List[str]): List of node names to be quantized.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization.
op_types_to_quantize (List[str]): List of operation types to be quantized.
calibrate_method (Any): The method used for calibration.
quantized_tensor_type (Dict[Any, Any], optional): Dictionary specifying quantized tensor types.
extra_options (Optional[Dict[str, Any]], optional): Additional options for quantization.



	Inherits from:
	VitisQDQQuantizer: Base class for Vitis-specific QDQ quantization.



	Attributes:
	int32_bias (bool): Whether to quantize bias as int32.
is_activation_symmetric (bool): Whether to use symmetric quantization for activations.
bfp_attrs (Dict[str, Any]): Attributes for BFP quantization.














            

          

      

      

    

  

    
      
          
            
  
quark.onnx.quantization.config.config


Module Contents


Classes


	
class quark.onnx.quantization.config.config.Config

	A class that encapsulates comprehensive quantization configurations for a machine learning model, allowing for detailed and hierarchical control over quantization parameters across different model components.


	Parameters:

	global_quant_config (QuantizationConfig) – Global quantization configuration applied to the entire model unless overridden at the layer level.










	
class quark.onnx.quantization.config.config.QuantizationConfig

	A data class that specifies quantization configurations for different components of a module, allowing hierarchical control over how each tensor type is quantized.


	Attributes:
	calibrate_method (Union[CalibrationMethod, PowerOfTwoMethod]): Method used for calibration. Default is CalibrationMethod.MinMax.
quant_format (Union[QuantFormat, VitisQuantFormat]): Format of quantization. Default is QuantFormat.QDQ.
activation_type (Union[QuantType, VitisQuantType]): Type of quantization for activations. Default is QuantType.QInt8.
weight_type (Union[QuantFormat, VitisQuantFormat]): Type of quantization for weights. Default is QuantType.QInt8.

input_nodes (List[str]): List of input nodes to be quantized. Default is an empty list.
output_nodes (List[str]): List of output nodes to be quantized. Default is an empty list.
op_types_to_quantize (List[str]): List of operation types to be quantized. Default is an empty list.
nodes_to_quantize (List[str]): List of node names to be quantized. Default is an empty list.
nodes_to_exclude (List[str]): List of node names to be excluded from quantization. Default is an empty list.

specific_tensor_precision (bool): Flag to enable specific tensor precision. Default is False.
execution_providers (List[str]): List of execution providers. Default is [‘CPUExecutionProvider’].

per_channel (bool): Flag to enable per-channel quantization. Default is False.
reduce_range (bool): Flag to reduce quantization range. Default is False.
optimize_model (bool): Flag to optimize the model. Default is True.
use_dynamic_quant (bool): Flag to use dynamic quantization. Default is False.
use_external_data_format (bool): Flag to use external data format. Default is False.

convert_fp16_to_fp32 (bool): Flag to convert FP16 to FP32. Default is False.
convert_nchw_to_nhwc (bool): Flag to convert NCHW to NHWC. Default is False.

include_sq (bool): Flag to include square root in quantization. Default is False.
include_cle (bool): Flag to include CLE in quantization. Default is False.
include_auto_mp (bool): Flag to include automatic mixed precision. Default is False.
include_fast_ft (bool): Flag to include fast fine-tuning. Default is False.

enable_npu_cnn (bool): Flag to enable NPU CNN. Default is False.
enable_npu_transformer (bool): Flag to enable NPU Transformer. Default is False.

debug_mode (bool): Flag to enable debug mode. Default is False.
print_summary (bool): Flag to print summary of quantization. Default is True.
log_severity_level (int): 0:DEBUG, 1:INFO, 2:WARNING. 3:ERROR, 4:CRITICAL/FATAL. Default is 1.

extra_options (Dict[str, Any]): Dictionary for additional options. Default is an empty dictionary.














            

          

      

      

    

  

    
      
          
            
  
quark.onnx.quant_utils


Module Contents


Classes



Functions


	
quark.onnx.quant_utils.is_ort_version_below(target_version: str) → bool

	This function checks whether the current version of ONNX Runtime (ORT) is below a specified version.


	Args:
	target_version (str): The version to compare against the current ORT version.



	Returns:
	True if the current ORT version is less than the target version, False otherwise.










	
class quark.onnx.quant_utils.Int16Method(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
class quark.onnx.quant_utils.PowerOfTwoMethod(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
class quark.onnx.quant_utils.VitisQuantType(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
class quark.onnx.quant_utils.VitisQuantFormat(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
quark.onnx.quant_utils.get_qmin_qmax_for_qType(qType: int, reduce_range: bool = False, symmetric: bool = False) → Any

	Return qmin and qmax, the minimum and maximum value representable by the given qType
:parameter qType: onnx.onnx_pb.TensorProto.UINT8/16 or onnx.onnx_pb.TensorProto.UINT8/16
:return: qmin, qmax






	
quark.onnx.quant_utils.get_qrange_for_qType(qType: int, reduce_range: bool = False, symmetric: bool = False) → Any

	
	Helper function to get the quantization range for a type.
	parameter qType: quantization type.
return: quantization range.










	
class quark.onnx.quant_utils.CachedDataReader(dr: onnxruntime.quantization.calibrate.CalibrationDataReader, data_size: Optional[int] = None, convert_nchw_to_nhwc: bool = False)

	A CalibrationDataReader cached input data from the user provided data reader.


	
reset_iter() → None

	Recreate the iter so that it can iterate again






	
get_next() → Optional[Dict[str, numpy.ndarray[Any, Any]]]

	Get next feed data
:return: feed dict for the model










	
class quark.onnx.quant_utils.RandomDataReader(model_path: str, input_shape: Union[List[int], Tuple[int], List[List[int]], Dict[str, List[int]], List[Any], Any] = [], input_data_range: Optional[str] = None)

	A CalibrationDataReader using random data for rapid quantiation.


	
get_next() → Optional[Dict[str, numpy.ndarray[Any, Any]]]

	Get next feed data
:return: feed dict for the model










	
class quark.onnx.quant_utils.PathDataReader(model_path: str, data_path: str, input_shape: List[Any] = [])

	A CalibrationDataReader loading data from specified paths for model calibration.


	
get_next() → Optional[Dict[str, numpy.ndarray[Any, Any]]]

	Get next feed data
:return: feed dict for the model










	
quark.onnx.quant_utils.infer_shape(model: onnx.onnx_ml_pb2.ModelProto) → onnx.onnx_ml_pb2.ModelProto

	
	Parameters:

	model – the source model



	Returns:

	the target model contains inferred shape










	
quark.onnx.quant_utils.get_datatype_shape(tensor: onnx.onnx_ml_pb2.TensorProto) → Tuple[str, List[Any]]

	
	Parameters:

	tensor – the input tensor



	Returns:

	datatype and shape of the tensor










	
quark.onnx.quant_utils.dump_model(model: Union[str, onnx.ModelProto], dump_data_reader: Optional[object] = None, random_data_reader_input_shape: List[int] = [], dump_float: bool = False, output_dir: str = './dump_results') → None

	This function dumps the simulation results of the quantized model,
including weights and activation results.
:param model: the input model
:param dump_data_reader: data reader for dumpping
:param random_data_reader_input_shape: if use internal random data reader,


this is used to configure input node’s shape





	Parameters:

	
	dump_float – dump results of the float model or not


	output_dir – output directory for results













	
quark.onnx.quant_utils.is_approximately_equal(a: float, b: float, epsilon: float = 1e-06) → bool

	
	Parameters:

	
	a – scalar input


	b – scalar input


	epsilon – difference tolerance






	Returns:

	equal or not










	
quark.onnx.quant_utils.check_reduce_mean_condition(model: onnx.ModelProto, node: onnx.NodeProto) → bool

	Check conditions for Reduce Mean operation in ONNX graph nodes.


	Parameters:

	
	model – ONNX model


	node – ONNX node






	Returns:

	True if conditions for Reduce Mean are satisfied, False otherwise










	
quark.onnx.quant_utils.check_hard_sigmoid_condition(node: onnx.NodeProto) → bool

	
	Parameters:

	node – node object



	Returns:

	hard sigmoid or not










	
quark.onnx.quant_utils.is_leaky_relu_with_alpha(node: onnx.NodeProto, alpha_value: float = 0.1) → bool

	
	Parameters:

	
	node – node object


	alpha_value – DPU supported alpha value






	Returns:

	the Leaky ReLU node has a approximately alpha or not










	
quark.onnx.quant_utils.is_clip_with_min_max(model: onnx.ModelProto, node: onnx.NodeProto, min_value: float = 0.0, max_value: float = 6.0) → bool

	
	Parameters:

	
	model – model object


	node – node object


	min_value – supported minimum value of Clip


	max_value – supported maximum value of Clip






	Returns:

	the Clip node has supported min and max value or not










	
quark.onnx.quant_utils.is_node_needs_annotated(model: onnx.ModelProto, node: onnx.NodeProto) → bool

	
	Parameters:

	
	model – model object


	node – node object






	Returns:

	the node needs annotated or not










	
quark.onnx.quant_utils.get_annotate_tensors(model: onnx.ModelProto) → List[str]

	Find patterns in the model where qdq needs to be removed, and then return the corresponding tensor names
annotate_tensors refers to the tensors associated with the input of the qdq that need to be removed
:param model: model object
:return: the annotate tensors






	
quark.onnx.quant_utils.get_qdq_to_remove(model: onnx.ModelProto, relu_input: List[str]) → Tuple[List[onnx.NodeProto], List[onnx.NodeProto], Dict[str, str]]

	Return the names of nodes to be removed and a dictionary for converting input tensors
:param model: model object
:param relu_input: the ReLU node inputs list
:return: de-quantize & quantize nodes to remove and node mapping dict






	
quark.onnx.quant_utils.customqdq_to_contribqdq(model_path: str, use_external_data_format: bool) → None

	Convert the custom QDQs to the contrib QDQs in the model
:param model_path: the model path
:return: None






	
quark.onnx.quant_utils.remove_nodes(model: onnx.ModelProto, nodes_list: List[Any]) → onnx.ModelProto

	Delete nodes according to the nodes in the list
:param model: model object
:param nodes_list: nodes list to remove
:return: the model that has removed some nodes






	
quark.onnx.quant_utils.remove_initializers(model: onnx.onnx_ml_pb2.ModelProto, init_list: List[str]) → onnx.onnx_ml_pb2.ModelProto

	Delete initializers according to the initializer in the list
:param model: model object
:param init_list: initializer’s name list to remove
:return: the model that has removed some initializers






	
quark.onnx.quant_utils.modified_annotate_input(model: onnx.onnx_ml_pb2.ModelProto, input_node_mapping: Dict[str, str]) → onnx.onnx_ml_pb2.ModelProto

	Modify the input of ReLU to the output of annotate op, and delete QDQ
:param model: model object
:param input_node_mapping: input node mapping dict
:return: the modified model






	
quark.onnx.quant_utils.scale2pos(scale: float) → int

	Obtain the fixed-point position corresponding to the scale.
To avoid generating infinity during computations,
the range of scale is limited.
:param scale: the scale
:return: the fixed-point position






	
quark.onnx.quant_utils.pos2scale(pos: int) → float

	Obtain the scale corresponding to the fixed-point position.
:param scale: the fixed-point position
:return: the scale






	
quark.onnx.quant_utils.compute_scale_zp(rmin: numpy.ndarray[Any, Any], rmax: numpy.ndarray[Any, Any], qmin: numpy.ndarray[Any, Any], qmax: numpy.ndarray[Any, Any], element_type: int, method: PowerOfTwoMethod, symmetric: bool = False, use_pof2s: bool = True) → Any

	Calculate the scale s and zero point z for the quantization relation
r = s(q-z), where r are the original values and q are the corresponding
quantized values.

r and z are calculated such that every value within [rmin,rmax] has an
approximate representation within [qmin,qmax]. In addition, qmin <= z <=
qmax is enforced. If the symmetric flag is set to True, the interval
[rmin,rmax] is symmetrized to [-absmax, +absmax], where
absmax = max(abs(rmin), abs(rmax)).


	Parameters:

	
	rmin – minimum value of r


	rmax – maximum value of r


	qmin – minimum value representable by the target quantization data type


	qmax – maximum value representable by the target quantization data type






	Returns:

	zero and scale [z, s] of pof2s










	
quark.onnx.quant_utils.compute_scale_zp_fp(rmin: numpy.ndarray[Any, Any], rmax: numpy.ndarray[Any, Any], element_type: int, symmetric: bool = True) → List[Any]

	Calculate the scale and zero point for a float type.


	Parameters:

	
	rmin – minimum value of r


	rmax – maximum value of r


	element_type – the element data type of the tensor to quantize






	Returns:

	zero and scale [z, s] of pof2s










	
quark.onnx.quant_utils.dequantize_data(data: numpy.ndarray[Any, Any], scale: numpy.ndarray[Any, Any], zero_point: numpy.ndarray[Any, Any]) → Any

	
	Parameters:

	
	data – the input data


	scale – the scale for quantization


	zero_point – the zero point for quantization






	Returns:

	the de-quantized data










	
quark.onnx.quant_utils.quantize_data_pof2s(data: numpy.ndarray[Any, Any], qType: int, symmetric: bool, reduce_range: bool = False, rmin_real_range: Optional[float] = None, rmin_override: Optional[numpy.ndarray[Any, Any]] = None, rmax_override: Optional[numpy.ndarray[Any, Any]] = None, method: PowerOfTwoMethod = PowerOfTwoMethod.NonOverflow, pos_range: int = 5, use_pof2s: bool = True) → Any

	
	Parameters:

	
	data – data to quantize


	qType – data type to quantize to. Supported types UINT8/16 and INT8/16


	symmetric – whether symmetric quantization is used or not. This is applied to INT8/16.






	Returns:

	minimum, maximum, zero point, scale, and quantized weights





To pack weights, we compute a linear transformation


	when data type == uint8 mode, from [rmin, rmax] -> \([0, 2^{b-1}]\) and


	
	when data type == int8, from [-m , m] -> \([-(2^{b-1}-1), 2^{b-1}-1]\) where
	m = max(abs(rmin), abs(rmax))









and add necessary intermediate nodes to trasnform quantized weight to full weight using the equation

\(r = S(q-z)\), where


	r: real original value


	q: quantized value


	S: scale


	z: zero point









	
quark.onnx.quant_utils.get_exclude_nodes(model_path: str, input_nodes: Union[List[str], None], output_nodes: Union[List[str], None]) → List[str]

	Return the nodes to be excluded based on the given input and output nodes.
:param model_path: the model path
:param input_nodes: the nodes to start quantizing
:param zero_point: the nodes to terminate quantizing
:return: the nodes excluded from quantization






	
quark.onnx.quant_utils.run_onnx_model(model_path: str, data_reader: Any) → None

	Check if the input ONNX can run successfully
:param model_path: the model path
:param data_reader: the data reader for feeding data






	
quark.onnx.quant_utils.check_onnx_model(model_path: str) → None

	Check if the input ONNX can create InferenceSession successfully
:param model_path: the model path






	
quark.onnx.quant_utils.check_model_quantizable(model: onnx.onnx_ml_pb2.ModelProto, op_types_to_quantize: Optional[List[str]], nodes_to_exclude: List[str]) → bool

	Check if the model can be quantized.






	
quark.onnx.quant_utils.dpu_leaky_relu_alpha(x: float) → float

	This function implements a DPU-specific Leaky ReLU activation with alpha value correction.






	
quark.onnx.quant_utils.get_clip_min_max(model: onnx.onnx_ml_pb2.ModelProto, clip_node: onnx.onnx_ml_pb2.NodeProto) → Tuple[Optional[float], Optional[float], Optional[int]]

	Get clip min and max value from Clip node.
:param model: onnx model instance
:param clip_node: target Clip node
:return: the min, max value and para type


The meaning of para type is:
None - unknown
0 - attribute
1 - initializer
2 - other nodes









	
quark.onnx.quant_utils.check_relu_like_node(model: onnx.onnx_ml_pb2.ModelProto, node: onnx.onnx_ml_pb2.NodeProto) → bool

	Check if the node is a relu-like node
:param model: the model instance
:param node: the node to check
:return: True if it is






	
quark.onnx.quant_utils.print_quantize_info(model_input: str, model_output: str, calibration_data_reader: str, calibration_data_path: Union[str, None], quant_format: Union[Any, VitisQuantFormat], input_nodes: Union[List[str], None], output_nodes: Union[List[str], None], op_types_to_quantize: Union[List[str], None], random_data_reader_input_shape: Union[List[int], Tuple[int], List[List[int]], Dict[str, List[int]], List[Any], None], per_channel: bool, reduce_range: bool, activation_type: Union[Any, VitisQuantType], weight_type: Union[Any, VitisQuantType], nodes_to_quantize: List[str], nodes_to_exclude: List[str], optimize_model: bool, use_external_data_format: bool, calibrate_method: Union[Any, PowerOfTwoMethod, Int16Method], execution_providers: Union[List[str], None], enable_npu_cnn: bool, enable_npu_transformer: bool, specific_tensor_precision: bool, debug_mode: bool, convert_fp16_to_fp32: bool, convert_nchw_to_nhwc: bool, include_cle: bool, include_sq: bool, include_fast_ft: bool, extra_options: Dict[str, Any]) → None

	print os_cpu, time, tool_version, quantized_configuration information.






	
quark.onnx.quant_utils.print_quantize_dynamic_info(model_input: Union[str, pathlib.Path, onnx.ModelProto], model_output: Union[str, pathlib.Path], op_types_to_quantize: Union[List[str], None], per_channel: bool, reduce_range: bool, weight_type: Union[Any, VitisQuantType], nodes_to_quantize: List[str], nodes_to_exclude: List[str], use_external_data_format: bool, debug_mode: bool, extra_options: Dict[str, Any]) → None

	print os_cpu, time, tool_version, quantized_configuration information.






	
quark.onnx.quant_utils.find_int16_scale(x: float) → Tuple[float, float, float]

	Given a float value, find the closest value corresponding to  M and 2**N,
where the range of M and 2**N is within the representation range of int16 and uint16.










            

          

      

      

    

  

    
      
          
            
  
Examples



	How to get the examples


	Examples of Quark for Pytorch


	Examples of Quark for ONNX






How to get the examples

Users can get the example code after downloading and unzipping quark.zip (referring to Installation Guide). The example folder is in quark.zip.


Directory Structure of the ZIP File:

+ quark.zip
   + quark.whl
   + examples    # HERE IS THE EXAMPLES
      + torch
         + language_modeling
         + diffusers
         + ...
      + onnx
         + image_classification
         + language_models
         + ...
   + ...










Examples of Quark for Pytorch


	Language Model Quantization & Export


	Diffusion Model Quantization & Export


	Vision Model Quantization using Quark FX Graph Mode


	Extension for Pytorch-light (AMD internal project)


	Extension for Brevitas






Examples of Quark for ONNX


	Image Classification Quantization


	Dynamic Quantization


	Fast Finetune AdaRound


	Fast Finetune AdaQuant


	BFP Quantization


	Mixed Precision


	Cross-Layer Equalization








            

          

      

      

    

  

    
      
          
            
  
Release Note


New Features (Version 0.5.0)


	Quark for PyTorch


	Model Support:


	Provided more examples of LLM models quantization:


	INT/OCP_FP8E4M3: Llama-3.1, gpt-j-6b, Qwen1.5-MoE-A2.7B, phi-2, Phi-3-mini, Phi-3.5-mini-instruct, Mistral-7B-v0.1


	OCP_FP8E4M3: mistralai/Mixtral-8x7B-v0.1, hpcai-tech/grok-1, CohereForAI/c4ai-command-r-plus-08-2024, CohereForAI/c4ai-command-r-08-2024, CohereForAI/c4ai-command-r-plus, CohereForAI/c4ai-command-r-v01, databricks/dbrx-instruct, deepseek-ai/deepseek-moe-16b-chat






	Provided more examples of diffusion model quantization:


	Supported models: SDXL, SDXL-Turbo, SD1.5, Controlnet-Canny-SDXL, Controlnet-Depth-SDXL, Controlnet-Canny-SD1.5


	Supported schemes: FP8, W8, W8A8 with and without SmoothQuant










	PyTorch Quantizer Enhancements:


	Supported more CNN models for graph mode quantization.






	Data Types:


	Supported BFP16, MXFP8_E5M2.


	Supported MX6 and MX9. (experimental)






	Advanced Quantization Algorithms:


	Supported Rotation for Llama models.


	Supported SmoothQuant and AWQ for models with GQA and MQA (e.g., LLaMA-3-8B, QWen2-7B).


	Provided scripts for generating AWQ configuration automatically.(experimental)


	Supported trained quantization thresholds (TQT) and learned step size quantization (LSQ) for better QAT results. (experimental)






	Export Capabilities:


	Supported reloading function of Json-Safetensors export format.


	Enhanced quantization configuration in Json-Safetensors export format.










	Quark for ONNX


	ONNX Quantizer Enhancements:


	Supported compatibility with onnxruntime version 1.18.


	Enhanced quantization support for LLM models.






	Quantization Strategy:


	Supported dynamic quantization.






	Custom operations:


	Optimized “BFPFixNeuron” to support running on GPU.






	Advanced Quantization Algorithms:


	Improved AdaQuant to support BFP data types.














New Features (Version 0.2.0)


	Quark for PyTorch


	PyTorch Quantizer Enhancements:


	Post Training Quantization (PTQ) and Quantization-Aware Training (QAT) are now supported in FX graph mode.


	Introduced quantization support of the following modules: torch.nn.Conv2d.






	Data Types:


	OCP Microscaling (MX) is supported. Valid element data types include INT8, FP8_E4M3, FP4, FP6_E3M2, and FP6_E2M3.






	Export Capabilities:


	Quantized models can now be exported in GGUF format. The exported GGUF model is runnable with llama.cpp. Only Llama2 is supported for now.


	Introduced Quark’s native Json-Safetensors export format, which is identical to AutoFP8 and AutoAWQ when used for FP8 and AWQ quantization.






	Model Support:


	Added support for SDXL model quantization in eager mode, including fp8 per-channel and per-tensor quantization.


	Added support for PTQ and QAT of CNN models in graph mode, including architectures like ResNet.






	Integration with other toolkits:


	Provided the integrated example with APL(AMD Pytorch-light,internal project name), supporting the invocation of APL’s INT-K, BFP16, and BRECQ.


	Introduced the experimental Quark extension interface, enabling seamless integration of Brevitas for Stable Diffusion and Imagenet classification model quantization.










	Quark for ONNX


	ONNX Quantizer Enhancements:


	Multiple optimization and refinement strategies for different deployment backends.


	Supported automatic mixing precision to balance accuracy and performance.






	Quantization Strategy:


	Supported symmetric and asymmetric quantization.


	Supported float scale, INT16 scale and power-of-two scale.


	Supported static quantization and weight-only quantization.






	Quantization Granularity:


	Supported for per-tensor and per-channel granularity.






	Data Types:


	Multiple data types are supported, including INT32/UINT32,
Float16, Bfloat16, INT16/UINT16, INT8/UINT8 and BFP.






	Calibration Methods:


	MinMax, Entropy and Percentile for float scale.


	MinMax for INT16 scale.


	NonOverflow and MinMSE for power-of-two scale.






	Custom operations:


	“BFPFixNeuron” which supports block floating-point data type. It can run on the CPU on Windows, and on both the CPU and GPU on Linux.


	“VitisQuantizeLinear” and “VitisDequantizeLinear” which support INT32/UINT32, Float16, Bfloat16, INT16/UINT16 quantization.


	“VitisInstanceNormalization” and “VitisLSTM” which have customized Bfloat16 kernels.


	All custom operations support running on the CPU on both Linux and Windows.






	Advanced Quantization Algorithms:


	Supported CLE, BiasCorrection, AdaQuant, AdaRound and SmoothQuant.






	Operating System Support:


	Linux and Windows.














New Features (Version 0.1.0)


	Quark for PyTorch


	Pytorch Quantizer Enhancements:


	Eager mode is supported.


	Post Training Quantization (PTQ) is now available.


	Automatic in-place replacement of nn.module operations.


	Quantization of the following modules is supported: torch.nn.linear.


	The customizable calibration process is introduced.






	Quantization Strategy:


	Symmetric and asymmetric quantization are supported.


	Weight-only, dynamic, and static quantization modes are available.






	Quantization Granularity:


	Support for per-tensor, per-channel, and per-group granularity.






	Data Types:


	Multiple data types are supported, including float16, bfloat16, int4, uint4, int8, and fp8 (e4m3fn).






	Calibration Methods:


	MinMax, Percentile, and MSE calibration methods are now supported.






	Large Language Model Support:


	FP8 KV-cache quantization for large language models(LLMs).






	Advanced Quantization Algorithms:


	Support SmoothQuant, AWQ(uint4), and GPTQ(uint4) for LLMs. (Note: AWQ/GPTQ/SmoothQuant algorithms are currently limited to single GPU usage.)






	Export Capabilities:


	Export of Q/DQ quantized models to ONNX and vLLM-adopted JSON-safetensors format now supported.






	Operating System Support:


	Linux (supports ROCM and CUDA)


	Windows (support CPU only).
















            

          

      

      

    

  

    
      
          
            
  
Frequently Asked Questions (FAQ)


How to give feedback(only for internal users)

1. Access: If AMD internal users cannot access the internal JIRA
system [https://jira.xilinx.com/secure/CreateIssue!default.jspa], they should first request access permissions following the instructions provided in
How to Request Access to JIRA [https://confluence.amd.com/pages/viewpage.action?spaceKey=WTS&title=How+to+Request+Access+to+JIRA].

2. Reporting: Once access is granted, users should file a JIRA ticket under the project named “quark” in the internal JIRA
system [https://jira.xilinx.com/secure/CreateIssue!default.jspa]. to report an issue or make a request.



Quark for Pytorch


Environment Issues

Issue 1:

Windows CPU mode does not support fp16.

Solution:

Because of torch issue [https://github.com/pytorch/pytorch/issues/52291], Windows CPU mode cannot perfectly support fp16.



C++ Compilation Issues

Issue 1:

Stuck in the compilation phase for a long time (over ten minutes), the terminal shows like:

[QUARK-INFO]: Configuration checking start.

[QUARK-INFO]: C++ kernel build directory [cache folder path]/torch_extensions/py39...





Solution:

delete the cache folder [cache folder path]/torch_extensions and run quark again.




Quark for ONNX


Model Issues

Issue 1:

Error of “ValueError:Message onnx.ModelProto exceeds maximum protobuf size of 2GB”

Solution:

This error is caused by the input model size exceeding 2GB. Please set optimize_model=False and use_external_data_format=True.



Quantization Issues

Issue 1:

Error of “onnxruntime.capi.onnxruntime_pybind11_state.RuntimeException: [ONNXRuntimeError] : 6 : RUNTIME_EXCEPTION : Non-zero status code returned while running Reshape node.”

Solution:

For networks with an ROI head, such as Mask R-CNN or Faster R-CNN, quantization errors may arise if ROIs are not generated in the network.
Please use quark.onnx.PowerOfTwoMethod.MinMSE or quark.onnx.CalibrationMethod.Percentile quantization and perform inference with real data.
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Quark ONNX Quantization Example for BFP

This folder contains an example of quantizing a
mobilenetv2_050.lamb_in1k model using the ONNX quantizer of Quark with BFP16.
Int8 quantization performs poorly on the model, but BFP16 and ADAQUANT can
significantly mitigate the quantization loss.

Block Floating Point (BFP) quantization computational complexity by grouping numbers to share a common exponent, preserving accuracy efficiently.
BFP has both reduced storage requirements and high quantization precision.

The example has the following parts:


	Pip requirements


	Prepare model


	Prepare data


	Quantization with BFP


	Quantization with ADAQUANT of BFP


	Evaluation





Pip requirements

Install the necessary python packages:

python -m pip install -r ../utils/requirements.txt







Prepare model

Export onnx model from mobilenetv2_050.lamb_in1k torch model:

mkdir models && python ../utils/export_onnx.py mobilenetv2_050.lamb_in1k







Prepare data

ILSVRC 2012, commonly known as ‘ImageNet’. This dataset provides access
to ImageNet (ILSVRC) 2012 which is the most commonly used subset of
ImageNet. This dataset spans 1000 object classes and contains 50,000
validation images.

If you already have an ImageNet datasets, you can directly use your
dataset path.

To prepare the test data, please check the download section of the main
website: https://huggingface.co/datasets/imagenet-1k/tree/main/data. You
need to register and download val_images.tar.gz.

Then, create the validation dataset and calibration dataset:

mkdir val_data && tar -xzf val_images.tar.gz -C val_data
python ../utils/prepare_data.py val_data calib_data





The storage format of the val_data of the ImageNet dataset organized as
follows:


	val_data


	n01440764


	ILSVRC2012_val_00000293.JPEG


	ILSVRC2012_val_00002138.JPEG


	…






	n01443537


	ILSVRC2012_val_00000236.JPEG


	ILSVRC2012_val_00000262.JPEG


	…






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG


	ILSVRC2012_val_00002663.JPEG


	…












The storage format of the calib_data of the ImageNet dataset organized
as follows:


	calib_data


	n01440764


	ILSVRC2012_val_00000293.JPEG






	n01443537


	ILSVRC2012_val_00000236.JPEG






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG














BFP16 Quantization

The quantizer takes the float model and produce a BFP16 quantized model.

python quantize_model.py --model_name mobilenetv2_050.lamb_in1k \
                         --input_model_path models/mobilenetv2_050.lamb_in1k.onnx \
                         --output_model_path models/mobilenetv2_050.lamb_in1k_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config BFP16





This command will generate a BFP16 quantized model under the models
folder, which was quantized by BFP16 configuration.



BFP16 Quantization with ADAQUANT

The quantizer takes the float model and produce a BFP16 quantized model with
ADAQUANT.

Note: If the model has dynamic shapes, you need to convert the model to fixed shapes before performing ADAQUANT.

python -m  quark.onnx.tools.convert_dynamic_to_fixed  --fix_shapes 'input:[1,3,224,224]' models/mobilenetv2_050.lamb_in1k.onnx  models/mobilenetv2_050.lamb_in1k_fix.onnx





python quantize_model.py --model_name mobilenetv2_050.lamb_in1k \
                         --input_model_path models/mobilenetv2_050.lamb_in1k_fix.onnx \
                         --output_model_path models/mobilenetv2_050.lamb_in1k_adaquant_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config  BFP16_ADAQUANT





This command will generate a BFP16 quantized model under the models
folder, which was quantized by BFP16 configuration with ADAQUANT.



Evaluation

Test the accuracy of the float model on ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k.onnx





Test the accuracy of the BFP16 quantized model on ImageNet
val dataset:

python ../utils/onnx_validate_with_custom_op.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_quantized.onnx





If want to run faster with GPU support, you can also execute the following command:

python ../utils/onnx_validate_with_custom_op.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_quantized.onnx --gpu





Test the accuracy of the BFP16 quantized model with ADAQUANT on ImageNet val
dataset:

python ../utils/onnx_validate_with_custom_op.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_adaquant_quantized.onnx





If want to run faster with GPU support, you can also execute the following command:

python ../utils/onnx_validate_with_custom_op.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_adaquant_quantized.onnx --gpu







	
	Float Model

	Quantized Model
without ADAQUANT

	Quantized Model
with ADAQUANT





	Model
Size

	8.7 MB

	8.4 MB

	8.4 MB



	P
rec@1

	65.424 %

	60.838%

	62.262 %



	P
rec@5

	85.788 %

	82.658%

	83.736 %






Note: Different machine models can lead to minor variations in the
accuracy of quantized model with adaquant.



License

Copyright (C) 2024, Advanced Micro Devices, Inc. All rights reserved.
SPDX-License-Identifier: MIT





            

          

      

      

    

  

    
      
          
            
  
Quark ONNX Quantization Example

This folder contains an example of quantizing a
mobilenetv2_050.lamb_in1k model using the ONNX quantizer of Quark.
Per-tensor quantization performs poorly on the model, but ADAQUANT can
significantly mitigate the quantization loss. The example has the
following parts:


	Pip requirements


	Prepare model


	Prepare data


	Quantization without ADAQUANT


	Quantization with ADAQUANT


	Evaluation





Pip requirements

Install the necessary python packages:

python -m pip install -r ../utils/requirements.txt







Prepare model

Export onnx model from mobilenetv2_050.lamb_in1k torch model:

mkdir models && python ../utils/export_onnx.py mobilenetv2_050.lamb_in1k







Prepare data

ILSVRC 2012, commonly known as ‘ImageNet’. This dataset provides access
to ImageNet (ILSVRC) 2012 which is the most commonly used subset of
ImageNet. This dataset spans 1000 object classes and contains 50,000
validation images.

If you already have an ImageNet datasets, you can directly use your
dataset path.

To prepare the test data, please check the download section of the main
website: https://huggingface.co/datasets/imagenet-1k/tree/main/data. You
need to register and download val_images.tar.gz.

Then, create the validation dataset and calibration dataset:

mkdir val_data && tar -xzf val_images.tar.gz -C val_data
python ../utils/prepare_data.py val_data calib_data





The storage format of the val_data of the ImageNet dataset organized as
follows:


	val_data


	n01440764


	ILSVRC2012_val_00000293.JPEG


	ILSVRC2012_val_00002138.JPEG


	…






	n01443537


	ILSVRC2012_val_00000236.JPEG


	ILSVRC2012_val_00000262.JPEG


	…






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG


	ILSVRC2012_val_00002663.JPEG


	…












The storage format of the calib_data of the ImageNet dataset organized
as follows:


	calib_data


	n01440764


	ILSVRC2012_val_00000293.JPEG






	n01443537


	ILSVRC2012_val_00000236.JPEG






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG














Quantization without ADAQUANT

The quantizer takes the float model and produce a quantized model
without ADAQUANT.

python quantize_model.py --model_name mobilenetv2_050.lamb_in1k \
                         --input_model_path models/mobilenetv2_050.lamb_in1k.onnx \
                         --output_model_path models/mobilenetv2_050.lamb_in1k_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config S8S8_AAWS





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) without ADAQUANT.



Quantization with ADAQUANT

The quantizer takes the float model and produce a quantized model with
ADAQUANT.

python quantize_model.py --model_name mobilenetv2_050.lamb_in1k \
                         --input_model_path models/mobilenetv2_050.lamb_in1k.onnx \
                         --output_model_path models/mobilenetv2_050.lamb_in1k_adaquant_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config S8S8_AAWS_ADAQUANT





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) with ADAQUANT.



Evaluation

Test the accuracy of the float model on ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k.onnx





Test the accuracy of the quantized model without ADAQUANT on ImageNet
val dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_quantized.onnx





Test the accuracy of the quantized model with ADAQUANT on ImageNet val
dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_adaquant_quantized.onnx







	
	Float Model

	Quantized Model
without ADAQUANT

	Quantized Model
with ADAQUANT





	Model
Size

	8.4 MB

	2.3 MB

	2.4 MB



	P
rec@1

	65.424 %

	1.708 %

	52.322 %



	P
rec@5

	85.788 %

	5.690 %

	75.756 %






Note: Different machine models can lead to minor variations in the
accuracy of quantized model with adaquant.



License

Copyright (C) 2024, Advanced Micro Devices, Inc. All rights reserved.
SPDX-License-Identifier: MIT





            

          

      

      

    

  

    
      
          
            
  
Quark ONNX Quantization Example

This folder contains an example of quantizing a resnet152 model using
the ONNX quantizer of Quark. The example has the following parts:


	Pip requirements


	Prepare model


	Prepare data


	Quantization without CLE


	Quantization with CLE


	Evaluation





Pip requirements

Install the necessary python packages:

python -m pip install -r ../utils/requirements.txt







Prepare model

Export onnx model from resnet152 torch model:

mkdir models && python ../utils/export_onnx.py resnet152







Prepare data

ILSVRC 2012, commonly known as ‘ImageNet’. This dataset provides access
to ImageNet (ILSVRC) 2012 which is the most commonly used subset of
ImageNet. This dataset spans 1000 object classes and contains 50,000
validation images.

If you already have an ImageNet datasets, you can directly use your
dataset path.

To prepare the test data, please check the download section of the main
website: https://huggingface.co/datasets/imagenet-1k/tree/main/data. You
need to register and download val_images.tar.gz.

Then, create the validation dataset and calibration dataset:

mkdir val_data && tar -xzf val_images.tar.gz -C val_data
python ../utils/prepare_data.py val_data calib_data





The storage format of the val_data of the ImageNet dataset organized as
follows:


	val_data


	n01440764


	ILSVRC2012_val_00000293.JPEG


	ILSVRC2012_val_00002138.JPEG


	…






	n01443537


	ILSVRC2012_val_00000236.JPEG


	ILSVRC2012_val_00000262.JPEG


	…






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG


	ILSVRC2012_val_00002663.JPEG


	…












The storage format of the calib_data of the ImageNet dataset organized
as follows:


	calib_data


	n01440764


	ILSVRC2012_val_00000293.JPEG






	n01443537


	ILSVRC2012_val_00000236.JPEG






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG














Quantization without CLE

The quantizer takes the float model and produce a quantized model
without CLE.

python quantize_model.py --model_name resnet152 \
                         --input_model_path models/resnet152.onnx \
                         --output_model_path models/resnet152_quantized.onnx \
                         --calibration_dataset_path calib_data





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) without CLE.



Quantization with CLE

The quantizer takes the float model and produce a quantized model with
CLE.

python quantize_model.py --model_name resnet152 \
                         --input_model_path models/resnet152.onnx \
                         --output_model_path models/resnet152_cle_quantized.onnx \
                         --include_cle \
                         --calibration_dataset_path calib_data





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) with CLE.



Evaluation

Test the accuracy of the float model on ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name resnet152 --batch-size 1 --onnx-input models/resnet152.onnx





Test the accuracy of the quantized model without CLE on ImageNet val
dataset:

python ../utils/onnx_validate.py val_data --model-name resnet152 --batch-size 1 --onnx-input models/resnet152_quantized.onnx





Test the accuracy of the quantized model with CLE on ImageNet val
dataset:

python ../utils/onnx_validate.py val_data --model-name resnet152 --batch-size 1 --onnx-input models/resnet152_cle_quantized.onnx







	
	Float Model

	Quantized Model
without CLE

	Quantized Model
with CLE





	Model
Size

	232 MB

	59 MB

	59 MB



	P
rec@1

	83.456 %

	70.042 %

	79.664 %



	P
rec@5

	96.580 %

	88.502 %

	94.854 %








License

Copyright (C) 2024, Advanced Micro Devices, Inc. All rights reserved.
SPDX-License-Identifier: MIT





            

          

      

      

    

  

    
      
          
            
  
Quark ONNX Quantization Example

This folder contains an example of quantizing a Resnet50-v1-12 image
classification
model [https://github.com/onnx/models/blob/new-models/vision/classification/resnet/model/resnet50-v1-12.onnx]
using the ONNX quantizer of Quark. The example has the following parts:


	Pip requirements


	Prepare data and model


	Model Quantization


	Evaluation





Pip requirements

Install the necessary python packages:

python -m pip install -r requirements.txt







Prepare data and model

ILSVRC 2012, commonly known as ‘ImageNet’. This dataset provides access
to ImageNet (ILSVRC) 2012 which is the most commonly used subset of
ImageNet. This dataset spans 1000 object classes and contains 50,000
validation images.

If you already have an ImageNet datasets, you can directly use your
dataset path.

To prepare the test data, please check the download section of the main
website: https://huggingface.co/datasets/imagenet-1k/tree/main/data. You
need to register and download val_images.tar.gz.

Then, create the validation dataset and calibration dataset:

mkdir val_data && tar -xzf val_images.tar.gz -C val_data
python prepare_data.py val_data calib_data





The storage format of the val_data of the ImageNet dataset organized as
follows:


	val_data


	n01440764


	ILSVRC2012_val_00000293.JPEG


	ILSVRC2012_val_00002138.JPEG


	…






	n01443537


	ILSVRC2012_val_00000236.JPEG


	ILSVRC2012_val_00000262.JPEG


	…






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG


	ILSVRC2012_val_00002663.JPEG


	…












The storage format of the calib_data of the ImageNet dataset organized
as follows:


	calib_data


	n01440764


	ILSVRC2012_val_00000293.JPEG






	n01443537


	ILSVRC2012_val_00000236.JPEG






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG












Finally, download the onnx float model from onnx/models repo.

wget -P models https://github.com/onnx/models/raw/new-models/vision/classification/resnet/model/resnet50-v1-12.onnx







Model Quantization

The quantizer takes the float model and produce a quantized model.

python quantize_model.py --input_model_path models/resnet50-v1-12.onnx \
                         --output_model_path models/resnet50-v1-12_quantized.onnx \
                         --calibration_dataset_path calib_data





This command will generate a quantized model under the models
folder, which was quantized by XINT8 configuration (Int8 symmetric
quantization using power-of-2 scale).



Evaluation

Test the accuracy of the float model on ImageNet val dataset:

python onnx_validate.py val_data --batch-size 1 --onnx-input models/resnet50-v1-12.onnx





Test the accuracy of the quantized model on ImageNet val dataset:

python onnx_validate.py val_data --batch-size 1 --onnx-input models/resnet50-v1-12_quantized.onnx







	
	Float Model

	Quantized Model





	Model
Size

	97.82 MB

	25.62 MB



	Prec@1

	74.114 %

	73.444 %



	Prec@5

	91.716 %

	91.274 %










            

          

      

      

    

  

    
      
          
            
  
Quark Extension for Brevitas Integration


Note: This feature is experimental and under active development.
As such, it does not guarantee backward compatibility for the APIs.
Users should exercise caution and expect changes in future releases.





Overview

This documentation provides an outline for the new extension feature
under development within Quark. The extension feature enables the
integration of external quantization libraries into Quark, enhancing its
capabilities and broadening its applicability. A key example of this
integration is with Brevitas, another popular quantization library.



Extension Feature Design

The Quark extension feature is designed to facilitate integration
without code leakage into the Quark core. This is achieved by exposing a
well-defined interface that external libraries can implement. The main
components of this interface include the :class:QuantizationConfig
and :class:ModelQuantizer classes.


QuantizationConfig

This class is responsible for holding all configuration parameters
necessary for quantization processes.



ModelQuantizer

The ModelQuantizer class serves as the primary interface for model
quantization. Implementations of this class should encapsulate the logic
required to parse the QuantizationConfig and apply quantization steps
accordingly from the external library.




Brevitas Integration

Brevitas is one of the first libraries that we integrate with quark
using the new extension feature.


Step-by-Step Integration


	Implement QuantizationConfig: Begin by creating a subclass of
QuantizationConfig specific to Brevitas settings. This subclass
should define all Brevitas-specific parameters such as bit-widths,
quantization modes, and other relevant settings.


	Develop ModelQuantizer: Create a subclass of ModelQuantizer that
leverages Brevitas for the quantization process. This subclass should
implement methods to quantize models using Brevitas APIs, ensuring
that it complies with the interface expected by Quark.


	Register with Quark: Once the classes are implemented, register them
with Quark’s extension system. This involves adding the Brevitas
quantizer as an available option within Quark’s configuration files
or through an API call, depending on Quark’s system design. Note:
This feature is currently under developement. For the time being,
users can manually instantiate and use the BrevitasQuantizer
directly as in the examples provided within this directory.







Conclusion

The extension feature in Quark aims to provide a flexible and powerful
mechanism for integrating various quantization libraries, enhancing both
Quark’s and the external libraries’ utility and effectiveness. Through
this interface, users can leverage advanced features from other
libraries like Brevitas while maintaining a streamlined quantization
process within Quark’s ecosystem.





            

          

      

      

    

  

    
      
          
            
  
Diffusion Model Quantization using Quark

This document provides examples of FP8 weight-activation quantization and INT8 weight-only quantization using Quark, along with instructions for exporting the quantized models. Supported models include SDXL, SDXL-Turbo, SD1.5, SDXL-Controlnet and SD1.5-Controlnet. To incorporate additional diffusion models, simply adjust the pipeline when loading the model, as demonstrated in quantize_diffusers.py.


Third-party Dependencies

The example relies on torchvision, Users need to install the version
of torchvision that is compatible with their specific version of PyTorch.

export DIFFUSERS_ROOT=$PWD
git clone https://github.com/mlcommons/inference.git
cd inference
git checkout 87ba8cb8a6a4f6525f26255fa513d902b17ab060
cd ./text_to_image/tools/
sh ./download-coco-2014.sh --num-workers 5
sh ./download-coco-2014-calibration.sh -n 5
cd ${DIFFUSERS_ROOT}
export PYTHONPATH="${DIFFUSERS_ROOT}/inference/text_to_image/:$PYTHONPATH"







Dataset Files


	The calibration dataset file will be downloaded to
${DIFFUSERS_ROOT}/inference/text_to_image/coco2014/calibration/captions.tsv.


	The test dataset file will be downloaded to
${DIFFUSERS_ROOT}/inference/text_to_image/coco2014/captions/captions_source.tsv.






Quantization & Export Scripts

You can run the following python scripts in the
examples/torch/diffusers path.


Run Diffusion Model Without Quantization


	Run SDXL:






python quantize_diffusers.py --model_id stabilityai/stable-diffusion-xl-base-1.0 --float






	Run SD1.5 Controlnet:






python quantize_diffusers.py --model_id runwayml/stable-diffusion-v1-5 --controlnet_id lllyasviel/control_v11p_sd15_canny --input_image {your input image for guidence in controlnet} --float







Calibration and Export SafeTensor


	Run Calibration and Export:






python quantize_diffusers.py --model_id {your diffusion model} --controlnet_id {your controlnet if used} --input_image {guidence image if controlnet is used} --quant_scheme {'w_fp8_a_fp8', 'w_int8_per_tensor_sym'} --calib_prompts {your calibration dataset file path} --export --saved_path {output path for your quantized model} --calib_size {number of calibration prompts, default 500}







Load SafeTensor and Test


	Load and Test:






python quantize_diffusers.py --model_id {your diffusion model} --controlnet_id {your controlnet if used} --input_image {guidence image if controlnet is used} --quant_scheme {'w_fp8_a_fp8', 'w_int8_per_tensor_sym'}  --test_prompts {your test dataset file path} --load --saved_path {the path for your quantized model} --test --test_size {number of test prompts, default 5000}







Load SafeTensor and Run with a prompt


	Load and Run:






python quantize_diffusers.py --model_id {your diffusion model} --controlnet_id {your controlnet if used} --input_image {guidence image if controlnet is used} --quant_scheme {'w_fp8_a_fp8', 'w_int8_per_tensor_sym'} --load --saved_path {the path for your quantized model} --prompt "A city at night with people walking around."








Benchmark

MI210 GPU, diffusers==0.21.2



	Model Name

	Quant Config

	CLIP score

	FID score





	SDXL base 1.0

	FP16

	31.74845

	23.56758



	W-FP8-A-FP8

	31.83954

	23.61475



	W-INT8

	31.77445

	23.34854



	SD 1.5

	FP16

	29.53386

	41.85444



	W-FP8-A-FP8

	29.44639

	45.26559



	W-INT8

	29.53238

	42.34745










            

          

      

      

    

  

    
      
          
            
  
Language Model Quantization Using Quark

This document provides examples of quantizing and exporting the language models (OPT, Llama…) using Quark.



	Supported Models


	Preparation


	Quantization & Export Scripts


	Tutorial: Running a Model Not on the Supported List


	Tutorial: Generating AWQ Configuration Automatically (Experimental)






Supported Models



	Model Name

	FP8①

	INT②

	MX③

	AWQ/GPTQ(INT)④

	SmoothQuant

	Rotation





	meta-llama/Llama-2-*-hf ⑤

	✓

	✓

	✓

	✓

	✓

	✓



	meta-llama/Llama-3-*-hf

	✓

	✓

	✓

	✓

	✓

	✓



	meta-llama/Llama-3.1-*-hf

	✓

	✓

	✓

	✓

	✓

	✓



	facebook/opt-*

	✓

	✓

	✓

	✓

	✓

	


	EleutherAI/gpt-j-6b

	✓

	✓

	✓

	✓

	✓

	


	THUDM/chatglm3-6b

	✓

	✓

	✓

	✓

	✓

	


	Qwen/Qwen-*

	✓

	✓

	✓

	✓

	✓

	


	Qwen/Qwen1.5-*

	✓

	✓

	✓

	✓

	✓

	


	Qwen/Qwen1.5-MoE-A2.7B

	✓

	✓

	✓

	✓

	✓

	


	Qwen/Qwen2-*

	✓

	✓

	✓

	✓

	✓

	


	microsoft/phi-2

	✓

	✓

	✓

	✓

	✓

	


	microsoft/Phi-3-mini-*k-instruct

	✓

	✓

	✓

	✓

	✓

	


	microsoft/Phi-3.5-mini-instruct

	✓

	✓

	✓

	✓

	✓

	


	mistralai/Mistral-7B-v0.1

	✓

	✓

	✓

	✓

	✓

	


	mistralai/Mixtral-8x7B-v0.1

	✓

	✓

	
	
	
	


	hpcai-tech/grok-1

	✓

	✓

	
	✓

	
	


	CohereForAI/c4ai-command-r-plus-08-2024

	✓

	
	
	
	
	


	CohereForAI/c4ai-command-r-08-2024

	✓

	
	
	
	
	


	CohereForAI/c4ai-command-r-plus

	✓

	
	
	
	
	


	CohereForAI/c4ai-command-r-v01

	✓

	
	
	
	
	


	databricks/dbrx-instruct

	✓

	
	
	
	
	


	deepseek-ai/deepseek-moe-16b-chat

	✓

	
	
	
	
	






Note


	① FP8 means OCP fp8_e4m3 data type quantization.


	② INT includes INT8, UINT8, INT4, UINT4 data type quantization.


	③ MX includes OCP data type MXINT8, MXFP8E4M3, MXFP8E5M2, MXFP4, MXFP6E3M2, MXFP6E2M3.


	④ GPTQ only supports QuantScheme as ‘PerGroup’ and ‘PerChannel’.


	⑤ * represents different model sizes, such as 7b.








Preparation

Getting example code (For users reading from documentation)

Users can get the example code after downloading and unzipping quark.zip (referring to Installation Guide [https://quark.docs.amd.com/latest/install.html]). The example folder is in quark.zip.


Directory Structure:

+ quark.zip
   + example/torch/language_modeling
      + quantize_quark.py          # Main function for this example.
      + data_preparation.py        # Prepares the calibration dataset.
      + configuration_preparation.py # Prepares quantization and export configurations.








Downloading the pre-trained floating-point model checkpoint (Optional)

Some models cannot be accessed directly. For Llama models, download the HF Llama checkpoint. The Llama models checkpoint can be accessed by submitting a permission request to Meta. For additional details, see the Llama page on Huggingface [https://huggingface.co/docs/transformers/main/en/model_doc/llama2]. Upon obtaining permission, download the checkpoint to the [llama2_checkpoint_folder_path].

Environment Preparation

If you are running in an environment that already has a transformers version below 4.44.0, please update it to version 4.44.0 or higher.



Quantization & Export Scripts

Note:


	To avoid memory limitations, GPU users can add the --multi_gpu argument when running the model on multiple GPUs.


	CPU users should add the --device cpu argument.


	For models in the supported list, users could add the --pre_quantization_optimization smoothquant argument for optimizing the accuracy of the quantized model in some cases.


	For Llama models, users could also add the --pre_quantization_optimization rotation argument for optimizing the accuracy of the quantized model in some cases.




Recipe 1: Evaluation of pre-trained float16 model without quantization

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --skip_quantization





Recipe 2: FP8(OCP fp8_e4m3) Quantization & JSON_SafeTensors_Export with KV cache

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_fp8_a_fp8 \
                          --kv_cache_dtype fp8 \
                          --num_calib_data 128 \
                          --no_weight_matrix_merge \
                          --model_export quark_safetensors





Recipe 3: INT Weight Only Quantization & JSON_SafeTensors_Exportwith AWQ

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_int4_per_group_sym \
                          --num_calib_data 128 \
                          --quant_algo awq \
                          --dataset pileval_for_awq_benchmark \
                          --seq_len 512 \
                          --model_export quark_safetensors





Recipe 4: INT Static Quantization & JSON_SafeTensors_Export

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_int8_a_int8_per_tensor_sym \
                          --num_calib_data 128 \
                          --no_weight_matrix_merge \
                          --model_export quark_safetensors





Recipe 5: Quantization & GGUF_Export with AWQ (W_uint4 A_float16 per_group asymmetric)

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_uint4_per_group_asym \
                          --quant_algo awq \
                          --num_calib_data 128 \
                          --group_size 32 \
                          --model_export gguf





If the code runs successfully, it will produce one gguf file in [output_dir] and the terminal will display GGUF quantized model exported to ... successfully.

Recipe 6: MX Quantization

Quark now supports the datatype microscaling which is abbreviated as MX. Use the following command to quantize model to datatype MX:

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_mx_fp8 \
                          --num_calib_data 32 \
                          --group_size 32





The command above is weight-only quantization. If users want activations to be quantized as well, use the command below:

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_mx_fp8_a_mx_fp8 \
                          --num_calib_data 32 \
                          --group_size 32





Recipe 7: BFP16 Quantization

Quark now supports the datatype BFP16 which is short for block floating point 16 bits. Use the following command to quantize model to datatype BFP16:

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_bfp16 \
                          --num_calib_data 16





The command above is weight-only quantization. If users want activations to be quantized as well, use the command below:

python3 quantize_quark.py --model_dir [model name or checkpoint folder path] \
                          --output_dir output_dir \
                          --quant_scheme w_bfp16_a_bfp16 \
                          --num_calib_data 16







Tutorial: Running a Model Not on the Supported List

For a new model that is not listed in Quark, you need to modify some relevant files.
There are several steps to follow.


	Step 1: add the model type to MODEL_NAME_PATTERN_MAP in get_model_type function in quantize_quark.py.


	Step 2: customize tokenizer for your model in get_tokenizer function in quantize_quark.py.


	Step 3: [Optional] for some layers you don’t want to quantize, add them to MODEL_NAME_EXCLUDE_LAYERS_MAP in configuration_preparation.py.


	Step 4: [Optional] if quantizing kv_cache, you must add name of kv layers to MODEL_NAME_KV_LAYERS_MAP in configuration_preparation.py.


	Step 5: [Optional] if using GPTQ, SmoothQuant and AWQ, add awq_config.json and gptq_config.json for model.





Step 1: Add the model type to MODEL_NAME_PATTERN_MAP in get_model_type function in quantize_quark.py.

MODEL_NAME_PATTERN_MAP describes model type, which is used to configure the quant_config for the models.
You can use the part of the model’s HF-ID as the key of the dictionary, and the lowercase version of this key as the value.
For CohereForAI/c4ai-command-r-v01, you can add {"Cohere": "cohere"} to MODEL_NAME_PATTERN_MAP.

def get_model_type(model: nn.Module) -> str:
    MODEL_NAME_PATTERN_MAP = {
        "Llama": "llama",
        "OPT": "opt",
        ...
        "Cohere": "cohere",  # <---- Add code HERE
    }
    for k, v in MODEL_NAME_PATTERN_MAP.items():
        if k.lower() in type(model).__name__.lower():
            return v







Step 2: Customize tokenizer for your model in get_tokenizer function in quantize_quark.py.

For the most part, get_tokenizer function is applicable. But for some models, such as CohereForAI/c4ai-command-r-v01, use_fast can only be set to True (as of transformers-4.44.2).
You can customize the tokenizer by referring to your model’s Model card on Hugging Face and tokenization_auto.py in transformers.

def get_tokenizer(ckpt_path: str, max_seq_len: int = 2048, model_type: Optional[str] = None) -> AutoTokenizer:
    print(f"Initializing tokenizer from {ckpt_path}")
    use_fast = True if model_type == "grok" or model_type == "cohere" else False
    tokenizer = AutoTokenizer.from_pretrained(ckpt_path,
                                            model_max_length=max_seq_len,
                                            padding_side="left",
                                            trust_remote_code=True,
                                            use_fast=use_fast)







Step 3: [Optional] For some layers you don’t want to quantize, add them to MODEL_NAME_EXCLUDE_LAYERS_MAP in configuration_preparation.py.

Normally, if you are quantizing a MoE model, the gate layers do not need to be quantized, or there are other layers that you do not want to quantize, you can add model_type and excluding layer name to MODEL_NAME_EXCLUDE_LAYERS_MAP.
You can add the name of the layer or part of the name with wildcards.
For dbrx-instruct, you can add "dbrx": ["lm_head", "*router.layer"] to MODEL_NAME_EXCLUDE_LAYERS_MAP.
Note that lm_head is excluded by default.

MODEL_NAME_EXCLUDE_LAYERS_MAP = {
        "llama": ["lm_head"],
        "opt": ["lm_head"],
        ...
        "cohere": ["lm_head"],  # <---- Add code HERE
        }







Step 4: [Optional] If quantizing kv_cache, you must add name of kv layers to MODEL_NAME_KV_LAYERS_MAP in configuration_preparation.py.

When quantizing kv_cache, you must add model_type and kv layers name to MODEL_NAME_KV_LAYERS_MAP.
For facebook/opt-125m, the full name of k_proj is model.model.decoder.layer[0].self_attn.k_proj (similar for v_proj),
add the names with wildcards like "opt": ["*k_proj", "*v_proj"].
For chatglm, you can add "chatglm": ["*query_key_value"].

MODEL_NAME_KV_LAYERS_MAP = {
        "llama": ["*k_proj", "*v_proj"],
        "opt": ["*k_proj", "*v_proj"],
        ...
        "cohere": ["*k_proj", "*v_proj"],  # <---- Add code HERE
        }







Step 5: [Optional] If using GPTQ, SmoothQuant and AWQ, add awq_config.json and gptq_config.json for model.

Quark relies on awq_config.json and gptq_config.json to execute GPTQ, SmoothQuant and AWQ.
Therefore, you must create a model directory named after the model_type mentioned in Step1 under Quark/examples/torch/language_modeling/models and create awq_config.json and gptq_config.json in this directory.
Take the meta-llama/Llama-2-7b model as an example, we create directory named llama in Quark/examples/torch/language_modeling/models,
and create awq_config.json and gptq_config.json in Quark/examples/torch/language_modeling/models/llama.


For GPTQ

The config file should be named by gptq_config.json. You should collate all linear layers in decoder layers, and put them in inside_layer_modules list,
and put the decoder layers name in model_decoder_layers list.
You can refer to Quark/examples/torch/language_modeling/models/*/gptq_config.json, and find the configuration of a model with a similar structure to your model.



For SmoothQuant and AWQ

SmoothQuant and AWQ use same file named awq_config.json.
In general, for each decoder layer, you need to process four parts (linear_qkv, linear_o, linear_mlp_fc1, linear_mlp_fc2).
You should provide them with the previous adjacent layer (prev_op), input layer (inp), inspecting layer (module2inspect).
If there is a necessary condition to inspect, you can use condition to check, help is optional and can provide additional information.
Additionally, when you quantize a model with GQA, num_attention_heads and num_key_value_heads should be added to awq_config.json, and alpha should be specified specifically as 0.85, which influences how aggressively weights are quantized.
At last, put the decoder layers name in model_decoder_layers.
You can refer to Quark/examples/torch/language_modeling/models/*/awq_config.json, and find the configuration of a model with a similar structure to your model.
For example, models containing the GPA structure can refer to Quark/examples/torch/language_modeling/models/qwen2moe/awq_config.json,
and those containing the moe structure can refer to Quark/examples/torch/language_modeling/models/grok/awq_config.json.





Tutorial: Generating AWQ Configuration Automatically (Experimental)

We provide a script awq_auto_config_helper.py to simplify user operations by quickly identifying modules compatible with the “AWQ” and “SmoothQuant” algorithms within the model through torch.compile.


Installation

This script requires PyTorch version 2.4 or higher.



Usage

The MODEL_DIR variable should be set to the model name from Hugging Face, such as facebook/opt-125m, Qwen/Qwen2-0.5B, or EleutherAI/gpt-j-6b.

To run the script, use the following command:

MODEL_DIR="your_model"
python awq_auto_config_helper.py --model_dir "${MODEL_DIR}"










            

          

      

      

    

  

    
      
          
            
  
Introduction

This script demonstrates the integration of
APL(``AMD Pytorch-light``,internal project name) into
Quark.APL is a lightweight model. APL is a lightweight model
optimization library based on PyTorch, designed primarily for
developers. APL is AMD’s internal quantization framework; external
users need to request access. Ensure APL is installed before running
this example.

APL supports a variety of quantization methods and advanced
quantization data types. Quark provides a user-friendly interface,
allowing users to easily leverage these quantization techniques. This
example combines the strengths of both frameworks, enabling users to
invoke APL through Quark’s interface. We have prepared three
examples that demonstrate the use of the BFP16, INTK, and BRECQ
quantization schemes of APL via Quark’s interface.


Example 1

In this example, we use the llama2 model and call APL to perform the
int_k model quantization. - model : llama2 7b - calib method :
minmax - quant dtype : int8

replace ops: - replace nn.Linear =>
pytorchlight.nn.linear_layer.LLinear

run script

for inner test
model_path=/group/ossmodelzoo/quark_torch/huggingface_pretrained_models/meta-llama/Llama-2-7b
and
dataset_path= /group/ossdphi_algo_scratch_06/meng/pytorch-light/examples/calib/hf_llm/

model_path={your `llama-2-7b` model path}
dataset_path={your data path}

python quantize_quark.py \
    --model llama-7b \
    --model_path  ${model_path}\
    --seqlen 4096 \
    --dataset_path ${dataset_path} \
    --eval \







Example 2

In this example, we use the opt-125m model and call APL to perform
bfp16 model quantization. We support the quantization of nn.Linear,
nn.LayerNorm, and nn.Softmax through APL. - model : opt-125m -
calib method : minmax - quant dtype : bfp16

replace ops: - nn.Linear =>
pytorchlight.nn.linear_layer.LLinear - nn.LayerNorm =>
pytorchlight.nn.normalization_layer.LLayerNorm - nn.Softmax =>
pytorchlight.nn.activation_layer.LSoftmax

run script

for inner test
model_path=/group/modelzoo/sequence_learning/weights/nlp-pretrained-model/opt_125m_pretrained_pytorch
and
dataset_path= /group/ossdphi_algo_scratch_06/meng/pytorch-light/examples/calib/hf_llm/

model_path={your `opt-125m` model path}
dataset_path={your data path}

python quantize_quark.py \
    --model opt-125m \
    --model_path ${model_path} \
    --seqlen 4096 \
    --qconfig 0 \
    --eval \
    --qscale_type fp32 \
    --dataset_path ${dataset_path} \
    --example bfp16







Example 3

This example demonstrates how to use the brecq algorithm through
quark call APL


	model : opt-125m


	calib method : minmax


	quant dtype : int8




for inner test
model_path=/group/modelzoo/sequence_learning/weights/nlp-pretrained-model/opt_125m_pretrained_pytorchand
dataset_path= /group/ossdphi_algo_scratch_06/meng/pytorch-light/examples/calib/hf_llm/

model_path={your `opt-125m` model path}
dataset_path={your data path}

export CUDA_VISIBLE_DEVICES=0,5,6;
python quantize_quark.py \
    --model opt-125m \
    --model_path ${model_path} \
    --seqlen 1024 \
    --eval \
    --example brecq \
    --dataset_path ${dataset_path}









            

          

      

      

    

  

    
      
          
            
  
Vision Model Quantization using Quark FX Graph Mode

In this example, we present a vision model quantization workflow. The
user specified a nn.Module and transformed the model to
torch.fx.GraphModule format by using PyTorch API. During the
quantization process, after annotation and insertion quantizers, this
modified fx.GraphModule can be used to perform PTQ (Post Training
Quantization), or/and QAT (Quantization Aware Training). We supply a
demonstration code and show how users assign quant config, more
information can be found in User Guide.


PTQ

In PTQ, after the FakeQuantize is inserted, during the calibration,
the observer is activated for recoding the tensor’s distribution the
values such as min and max will be recorded to calculate quant
parameters, while not performing fake quantizing. This means all the
calculations are under FP32 precision. After the calibration, we will
activate the fake quantizer to perform quantization and evaluation.



QAT

Same as PTQ, after the model is prepared. During the training process,
both observer and fake_quant are effective, observer is used
for recording the tensor’s distribution such as min and max value to
calculate quantization parameters, and the tensor will be quantized by
fake_quant.



TQT

A method for uniform symmetric quantizers using standard backpropagation
and gradient descent. Different with QAT, TQT add scale-factors gradient.
And different with LSQ that trains the scale-factors directly, which leads
to stability issues, TQT constrains scale-factors to power-of-2 and uses a
gradient formulation to train log-thresholds instead. So theoretically TQT is
better than LSQ and LSQ is better than QAT. For efficient fixed-point implementations,
TQT constrains quantization scheme to use: Symmetric、Per-tensor scaling、Power-of-2 scaling.
Currently, only signed data are supported for tqt. More experimental results are on the way.


Quick Start

Perform PTQ to get the quantized model and export to ONNX

python3 quantize.py --data_dir [Train and Test Data floder] \
                    --model_name [mobilenetv2 or resnet18] \
                    --pretrained [Pre-trained model file address] \
                    --model_export onnx
                    --export_dir [dir to save exported model]





Users can also select to perform QAT to further improve classification
accuracy. Typically, that there are some training parameters that need
to be modified for higher accuracy.

python3 quantize.py --data_dir [Train and Test Data floder] \
                    --model_name [mobilenetv2 or resnet18] \
                    --pretrained [Pre-trained model file address] \
                    --model_export onnx
                    --export_dir [dir to save exported model] \
                    --qat True





LSQ and TQT are optimized methods for QAT which can improve accuracy theoretically. The params --tqt True --lsq True are provided for users to try. Model export is not supported now.



Fine-Grained User Guide

Step1:Prepare float point model, dataset, loss function

from torchvision.models import resnet18
float_model = resnet18(pretrained=False)
float_model.load_state_dict(torch.load(pretrained))
calib_loader = prepare_calib_dataset(args.data_dir, device, calib_length=args.train_batch_size * 10)
train_loader, val_loader = prepare_data_loaders(args.data_dir)
criterion = nn.CrossEntropyLoss().to(device)





Step 2: transformer the ``torch.nn.Module`` to
``torch.fx.GraphModule``.

from torch._export import capture_pre_autograd_graph
example_inputs = (torch.rand(args.train_batch_size, 3, 224, 224).to(device), )
graph_model = capture_pre_autograd_graph(float_model, example_inputs)





Step3: Init the quantizer and quantization configuration

from quark.torch.quantization.config.config import QuantizationSpec, QuantizationConfig, Config
from quark.torch.quantization.config.type import Dtype, QSchemeType, ScaleType, RoundType, QuantizationMode
from quark.torch.quantization.observer.observer import PerTensorMinMaxObserver
INT8_PER_TENSER_SPEC = QuantizationSpec(dtype=Dtype.int8,
                                        qscheme=QSchemeType.per_tensor,
                                        observer_cls=PerTensorMinMaxObserver,
                                        symmetric=True,
                                        scale_type=ScaleType.float,
                                        round_method=RoundType.half_even,
                                        is_dynamic=False)
quant_config = QuantizationConfig(input_tensors=INT8_PER_TENSER_SPEC,
                                      output_tensors=INT8_PER_TENSER_SPEC,
                                      weight=INT8_PER_TENSER_SPEC,
                                      bias=INT8_PER_TENSER_SPEC)
quant_config = Config(global_quant_config=quant_config,
                quant_mode=QuantizationMode.fx_graph_mode)
quantizer = ModelQuantizer(quant_config)





Step4: Generate the quantized graph model by performing calibration

quantized_model = quantizer.quantize_model(graph_model, calib_loader)





Step5 (Optional): QAT for more high accuracy

train(quantized_model, train_loader, val_loader, criterion, device_ids)





Step6: Validate model performance and export

acc1_quant = validate(val_loader, quantized_model, criterion, device)
freezed_model = quantizer.freeze(prepared_model)
acc1_freeze = validate(val_loader, freezed_model, criterion, device)
# check whether acc1_quant == acc1_freeze

# ==============export to ONNX ==================
from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig
config = ExporterConfig(json_export_config=JsonExporterConfig())
exporter = ModelExporter(config=config, export_dir=args.export_dir)
example_inputs = (torch.rand(batch_size, 3, 224, 224).to(device),)
exporter.export_onnx_model(freezed_model, example_inputs[0])

# ==========export using torch.export============
example_inputs = (next(iter(val_loader))[0].to(device),)
model_file_path = os.path.join(args.export_dir, args.model_name + ".pth")
exported_model = torch.export.export(freezeded_model, example_inputs)
torch.export.save(exported_model, model_file_path)







Experiment Result

We conducted PTQ and QAT on both ResNet-18 and MobileNet-V2. In these
model, all weight, bias, and activation are quantized. All kinds of
Tensors are quantized in INT8, per-tensor, symmetric(zero point is 0).
The scale factor is in float format. The following table shows the
validation accuracy in the ImageNet dataset produced by the above
script.



	Method

	ResNet-18

	MobileNetV2





	Float Model

	69.764 / 89.085

	71.881 / 90.301



	PTQ （INT8）

	69.084 / 88.648

	65.291 / 86.254



	QAT (INT8)

	69.469 / 88.872

	68.562 /88.484











            

          

      

      

    

  

    
      
          
            
  
Quark ONNX Quantization Example

This folder contains an example of quantizing a
mobilenetv2_050.lamb_in1k model using the ONNX quantizer of Quark.
Per-tensor quantization performs poorly on the model, but ADAROUND can
significantly mitigate the quantization loss. The example has the
following parts:


	Pip requirements


	Prepare model


	Prepare data


	Quantization without ADAROUND


	Quantization with ADAROUND


	Evaluation





Pip requirements

Install the necessary python packages:

python -m pip install -r ../utils/requirements.txt







Prepare model

Export onnx model from mobilenetv2_050.lamb_in1k torch model:

mkdir models && python ../utils/export_onnx.py mobilenetv2_050.lamb_in1k







Prepare data

ILSVRC 2012, commonly known as ‘ImageNet’. This dataset provides access
to ImageNet (ILSVRC) 2012 which is the most commonly used subset of
ImageNet. This dataset spans 1000 object classes and contains 50,000
validation images.

If you already have an ImageNet datasets, you can directly use your
dataset path.

To prepare the test data, please check the download section of the main
website: https://huggingface.co/datasets/imagenet-1k/tree/main/data. You
need to register and download val_images.tar.gz.

Then, create the validation dataset and calibration dataset:

mkdir val_data && tar -xzf val_images.tar.gz -C val_data
python ../utils/prepare_data.py val_data calib_data





The storage format of the val_data of the ImageNet dataset organized as
follows:


	val_data


	n01440764


	ILSVRC2012_val_00000293.JPEG


	ILSVRC2012_val_00002138.JPEG


	…






	n01443537


	ILSVRC2012_val_00000236.JPEG


	ILSVRC2012_val_00000262.JPEG


	…






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG


	ILSVRC2012_val_00002663.JPEG


	…












The storage format of the calib_data of the ImageNet dataset organized
as follows:


	calib_data


	n01440764


	ILSVRC2012_val_00000293.JPEG






	n01443537


	ILSVRC2012_val_00000236.JPEG






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG














Quantization without ADAROUND

The quantizer takes the float model and produce a quantized model
without ADAROUND.

python quantize_model.py --model_name mobilenetv2_050.lamb_in1k \
                         --input_model_path models/mobilenetv2_050.lamb_in1k.onnx \
                         --output_model_path models/mobilenetv2_050.lamb_in1k_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config S8S8_AAWS





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) without ADAROUND.



Quantization with ADAROUND

The quantizer takes the float model and produce a quantized model with
ADAROUND.

python quantize_model.py --model_name mobilenetv2_050.lamb_in1k \
                         --input_model_path models/mobilenetv2_050.lamb_in1k.onnx \
                         --output_model_path models/mobilenetv2_050.lamb_in1k_adaround_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config S8S8_AAWS_ADAROUND





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) with ADAROUND.



Evaluation

Test the accuracy of the float model on ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k.onnx





Test the accuracy of the quantized model without ADAROUND on ImageNet
val dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_quantized.onnx





Test the accuracy of the quantized model with ADAROUND on ImageNet val
dataset:

python ../utils/onnx_validate.py val_data --model-name mobilenetv2_050.lamb_in1k --batch-size 1 --onnx-input models/mobilenetv2_050.lamb_in1k_adaround_quantized.onnx







	
	Float Model

	Quantized Model
without ADAROUND

	Quantized Model
with ADAROUND





	Model
Size

	8.4 MB

	2.3 MB

	2.4 MB



	P
rec@1

	65.424 %

	1.708 %

	41.420 %



	P
rec@5

	85.788 %

	5.690 %

	64.802 %






Note: Different machine models can lead to minor variations in the
accuracy of quantized model with adaround.



License

Copyright (C) 2024, Advanced Micro Devices, Inc. All rights reserved.
SPDX-License-Identifier: MIT





            

          

      

      

    

  

    
      
          
            
  
Quark ONNX Quantization Example

This folder contains an example of quantizing a densenet121.ra_in1k
model using the ONNX quantizer of Quark. The example has the following
parts:


	Pip requirements


	Prepare model


	Prepare data


	Quantization without
Mixed_Precision


	Quantization
with_Mixed_Precision


	Evaluation





Pip requirements

Install the necessary python packages:

python -m pip install -r ../utils/requirements.txt







Prepare model

Export onnx model from densenet121.ra_in1k torch model:

mkdir models && python ../utils/export_onnx.py densenet121.ra_in1k







Prepare data

ILSVRC 2012, commonly known as ‘ImageNet’. This dataset provides access
to ImageNet (ILSVRC) 2012 which is the most commonly used subset of
ImageNet. This dataset spans 1000 object classes and contains 50,000
validation images.

If you already have an ImageNet datasets, you can directly use your
dataset path.

To prepare the test data, please check the download section of the main
website: https://huggingface.co/datasets/imagenet-1k/tree/main/data. You
need to register and download val_images.tar.gz.

Then, create the validation dataset and calibration dataset:

mkdir val_data && tar -xzf val_images.tar.gz -C val_data
python ../utils/prepare_data.py val_data calib_data





The storage format of the val_data of the ImageNet dataset organized as
follows:


	val_data


	n01440764


	ILSVRC2012_val_00000293.JPEG


	ILSVRC2012_val_00002138.JPEG


	…






	n01443537


	ILSVRC2012_val_00000236.JPEG


	ILSVRC2012_val_00000262.JPEG


	…






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG


	ILSVRC2012_val_00002663.JPEG


	…












The storage format of the calib_data of the ImageNet dataset organized
as follows:


	calib_data


	n01440764


	ILSVRC2012_val_00000293.JPEG






	n01443537


	ILSVRC2012_val_00000236.JPEG






	…


	n15075141


	ILSVRC2012_val_00001079.JPEG














Quantization without Mixed_Precision

The quantizer takes the float model and produce a quantized model
without Mixed_Precision.

python quantize_model.py --model_name densenet121.ra_in1k \
                         --input_model_path models/densenet121.ra_in1k.onnx \
                         --output_model_path models/densenet121.ra_in1k_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config S8S8_AAWS





This command will generate a quantized model under the models
folder, which was quantized by S8S8_AAWS configuration (Int8 symmetric
quantization) without Mixed_Precision.



Quantization with Mixed_Precision

The quantizer takes the float model and produce a quantized model with
Mixed_Precision.

python quantize_model.py --model_name densenet121.ra_in1k \
                         --input_model_path models/densenet121.ra_in1k.onnx \
                         --output_model_path models/densenet121.ra_in1k_mixed_precision_quantized.onnx \
                         --calibration_dataset_path calib_data \
                         --config S16S16_MIXED_S8S8





This command will generate a quantized model under the models
folder, which was quantized by S16S16_MIXED_S8S8_AAWS configuration
(Int16 and Int8 mixed symmetric quantization) with Mixed_Precision.



Evaluation

Test the accuracy of the float model on ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name densenet121.ra_in1k --batch-size 1 --onnx-input models/densenet121.ra_in1k.onnx





Test the accuracy of the quantized model without Mixed_Precision on
ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name densenet121.ra_in1k --batch-size 1 --onnx-input models/densenet121.ra_in1k_quantized.onnx





Test the accuracy of the quantized model with Mixed_Precision on
ImageNet val dataset:

python ../utils/onnx_validate.py val_data --model-name densenet121.ra_in1k --batch-size 1 --onnx-input models/densenet121.ra_in1k_mixed_precision_quantized.onnx







	
	Float Model

	Quantized Model
without
Mixed_Precision

	Quantized Model
with
Mixed_Precision





	M
odel
Size

	33 MB

	10 MB

	17 MB



	Pr
ec@1

	76.602 %

	0.486 %

	74.938 %



	Pr
ec@5

	93.440 %

	1.536 %

	92.618 %








License

Copyright (C) 2024, Advanced Micro Devices, Inc. All rights reserved.
SPDX-License-Identifier: MIT
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quark.onnx


Submodules



	quark.onnx.simulate_dpu_softmax









            

          

      

      

    

  

    
      
          
            
  
quark.onnx.bias_correction




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.cpu_quantizer


Module Contents


Classes


	
class quark.onnx.cpu_quantizer.VitisQDQCPUQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any] = {}, extra_options: Optional[Dict[str, Any]] = None)

	VitisQDQCPUQuantizer is specific for CPU quantization config.
Class VitisQDQCPUQuantizer inherits from Class VitisQDQQuantizer and
can handle float onnx models with inf/-inf initialization.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.equalization


Module Contents


Classes



Functions


	
class quark.onnx.equalization.CLE_PAIR_TYPE(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
class quark.onnx.equalization.Equalization

	A class for layers equalization
Args:


model (onnx.ModelProto): The ONNX model to be optimized.
op_types_to_quantize (list): A list of operation types to be quantized.
nodes_to_quantize (list): A list of node names to be quantized.
nodes_to_exclude (list): A list of node names to be excluded from quantization.









	
quark.onnx.equalization.cle_transforms(model: onnx.ModelProto, op_types_to_quantize: List[str], nodes_to_quantize: List[str], nodes_to_exclude: List[str], cle_steps: int = -1, cle_balance_method: str = 'max', cle_weight_threshold: float = 0.5, cle_scale_append_bias: bool = True, cle_scale_use_threshold: bool = True, cle_total_layer_diff_threshold: float = 1.9e-07) → Any

	Equanlization transform models.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.auto_mixprecision


Module Contents


Functions


	
quark.onnx.finetuning.auto_mixprecision.auto_mixprecision(float_model_path: str, quant_model_path: str, dr: Any, activation_type: Any, weight_type: Any, extra_options: Any) → Any

	Automatic apply low precision quantization on Q/DQ.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.create_model


Module Contents


Classes


	
class quark.onnx.finetuning.create_torch.create_model.TorchModel(onnx_model: onnx.ModelProto)

	A torch model converted from a onnx model.


	
forward(inputs: torch.Tensor) → Any

	Support the models with single input and single output






	
set_weight(weight: numpy.typing.NDArray[numpy.float32]) → None

	Set the original float weight for the compute module






	
get_weight() → Any

	Get the optimized quantized weight of the compute module






	
set_bias(bias: numpy.typing.NDArray[numpy.float32]) → None

	Set the original float bias for the compute module






	
get_bias() → Any

	Get the optimized quantized bias of the compute module














            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.create_model_ops


Module Contents


Functions


	
quark.onnx.finetuning.create_torch.create_model_ops.param_is_symmetric(params: List[Any]) → bool

	Check if parameters are symmetric, all values [2,2,2,2].
Then we can use only [2,2].






	
quark.onnx.finetuning.create_torch.create_model_ops.extract_padding_params(params: List[Any]) → Any

	Extract padding parameters for Pad layers.






	
quark.onnx.finetuning.create_torch.create_model_ops.extract_padding_params_for_conv(params: List[Any]) → Any

	Padding params in onnx are different than in pytorch. That is why we need to
check if they are symmetric and cut half or return a padding layer.






	
quark.onnx.finetuning.create_torch.create_model_ops.extract_weight_and_bias(params: List[Any]) → Tuple[numpy.typing.NDArray[Any], Union[numpy.typing.NDArray[Any], None]]

	Extract weights and biases.






	
quark.onnx.finetuning.create_torch.create_model_ops.load_weight_and_bias(layer: torch.nn.Module, weight: numpy.typing.NDArray[Any], bias: Union[numpy.typing.NDArray[Any], None]) → None

	Load weight and bias to a given layer from onnx format.






	
quark.onnx.finetuning.create_torch.create_model_ops.convert_conv(node: onnx.NodeProto, layer_params: List[Any], layer_qinfos: List[Any]) → Tuple[quark.onnx.finetuning.create_torch.quant_base_ops.QuantizeWrapper, Union[quark.onnx.finetuning.create_torch.quant_base_ops.QuantizeWrapper, None]]

	Use to convert Conv ONNX node to Torch module (or called layer).
This function supports onnx’s Conv and ConvTranspose from 1 to 11.


:param node : ONNX node.
:param layer_params : Layer weight and bias parameters.
:param layer_qinfos : Layer quantization informations.
:return: Converted conv layer, perhaps it has a pad layer.









	
quark.onnx.finetuning.create_torch.create_model_ops.convert_gemm(node: onnx.NodeProto, layer_params: List[Any], layer_qinfos: List[Any]) → Tuple[quark.onnx.finetuning.create_torch.quant_gemm_ops.QGemm, None]

	Use to convert Gemm ONNX node to Torch module.
This function supports onnx’s Instance Norm from 6.


:param node : ONNX node.
:param layer_params : Layer weight and bias parameters.
:param layer_qinfos : Layer quantization informations.
:return: Converted Gemm layer.









	
quark.onnx.finetuning.create_torch.create_model_ops.convert_norm(node: onnx.NodeProto, layer_params: List[Any], layer_qinfos: List[Any]) → Tuple[quark.onnx.finetuning.create_torch.quant_norm_ops.QInstanceNorm2d, None]

	Use to convert norm (Instance Norm) ONNX node to Torch module.
This function supports onnx’s Instance Norm from 6.


:param node : ONNX node.
:param layer_params : Layer weight and bias parameters.
:param layer_qinfos : Layer quantization informations.
:return: Converted norm (Instance Norm) layer.









	
quark.onnx.finetuning.create_torch.create_model_ops.convert_act(node: onnx.NodeProto) → Union[torch.nn.Module, None]

	Use to convert Activation ONNX node to Torch module (or called layer).
:param node : ONNX node.
:return: Converted act layer.






	
quark.onnx.finetuning.create_torch.create_model_ops.convert_ops_to_modules(onnx_model: onnx.ModelProto) → Tuple[Optional[torch.nn.Module], Optional[torch.nn.Module], Optional[torch.nn.Module], Optional[quark.onnx.finetuning.create_torch.quant_base_ops.QuantizationModule]]

	Convert ONNX operations to Torch modules.






	
quark.onnx.finetuning.create_torch.create_model_ops.set_modules_original_weight(module: torch.nn.Module, weight: numpy.typing.NDArray[Any]) → None

	For setting original float weight






	
quark.onnx.finetuning.create_torch.create_model_ops.get_modules_optimized_weight(module: torch.nn.Module) → Any

	For getting optimized quantized weight






	
quark.onnx.finetuning.create_torch.create_model_ops.set_modules_original_bias(module: torch.nn.Module, bias: numpy.typing.NDArray[Any]) → None

	For setting original float bias






	
quark.onnx.finetuning.create_torch.create_model_ops.get_modules_optimized_bias(module: torch.nn.Module) → Any

	For getting optimized quantized bias










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.create_model_test




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.create_model_utils


Module Contents


Functions


	
quark.onnx.finetuning.create_torch.create_model_utils.extract_attr_values(attr: onnx.onnx_ml_pb2.AttributeProto) → Any

	Extract onnx attribute values.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.quant_base_fns


Module Contents


Classes


	
class quark.onnx.finetuning.create_torch.quant_base_fns.BFPQuantizer(attrs: Dict[str, Any])

	A quantizer has a similar behavior as BFPFixNeuron










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.quant_base_ops


Module Contents


Classes


	
class quark.onnx.finetuning.create_torch.quant_base_ops.Quantizer(scale: torch.Tensor, zero_point: torch.Tensor, min_q: torch.Tensor, max_q: torch.Tensor, ch_axis: int = 0, q_folded: bool = False)

	Standard Quantizer has three functions including quantize,
dequantize and quantize_dequantize, which is corresponding to ONNX
QuantizeLinear, DequantizeLinear and Q/DQ pair separately.
By default in forward, it works in quantize_dequantize mode.


	
round_impl(tensor: torch.Tensor) → None

	Implement the round function, designed for adaround quantizer






	
tensor_sync(tensor: torch.Tensor) → None

	The Pre-processing of the parameter according to the input tensor










	
class quark.onnx.finetuning.create_torch.quant_base_ops.AdaroundConstants

	Constants used for Adarounding






	
class quark.onnx.finetuning.create_torch.quant_base_ops.AdaroundQuantizer(scale: torch.Tensor, zero_point: torch.Tensor, min_q: torch.Tensor, max_q: torch.Tensor, ch_axis: int = 0, q_folded: bool = False)

	Adaround Quantizer has a alpha paramter for optimizing weight rounding


	
round_impl(tensor: torch.Tensor) → None

	Implement the rounding function for adaround
:param weight: The tensor to be ada-rounded






	
initialize_alpha(tensor: torch.Tensor) → None

	Initializes alpha parameter, same shape as the tensor
:param tensor: The tensor to be ada-rounded










	
class quark.onnx.finetuning.create_torch.quant_base_ops.QuantizationModule(quant_info: Union[Tuple[numpy.typing.NDArray[numpy.float32], numpy.typing.NDArray[Any], numpy.typing.NDArray[Any], numpy.typing.NDArray[Any], int, bool], Dict[str, Any], None])

	A pytorch module that behaves as ONNX quantization nodes






	
class quark.onnx.finetuning.create_torch.quant_base_ops.QuantizeWrapper(w_alpha: float = 1.0, b_beta: float = 1.0, **kwargs: Dict[str, Any])

	A wrapper for torch layer’s input/weight/bias quantization










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.quant_conv_ops


Module Contents


Classes


	
class quark.onnx.finetuning.create_torch.quant_conv_ops.QConv1d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_conv_ops.QConv2d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_conv_ops.QConv3d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_conv_ops.QConvTranspose1d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_conv_ops.QConvTranspose2d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_conv_ops.QConvTranspose3d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.quant_gemm_ops


Module Contents


Classes


	
class quark.onnx.finetuning.create_torch.quant_gemm_ops.QGemm(transA: int = 0, transB: int = 0, **kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.create_torch.quant_norm_ops


Module Contents


Classes


	
class quark.onnx.finetuning.create_torch.quant_norm_ops.QInstanceNorm1d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_norm_ops.QInstanceNorm2d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization






	
class quark.onnx.finetuning.create_torch.quant_norm_ops.QInstanceNorm3d(**kwargs: Any)

	A wrapper for torch layer’s input/weight/bias quantization










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.fast_finetune


Module Contents


Functions


	
quark.onnx.finetuning.fast_finetune.fast_finetune(float_model_path: str, quant_model_path: str, dr: Any, extra_options: Any) → Any

	Fast finetune the quantized model to improving its accracy.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.onnx_evaluate


Module Contents


Functions


	
quark.onnx.finetuning.onnx_evaluate.create_session(onnx_model: Union[onnx.ModelProto, str]) → onnxruntime.InferenceSession

	Create a inference session for the onnx model and register libraries for it.
:param onnx_model: the proto or the path of the onnx model
:return: the created inference session






	
quark.onnx.finetuning.onnx_evaluate.inference_model(onnx_model: Union[onnx.ModelProto, str], data_reader: quark.onnx.quant_utils.CachedDataReader, data_num: Union[int, None] = None, output_index: Union[int, None] = None) → List[List[numpy.ndarray[Any, Any]]]

	Run the onnx model and feeding it with the data from the cached data reader.
:param onnx_model: the proto or the path of the onnx model
:param data_reader: the cached data reader
:param data_num: how many samples will be used in the data reader
:param output_index: which output will be chosen to calculate L2
:return: the results after inference






	
quark.onnx.finetuning.onnx_evaluate.average_L2(float_results: List[List[numpy.ndarray[Any, Any]]], quant_results: List[List[numpy.ndarray[Any, Any]]]) → Any

	Calculate the average L2 distance between the float model and the quantized model.
:param float_results: the result of the float model
:param quant_results: the result of the quant model
:return: the average L2 distance










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.onnx_subgraph


Module Contents


Classes


	
class quark.onnx.finetuning.onnx_subgraph.Subgraph(fmodel_path: str, qmodel_path: str, data_reader: Any, extra_options: Dict[str, Any])

	A class for split subgraph for adaquant or adaround.










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.torch_utils


Module Contents


Classes



Functions


	
quark.onnx.finetuning.torch_utils.setup_seed(seed: int) → None

	Set the seed for random functions






	
quark.onnx.finetuning.torch_utils.convert_onnx_to_torch(onnx_model: onnx.ModelProto, float_weight: Optional[numpy.typing.NDArray[Any]] = None, float_bias: Optional[numpy.typing.NDArray[Any]] = None) → torch.nn.Module

	Convert a onnx model to torch module. Since the onnx model is always a quantized one,
which has a folded QuantizeLinear in the weight tensor’s QDQ.
In order to obtain the original float weight without loss for the quantize wrapper,
an additional float weight needs to be feed in.
:param onnx_model: instance of onnx model
:param float_weight: float weight
:param float_bias: float bias
:return: a torch nn.Module instance






	
quark.onnx.finetuning.torch_utils.convert_torch_to_onnx(torch_model: torch.nn.Module, input_data: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]]) → onnx.ModelProto

	Convert a torch model to onnx model, do not support models bigger than 2GB
:param torch_model: instance of torch model
:param input_data: numpy array for single input or list for multiple inputs
:return: the onnx model instance






	
quark.onnx.finetuning.torch_utils.save_torch_model(torch_model: torch.nn.Module, model_path: str, input_data: Union[None, numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]] = None) → None

	Save a torch model to file
:param torch_model: instance of torch model
:param model path: the path to save
:param input data: the input numpy array data for jit.trace






	
class quark.onnx.finetuning.torch_utils.CachedDataset(data_reader: onnxruntime.quantization.CalibrationDataReader)

	Cache data from calibration data reader of onnxruntime-based quantizer.






	
quark.onnx.finetuning.torch_utils.parse_options_to_params(extra_options: Dict[str, Any]) → quark.onnx.finetuning.train_torch.train_model_param.TrainParameters

	Get train parameters from extra options






	
quark.onnx.finetuning.torch_utils.train_torch_module_api(quant_module: torch.nn.Module, inp_data_quant: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]], inp_data_float: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]], out_data_float: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]], extra_options: Any) → Any

	Call torch training classes for adaround or adaquant






	
quark.onnx.finetuning.torch_utils.optimize_module(quant_model: onnx.ModelProto, float_weight: numpy.typing.NDArray[Any], float_bias: Optional[numpy.typing.NDArray[Any]], inp_data_quant: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]], inp_data_float: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]], out_data_float: Union[numpy.typing.NDArray[Any], List[numpy.typing.NDArray[Any]]], extra_options: Any) → Any

	Optimize the onnx module with fast finetune algorithms by torch optimizer










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.torch_utils_test




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.train_torch




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.train_torch.train_model


Module Contents


Classes


	
class quark.onnx.finetuning.train_torch.train_model.ModelOptimizer

	Optimizes weight or its rounding mode for the quantized wrapper module


	
classmethod run(quant_module: torch.nn.Module, inp_data_quant: Union[numpy.ndarray[Any, Any], List[numpy.ndarray[Any, Any]]], inp_data_float: Union[numpy.ndarray[Any, Any], List[numpy.ndarray[Any, Any]]], out_data_float: Union[numpy.ndarray[Any, Any], List[numpy.ndarray[Any, Any]]], params: quark.onnx.finetuning.train_torch.train_model_param.TrainParameters) → None

	Run the optimization for the target module
:param quant_module: Quantized wrapper module which consists of a compute module and a optional act module
:param inp_data_quant: Quantized wrapper module’s input data from all dataset, single array or array list
:param inp_data_float: Original float module’s input data from all dataset, single array or array list
:param out_data_float: Original float module’s output data from all dataset, single array or array list
:param params: Optimization parameters














            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.train_torch.train_model_loss


Module Contents


Classes


	
class quark.onnx.finetuning.train_torch.train_model_loss.TrainLoss

	Calculates the Reconstruction loss, and Rounding loss
This class is referenced from the AdaRound algorithm proposed in the following paper:
“Markus Nagel et al., Up or Down? Adaptive Rounding for Post-Training Quantization,
arXiv:2004.10568, 2020.”


	
static calc_recon_loss(quant_output: torch.Tensor, float_output: torch.Tensor) → Any

	Calculate Reconstruction Loss using Squared Frobenius Norm
:param quant_output: Activation output from quantized wrapper module
:param float_output: Activation output from original float module
:return: Reconstruction loss






	
classmethod calc_round_loss(alpha: torch.Tensor, params: quark.onnx.finetuning.train_torch.train_model_param.TrainParameters, cur_iter: int) → Any

	Calculate Rounding Loss (This is for Adaround optimization to learn weight rounding)
:param alpha: Parameter ‘alpha’ to be optimized
:param params: Optimization parameters for Adaround
:param cur_iter: Current iteration
:return: Rounding loss














            

          

      

      

    

  

    
      
          
            
  
quark.onnx.finetuning.train_torch.train_model_param


Module Contents


Classes


	
class quark.onnx.finetuning.train_torch.train_model_param.TrainParameters(data_loader: Union[torch.utils.data.DataLoader[Any], None] = None, data_size: Union[int, None] = None, fixed_seed: Union[int, None] = None, num_batches: int = 1, num_iterations: int = 1000, batch_size: int = 1, initial_lr: float = 0.1, optim_algo: str = 'adaround', optim_device: str = 'cpu', lr_adjust: Any = (), selective_update: bool = False, early_stop: bool = False, log_period: Union[float, int] = 100, update_bias: bool = True, reg_param: float = 0.01, beta_range: Tuple[int, int] = (20, 2), warm_start: float = 0.2, drop_ratio: float = 0.5, block_recon: bool = False, dummy_path: str = '')

	Configuration parameters for AdaRound and AdaQuant algorithms.

The AdaRound is referenced from the following paper:
“Markus Nagel et al., Up or Down? Adaptive Rounding for Post-Training Quantization,
arXiv:2004.10568, 2020.”

The AdaQuant is referenced from the following paper:
“Itay Hubara et al., Improving Post Training Neural Quantization: Layer-wise Calibration and Integer Programming,
arXiv:2006.10518, 2020.”










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.graph_transformations


Submodules



	quark.onnx.graph_transformations.model_transformer

	quark.onnx.graph_transformations.model_transformer_test

	quark.onnx.graph_transformations.transforms

	quark.onnx.graph_transformations.transforms_pipeline









            

          

      

      

    

  

    
      
          
            
  
quark.onnx.graph_transformations.model_transformer


Module Contents


Classes


	
class quark.onnx.graph_transformations.model_transformer.ModelTransformer(model: onnx.ModelProto, transforms: List[Any], candidate_nodes: Optional[Dict[str, Any]] = None, node_metadata: Optional[Dict[str, Any]] = None)

	Matches patterns to apply transforms in a tf.keras model graph.


	
class NodeType(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
transform() → Tuple[onnx.ModelProto, Dict[str, Any]]

	Transforms the Onnx model by applying all the specified transforms.

This is the main entry point function used to apply the transformations to
the Onnx model.

Not suitable for multi-threaded use. Creates and manipulates internal state.


	Returns:
	(Onnx model after transformation, Updated node metadata map)


















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.graph_transformations.model_transformer_test


Module Contents


Classes



Functions


	
quark.onnx.graph_transformations.model_transformer_test.generate_input_initializer(tensor_shape: List[int], tensor_dtype: type, input_name: str) → onnx.TensorProto

	Helper function to generate initializers for test inputs






	
class quark.onnx.graph_transformations.model_transformer_test.ModelTransformerTest(methodName='runTest')

	A class whose instances are single test cases.

By default, the test code itself should be placed in a method named
‘runTest’.

If the fixture may be used for many test cases, create as
many test methods as are needed. When instantiating such a TestCase
subclass, specify in the constructor arguments the name of the test method
that the instance is to execute.

Test authors should subclass TestCase for their own tests. Construction
and deconstruction of the test’s environment (‘fixture’) can be
implemented by overriding the ‘setUp’ and ‘tearDown’ methods respectively.

If it is necessary to override the __init__ method, the base class
__init__ method must always be called. It is important that subclasses
should not change the signature of their __init__ method, since instances
of the classes are instantiated automatically by parts of the framework
in order to be run.

When subclassing TestCase, you can set these attributes:
* failureException: determines which exception will be raised when


the instance’s assertion methods fail; test methods raising this
exception will be deemed to have ‘failed’ rather than ‘errored’.





	
	longMessage: determines whether long messages (including repr of
	objects used in assert methods) will be printed on failure in addition
to any explicit message passed.







	
	maxDiff: sets the maximum length of a diff in failure messages
	by assert methods using difflib. It is looked up as an instance
attribute so can be configured by individual tests if required.


















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.graph_transformations.transforms


Module Contents


Classes


	
class quark.onnx.graph_transformations.transforms.OpTypePattern(op_type: str = '', inputs: Optional[List[OpTypePattern]] = None, config: Optional[Dict[str, Any]] = None)

	Defines a tree sub-graph pattern of onnx nodes to match in a model.

OpTypePattern can be used to describe various common patterns in model
graphs that we need to find.


	Examples:
	Matches a Conv+BN+ReLU6 and DepthwiseConv+BN+ReLU6 pattern.
pattern = OpTypePattern(‘ReLU’, {‘max_value’: 6.0}, [



	OpTypePattern(‘BatchNormalization’, {}, [
	OpTypePattern(‘Conv2D|DepthwiseConv2D’, {} [])





])




])

Matches multiple Conv2Ds feeding into a Concat.
pattern = OpTypePattern(‘Concat’, {}, [


OpTypePattern(‘Conv2D’, {}, []),
OpTypePattern(‘Conv2D’, {}, [])




])










	
class quark.onnx.graph_transformations.transforms.NodeTree(node: Optional[onnx.NodeProto] = None, weights: Union[OrderedDict[str, onnx.TensorProto], List[Any], None] = None, input_nodes: Optional[List[NodeTree]] = None, metadata: Optional[Dict[str, Any]] = None)

	Represents a pattern matching results in a node containing a tree.

NodeTree is used to represent a tree of nodes in a model. It contains
the NodeDef which describes the node, and other input nodes feeding into it.

It is used as a generic class to represent both sets of nodes which have
been found in a model, and nodes which should be replaced inside the model.






	
class quark.onnx.graph_transformations.transforms.Transform

	Defines a transform to be applied to a onnx model graph.

A transform is a combination of ‘Find + Replace’ which describes how to find
a pattern of nodes in a model, and what to replace those nodes with.

A pattern is described using OpTypePattern. The replacement function receives
a NodeTree which contains the matched nodes and should return a
NodeTree which contains the set of nodes which replaced the matched
nodes.


	
property allow_multi_consumers: bool

	Whether to allow the internal node have multiple consuming nodes.


	E.g.
	
B                B




//                //



	A –        to   E –
	
	               
	C –> D          F









Should set allow_mulit_consumers if you want to match pattern “A –> C –> D”.
Please be careful to handle the transformation to not break the input connection
of consumers outside the pattern, otherwise will lead to unknown input tensors.






	
abstract pattern() → OpTypePattern

	Return the OpTypePattern to find in the model graph.






	
abstract replacement(match_node: NodeTree) → Any

	Generate a replacement sub-graph for the matched sub-graph.

The fundamental constraint of the replacement is that the replacement
sub-graph should consume the same input tensors as the original sub-graph
and also produce a final list of tensors which are same in number and shape
as the original sub-graph. Not following this could crash model creation,
or introduce bugs in the new model graph.


	Args:
	match_nodes: Matched NodeTree based on self.pattern().


















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.graph_transformations.transforms_pipeline


Module Contents


Classes


	
class quark.onnx.graph_transformations.transforms_pipeline.TransformsPipeline(configs: Optional[Dict[str, Any]] = None)

	Wrapper of transforms to the model, apply in sequence.
Transforms the original model to perform better during quantization.


	
get_configs() → Optional[Dict[str, Any]]

	Get the configurations.


	Args:
	None



	Returns:
	Dict of configurations










	
abstract apply(model: onnx.ModelProto, candidate_layers: Any, layer_metadata: Any) → Any

	Apply list of transforms to onnx model.


	Args:
	model: onnx model to be quantized.



	Returns:
	New onnx model based on model which has been transformed.


















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.mprecision




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.mprecision.mixed_bfp




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.custom_ops




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.custom_ops.build_vai_custom_op




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.custom_ops.test_custom_ops_bfp




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.custom_ops.test_custom_ops_in




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.custom_ops.test_custom_ops_qdq


Module Contents


Functions


	
quark.onnx.operators.custom_ops.test_custom_ops_qdq.test_custom_op(data_type: onnx.onnx_ml_pb2.TensorProto.DataType, scale: Any, zero_point: Any, quant_type: Any) → None

	y_scale_initializer = onnx.numpy_helper.from_array(scale, name=”y_scale”)
y_zp_initializer = onnx.numpy_helper.from_array(zero_point,


name=”y_zero_point”)




x_scale_initializer = onnx.numpy_helper.from_array(scale, name=”x_scale”)
x_zp_initializer = onnx.numpy_helper.from_array(zero_point,


name=”x_zero_point”)





	initializers = [
	y_scale_initializer, y_zp_initializer, x_scale_initializer,
x_zp_initializer





]










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops.concat




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops.hardsigmoid




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops.layernorm




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops.prelu




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops.qdq_ops




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.operators.vai_ops.softmax




            

          

      

      

    

  

    
      
          
            
  
quark.onnx.optimizations


Submodules



	quark.onnx.optimizations.convert_transforms

	quark.onnx.optimizations.convert_transforms_pipeline
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quark.onnx.optimizations.convert_transforms_pipeline


Module Contents


Classes


	
class quark.onnx.optimizations.convert_transforms_pipeline.ConvertQDQToQOPTransformsPipeline

	Convert QDQ to QOperator transformations pipeline.


	
apply(model: onnx.ModelProto, candidate_nodes: Any, node_metadata: Any) → Tuple[onnx.ModelProto, Any]

	Implement the transforms.


	Args:
	model: Onnx model to be quantized.



	Returns:
	Conveted onnx model.














	
class quark.onnx.optimizations.convert_transforms_pipeline.RemoveQDQTransformsPipeline

	Remove QDQ pairs transformations pipeline.


	
apply(model: onnx.ModelProto, candidate_nodes: Any, node_metadata: Any) → Tuple[onnx.ModelProto, Any]

	Implement the transforms.


	Args:
	model: Onnx model to be quantized.



	Returns:
	Conveted onnx model.


















            

          

      

      

    

  

    
      
          
            
  
quark.onnx.quantization


Submodules



	quark.onnx.quantization.api









            

          

      

      

    

  

    
      
          
            
  
quark.onnx.quantization.config


Submodules



	quark.onnx.quantization.config.config







Package Contents


Classes



Functions
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quark.onnx.quantize


Module Contents


Functions


	
quark.onnx.quantize.quantize_dynamic(model_input: Union[str, pathlib.Path, onnx.ModelProto], model_output: Union[str, pathlib.Path], op_types_to_quantize: Union[List[str], None] = [], per_channel: bool = False, reduce_range: bool = False, weight_type: onnxruntime.quantization.quant_utils.QuantType = QuantType.QInt8, nodes_to_quantize: List[str] = [], nodes_to_exclude: List[str] = [], use_external_data_format: bool = False, debug_mode: bool = False, extra_options: Optional[Dict[str, Any]] = {}) → None

	Given an onnx model, create a quantized onnx model and save it into a file


	Args:
	model_input: file path of model or ModelProto to quantize
model_output: file path of quantized model
op_types_to_quantize:


specify the types of operators to quantize, like [‘Conv’] to quantize Conv only.
It quantizes all supported operators by default.




per_channel: quantize weights per channel
reduce_range:


quantize weights with 7-bits. It may improve the accuracy for some models running on non-VNNI machine,
especially for per-channel mode





	weight_type:
	quantization data type of weight. Please refer to
https://onnxruntime.ai/docs/performance/quantization.html for more details on data type selection



	nodes_to_quantize:
	List of nodes names to quantize. When this list is not None only the nodes in this list
are quantized.
example:
[


‘Conv__224’,
‘Conv__252’




]



	nodes_to_exclude:
	List of nodes names to exclude. The nodes in this list will be excluded from quantization
when it is not None.





use_external_data_format: option used for large size (>2GB) model. Set to False by default.
extra_options:



	key value pair dictionary for various options in different case. Current used:
	extra.Sigmoid.nnapi = True/False  (Default is False)
ActivationSymmetric = True/False: symmetrize calibration data for activations (default is False).
WeightSymmetric = True/False: symmetrize calibration data for weights (default is True).
EnableSubgraph = True/False :


Default is False. If enabled, subgraph will be quantized. Dynamic mode currently is supported. Will
support more in the future.





	ForceQuantizeNoInputCheck = True/False :
	By default, some latent operators like maxpool, transpose, do not quantize if their input is not
quantized already. Setting to True to force such operator always quantize input and so generate
quantized output. Also the True behavior could be disabled per node using the nodes_to_exclude.



	MatMulConstBOnly = True/False:
	Default is True for dynamic mode. If enabled, only MatMul with const B will be quantized.
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quark.onnx.quantizers.cpu_quantizer


Module Contents


Classes


	
class quark.onnx.quantizers.cpu_quantizer.VitisQDQCPUQuantizer(model: onnx.ModelProto, per_channel: bool, reduce_range: bool, mode: onnxruntime.quantization.quant_utils.QuantizationMode.QLinearOps, static: bool, weight_qType: Any, activation_qType: Any, tensors_range: Any, nodes_to_quantize: List[str], nodes_to_exclude: List[str], op_types_to_quantize: List[str], calibrate_method: Any, quantized_tensor_type: Dict[Any, Any], extra_options: Optional[Dict[str, Any]] = None)

	VitisQDQCPUQuantizer is specific for CPU quantization config.
Class VitisQDQCPUQuantizer inherits from Class VitisQDQQuantizer and
can handle float onnx models with inf/-inf initialization.
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quark.onnx.refine


Module Contents


Functions


	
quark.onnx.refine.adjust_quantize_info(model: onnx.ModelProto, adjust_shift_cut: bool = True, adjust_shift_bias: bool = True, adjust_shift_read: bool = True, adjust_shift_write: bool = True, adjust_hard_sigmoid: bool = True, adjust_shift_swish: bool = True, align_concat: bool = True, align_pool: bool = True, align_pad: bool = True, align_slice: bool = True) → quark.onnx.quant_utils.ONNXQuantizedModel

	Adjust the quantize info to meet the compiler constraints.






	
quark.onnx.refine.align_quantize_info(model: onnx.ModelProto, align_concat: bool = True, align_pool: bool = True, align_pad: bool = True, align_slice: bool = True, align_transpose: bool = True, align_reshape: bool = True) → Any

	Align the quantize info to meet the compiler constraints.
This function supports pof2 scale and float scale both
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quark.onnx.simulate_dpu


Module Contents


Functions


	
quark.onnx.simulate_dpu.simulate_transforms(model: onnx.ModelProto, should_quantize_node: Callable[[Any], bool], nodes_to_quantize: List[str], nodes_to_exclude: List[str], convert_leaky_relu_to_dpu_version: bool = True, convert_sigmoid_to_hard_sigmoid: bool = True, convert_hard_sigmoid_to_dpu_version: bool = True, convert_avg_pool_to_dpu_version: bool = True, convert_reduce_mean_to_dpu_version: bool = True, convert_softmax_to_dpu_version: bool = True, convert_instance_norm_to_dpu_version: bool = True) → tuple[onnx.ModelProto, List[str]]

	Transforming models to meet the DPU constraints.
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quark.onnx.smooth_quant


Module Contents


Classes


	
class quark.onnx.smooth_quant.SmoothQuant(onnx_model_path: str, input_model: onnx.ModelProto, dataloader: torch.utils.data.DataLoader, alpha: float, is_large: bool = True, providers: List[str] = ['CPUExecutionProvider'])

	A class for model smooth
Args:


onnx_model_path (str): The ONNX model path to be smoothed.
input_model (onnx.ModelProto): The ONNX model to be smoothed.
dataloader (torch.utils.data.DataLoader): The dataloader used for calibrate.
alpha (float): The extent to which the difficulty of quantification is shifted from activation to weighting.
is_large (bool): True if the model size is larger than 2GB.
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Submodules



	quark.onnx.tools.convert_a8w8_npu_to_a8w8_cpu

	quark.onnx.tools.convert_customqdq_to_qdq

	quark.onnx.tools.convert_dynamic_to_fixed

	quark.onnx.tools.convert_fp16_to_fp32

	quark.onnx.tools.convert_lstm_to_customlstm

	quark.onnx.tools.convert_nchw_to_nhwc

	quark.onnx.tools.convert_onnx_to_onnxtxt

	quark.onnx.tools.convert_onnxtxt_to_onnx

	quark.onnx.tools.convert_qdq_to_qop

	quark.onnx.tools.convert_quant_to_float

	quark.onnx.tools.convert_s8s8_to_u8s8

	quark.onnx.tools.convert_u16s8_to_s16s8

	quark.onnx.tools.print_a16w8_a8w8_nodes

	quark.onnx.tools.remove_initializer_from_input

	quark.onnx.tools.remove_qdq

	quark.onnx.tools.save_tensor_hist

	quark.onnx.tools.save_weights_hist
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quark.onnx.tools.convert_customqdq_to_qdq


Module Contents


Functions


	
quark.onnx.tools.convert_customqdq_to_qdq.convert_customqdq_to_qdq(model: onnx.ModelProto) → Any

	Convert Custom QDQ to Standard QDQ.
:param model: source model
:return: converted model






	
quark.onnx.tools.convert_customqdq_to_qdq.custom_ops_infer_shapes(model: onnx.ModelProto) → Any

	Generate value info for output tensors of custom ops.
:param model: source model
:return: converted model
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quark.onnx.tools.convert_lstm_to_customlstm


Module Contents


Functions


	
quark.onnx.tools.convert_lstm_to_customlstm.convert_lstm_to_customlstm(model: onnx.ModelProto) → Any

	Convert Custom LSTM to LSTM.
:param model: source model
:return: converted model






	
quark.onnx.tools.convert_lstm_to_customlstm.custom_ops_infer_shapes(model: onnx.ModelProto) → Any

	Generate value info for output tensors of custom ops.
:param model: source model
:return: converted model
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quark.onnx.tools.convert_qdq_to_qop


Module Contents


Functions


	
quark.onnx.tools.convert_qdq_to_qop.convert_qdq_to_qop(model: onnx.ModelProto) → Any

	Convert QDQ to QOperator.
:param model: source model
:return: converted model










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.tools.convert_quant_to_float


Module Contents


Functions


	
quark.onnx.tools.convert_quant_to_float.convert_initializers_to_float(model: onnx.ModelProto, initializers_to_convert: Dict[str, Dict[str, str]]) → onnx.ModelProto

	Convert integer initializers used by DequantizeLinear nodes to float initializers.
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quark.onnx.tools.float16


Module Contents


Functions


	
quark.onnx.tools.float16.convert_np_to_float16(np_array: numpy.typing.NDArray[numpy.float32], min_positive_val: float = 1e-07, max_finite_val: float = 10000.0) → numpy.typing.NDArray[numpy.float16]

	Convert float32 numpy array to float16 without changing sign or finiteness.
Positive values less than min_positive_val are mapped to min_positive_val.
Positive finite values greater than max_finite_val are mapped to max_finite_val.
Similar for negative values. NaN, 0, inf, and -inf are unchanged.






	
quark.onnx.tools.float16.convert_tensor_float_to_float16(tensor: onnx.onnx_pb.TensorProto, min_positive_val: float = 1e-07, max_finite_val: float = 10000.0) → onnx.onnx_pb.TensorProto

	Convert tensor float to float16.


	Parameters:

	tensor – TensorProto object



	Return tensor_float16:

	converted TensorProto object





Example:

from onnxmltools.utils.float16_converter import convert_tensor_float_to_float16
new_tensor = convert_tensor_float_to_float16(tensor)










	
quark.onnx.tools.float16.convert_float_to_float16(model: onnx.onnx_pb.ModelProto, min_positive_val: float = 1e-07, max_finite_val: float = 10000.0, keep_io_types: bool = False, disable_shape_infer: bool = False, op_block_list: Union[List[str], None] = None, node_block_list: Union[List[str], None] = None) → onnx.onnx_pb.ModelProto

	Convert tensor float type in the ONNX ModelProto input to tensor float16.


	Parameters:

	
	model – ONNX ModelProto object


	disable_shape_infer – Type/shape information is needed for conversion to work.
Set to True only if the model already has type/shape information for all tensors.






	Returns:

	converted ONNX ModelProto object





Examples:

Example 1: Convert ONNX ModelProto object:
import float16
new_onnx_model = float16.convert_float_to_float16(onnx_model)

Example 2: Convert ONNX model binary file:
import onnx
import float16
onnx_model = onnx.load_model('model.onnx')
new_onnx_model = float16.convert_float_to_float16(onnx_model)
onnx.save_model(new_onnx_model, 'new_model.onnx')










	
quark.onnx.tools.float16.convert_float_to_float16_model_path(model_path: str, min_positive_val: float = 1e-07, max_finite_val: float = 10000.0, keep_io_types: bool = False) → onnx.onnx_pb.ModelProto

	Convert tensor float type in the ONNX Model to tensor float16.
*It is to fix an issue that infer_shapes func cannot be used to infer >2GB models.
*But this function can be applied to all model sizes.
:param model_path: ONNX Model path
:return: converted ONNX ModelProto object
Examples

#Convert to ONNX ModelProto object and save model binary file:
from onnxmltools.utils.float16_converter import convert_float_to_float16_model_path
new_onnx_model = convert_float_to_float16_model_path('model.onnx')
onnx.save(new_onnx_model, 'new_model.onnx')










	
quark.onnx.tools.float16.convert_np_to_float(np_array: numpy.typing.NDArray[numpy.float16], min_positive_val: float = 1e-07, max_finite_val: float = 10000.0) → numpy.typing.NDArray[numpy.float32]

	Convert float16 numpy array to float32 without changing sign or finiteness.
Similar for negative values. NaN, 0, inf, and -inf are unchanged.






	
quark.onnx.tools.float16.convert_tensor_float16_to_float(tensor: onnx.onnx_pb.TensorProto) → onnx.onnx_pb.TensorProto

	Convert tensor float16 to float.


	Parameters:

	tensor – TensorProto object



	Return tensor_float:

	converted TensorProto object





Example:

new_tensor = convert_tensor_float16_to_float(tensor)










	
quark.onnx.tools.float16.convert_float16_to_float(model: onnx.onnx_pb.ModelProto, disable_shape_infer: bool = False, op_block_list: Optional[List[str]] = None, node_block_list: Optional[List[str]] = None) → onnx.onnx_pb.ModelProto

	Convert tensor float16 type in the ONNX ModelProto input to tensor float.


	Parameters:

	
	model – ONNX ModelProto object


	disable_shape_infer – Type/shape information is needed for conversion to work.
Set to True only if the model already has type/shape information for all tensors.






	Returns:

	converted ONNX ModelProto object





Examples:

Example 1: Convert ONNX ModelProto object:
import float16
new_onnx_model = float16.convert_float16_to_float(onnx_model)

Example 2: Convert ONNX model binary file:
import onnx
import float16
onnx_model = onnx.load_model('model.onnx')
new_onnx_model = float16.convert_float16_to_float(onnx_model)
onnx.save_model(new_onnx_model, 'new_model.onnx')
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quark.onnx.tools.remove_qdq


Module Contents


Functions


	
quark.onnx.tools.remove_qdq.remove_qdq(model: onnx.ModelProto) → Any

	Remove QDQ operators.
:param model: source model
:return: converted model










            

          

      

      

    

  

    
      
          
            
  
quark.onnx.tools.save_tensor_hist


Module Contents


Classes


	
class quark.onnx.tools.save_tensor_hist.HistDataReader(model_path: str, data_path: str, input_shape: List[int])

	A CalibrationDataReader using random data for rapid quantiation.


	
get_next() → Optional[Dict[str, numpy.typing.NDArray[numpy.float32]]]

	Get next feed data
:return: feed dict for the model
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Submodules



	quark.onnx.utils.model_utils









            

          

      

      

    

  

    
      
          
            
  
quark.onnx.utils.model_utils


Module Contents


Functions


	
quark.onnx.utils.model_utils.get_tensor_value(initializer: onnx.TensorProto) → numpy.ndarray[Any, numpy.dtype[numpy.float32]]

	Convert TensorProto to numpy array.






	
quark.onnx.utils.model_utils.generate_initializer(tensor_array: numpy.ndarray[Any, numpy.dtype[numpy.float32]], dtype: Any, name: str) → onnx.TensorProto

	Generate initializers from numpy array.






	
quark.onnx.utils.model_utils.save_model(model: onnx.ModelProto, path: str, as_text: bool = False) → None

	Save onnx model to disk.
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quark.shares.utils.log


Module Contents


Classes


	
class quark.shares.utils.log.CustomFormatter(fmt=None, datefmt=None, style='%', validate=True, *, defaults=None)

	Formatter instances are used to convert a LogRecord to text.

Formatters need to know how a LogRecord is constructed. They are
responsible for converting a LogRecord to (usually) a string which can
be interpreted by either a human or an external system. The base Formatter
allows a formatting string to be specified. If none is supplied, the
style-dependent default value, “%(message)s”, “{message}”, or
“${message}”, is used.

The Formatter can be initialized with a format string which makes use of
knowledge of the LogRecord attributes - e.g. the default value mentioned
above makes use of the fact that the user’s message and arguments are pre-
formatted into a LogRecord’s message attribute. Currently, the useful
attributes in a LogRecord are described by:

%(name)s            Name of the logger (logging channel)
%(levelno)s         Numeric logging level for the message (DEBUG, INFO,


WARNING, ERROR, CRITICAL)





	%(levelname)s       Text logging level for the message (“DEBUG”, “INFO”,
	“WARNING”, “ERROR”, “CRITICAL”)



	%(pathname)s        Full pathname of the source file where the logging
	call was issued (if available)





%(filename)s        Filename portion of pathname
%(module)s          Module (name portion of filename)
%(lineno)d          Source line number where the logging call was issued


(if available)




%(funcName)s        Function name
%(created)f         Time when the LogRecord was created (time.time()


return value)




%(asctime)s         Textual time when the LogRecord was created
%(msecs)d           Millisecond portion of the creation time
%(relativeCreated)d Time in milliseconds when the LogRecord was created,


relative to the time the logging module was loaded
(typically at application startup time)




%(thread)d          Thread ID (if available)
%(threadName)s      Thread name (if available)
%(taskName)s        Task name (if available)
%(process)d         Process ID (if available)
%(message)s         The result of record.getMessage(), computed just as


the record is emitted





	
format(record: logging.LogRecord) → str

	Format the specified record as text.

The record’s attribute dictionary is used as the operand to a
string formatting operation which yields the returned string.
Before formatting the dictionary, a couple of preparatory steps
are carried out. The message attribute of the record is computed
using LogRecord.getMessage(). If the formatting string uses the
time (as determined by a call to usesTime(), formatTime() is
called to format the event time. If there is exception information,
it is formatted using formatException() and appended to the message.










	
class quark.shares.utils.log.DuplicateFilter

	Filter instances are used to perform arbitrary filtering of LogRecords.

Loggers and Handlers can optionally use Filter instances to filter
records as desired. The base filter class only allows events which are
below a certain point in the logger hierarchy. For example, a filter
initialized with “A.B” will allow events logged by loggers “A.B”,
“A.B.C”, “A.B.C.D”, “A.B.D” etc. but not “A.BB”, “B.A.B” etc. If
initialized with the empty string, all events are passed.


	
filter(record: logging.LogRecord) → bool

	Determine if the specified record is to be logged.

Returns True if the record should be logged, or False otherwise.
If deemed appropriate, the record may be modified in-place.
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Package Contents


Classes



Functions
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Submodules



	quark.torch.algorithm.api
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Module Contents


Functions
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Package Contents


Classes






            

          

      

      

    

  

    
      
          
            
  
quark.torch.algorithm.awq.awq


Module Contents


Classes


	
class quark.torch.algorithm.awq.awq.AwqProcessor(model: torch.nn.Module, quant_algo_config: Any, data_loader: torch.utils.data.DataLoader[List[Dict[str, torch.Tensor]]])

	Helper class that provides a standard way to create an ABC using
inheritance.
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quark.torch.algorithm.awq.smooth


Module Contents


Classes


	
class quark.torch.algorithm.awq.smooth.SmoothQuantProcessor(model: torch.nn.Module, quant_algo_config: quark.torch.quantization.config.config.SmoothQuantConfig, data_loader: List[Dict[str, torch.Tensor]])

	Helper class that provides a standard way to create an ABC using
inheritance.
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Package Contents


Classes






            

          

      

      

    

  

    
      
          
            
  
quark.torch.algorithm.gptq.gptq


Module Contents


Classes


	
class quark.torch.algorithm.gptq.gptq.GptqProcessor(model: torch.nn.Module, quant_algo_config: quark.torch.quantization.config.config.GPTQConfig, data_loader: List[Dict[str, torch.Tensor]])

	Helper class that provides a standard way to create an ABC using
inheritance.
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quark.torch.algorithm.processor


Module Contents


Classes


	
class quark.torch.algorithm.processor.BaseAlgoProcessor(model: torch.nn.Module, quant_algo_config: Any, calib_data: Union[torch.utils.data.DataLoader[torch.Tensor], torch.utils.data.DataLoader[List[Dict[str, torch.Tensor]]], torch.utils.data.DataLoader[Dict[str, torch.Tensor]]])

	Helper class that provides a standard way to create an ABC using
inheritance.
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Module Contents


Functions


	
quark.torch.algorithm.rotation.hadamard.random_hadamard_matrix(size: int) → torch.Tensor

	Generate a random Hadamard matrix of size size.






	
quark.torch.algorithm.rotation.hadamard.get_hadamard_matrices(n: int) → tuple[torch.Tensor, Optional[torch.Tensor], int]

	Get the Hadamard matrix and its dimension for a given input size.






	
quark.torch.algorithm.rotation.hadamard.hardmard_transform(X: torch.Tensor, H1: torch.Tensor, H2: Optional[torch.Tensor], K: int, scaled: bool = False) → torch.Tensor

	Apply Hadamard matrix to the input tensor.
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Module Contents


Classes


	
class quark.torch.algorithm.rotation.rotation.RotationProcessor(model: torch.nn.Module, pre_quant_opt_config: quark.torch.quantization.config.config.RotationConfig, _data_loader: Any)

	Helper class that provides a standard way to create an ABC using
inheritance.
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Module Contents


Classes



Functions


	
class quark.torch.algorithm.rotation.rotation_utils.RMSNorm(hidden_size: int, eps: float = 1e-06)

	Root Mean Square Layer Normalization (RMSNorm).


	
forward(hidden_states: torch.Tensor) → torch.Tensor

	Apply RMSNorm normalization to hidden states.










	
quark.torch.algorithm.rotation.rotation_utils.rotate_in_channels(weight: torch.nn.Parameter, /, *, rotation: torch.Tensor) → None

	Rotate the input channels of a weight matrix.






	
quark.torch.algorithm.rotation.rotation_utils.rotate_out_channels(weight: torch.nn.Parameter, /, *, rotation: torch.Tensor, bias: Optional[torch.nn.Parameter] = None) → None

	Rotate the output channels of a weight matrix.






	
quark.torch.algorithm.rotation.rotation_utils.get_rotation_matrix(num_channels: int, random: bool = True) → torch.Tensor

	Get a random rotation matrix for the given number of channels.
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quark.torch.algorithm.utils.module


Module Contents


Functions


	
quark.torch.algorithm.utils.module.get_nested_attr_from_module(obj: torch.nn.Module, attr_path: str) → Any

	Retrieves the value of a nested attribute based on a given attribute path string.

Parameters:
- obj: The starting object.
- attr_path: The string representing the attribute path, such as “model.decoder.layers”.

Returns:
- The value of the nested attribute.
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Submodules



	quark.torch.export.api
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Submodules



	quark.torch.export.config.config
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quark.torch.export.gguf_export.api


Module Contents


Functions


	
quark.torch.export.gguf_export.api.convert_exported_model_to_gguf(model_name: str, json_path: Union[str, pathlib.Path], safetensor_path: Union[str, pathlib.Path], tokenizer_dir: Union[str, pathlib.Path], output_file_path: Union[str, pathlib.Path]) → None

	This function is used to convert quark exported model to gguf model.


	Args:
	model_name (str): name of this model which will be written to gguf field general.name
json_path (Union[str, Path]): Quark exported model consists of a .json file and a .safetensors file.


This arguments indicates the path of .json file




safetensor_path (Union[str, Path]): Path of .safetensors file.
tokenizer_dir (Union[str, Path]): Tokenizer needs to be encoded into gguf model.


This argument specifies the directory path of tokenizer which contains tokenizer.json, tokenizer_config.json and/or tokenizer.model




output_file_path (str): The path of generated gguf model.
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quark.torch.export.gguf_export.gguf_model_writer


Module Contents


Classes


	
class quark.torch.export.gguf_export.gguf_model_writer.SentencePieceTokenTypes

	Enum where members are also (and must be) ints






	
class quark.torch.export.gguf_export.gguf_model_writer.ModelWriter(model_name: str, json_path: pathlib.Path, safetensor_path: pathlib.Path, tokenizer_dir: pathlib.Path, fname_out: pathlib.Path, is_big_endian: bool = False, use_temp_file: bool = False)

	Helper class that provides a standard way to create an ABC using
inheritance.






	
class quark.torch.export.gguf_export.gguf_model_writer.LlamaModelWriter(model_name: str, json_path: pathlib.Path, safetensor_path: pathlib.Path, tokenizer_dir: pathlib.Path, fname_out: pathlib.Path, is_big_endian: bool = False, use_temp_file: bool = False)

	Helper class that provides a standard way to create an ABC using
inheritance.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.export.gguf_export.tensor_convert




            

          

      

      

    

  

    
      
          
            
  
quark.torch.export.gguf_export.utils


Module Contents


Classes


	
class quark.torch.export.gguf_export.utils.BaseVocab

	Base class for protocol classes.

Protocol classes are defined as:

class Proto(Protocol):
    def meth(self) -> int:
        ...





Such classes are primarily used with static type checkers that recognize
structural subtyping (static duck-typing).

For example:

class C:
    def meth(self) -> int:
        return 0

def func(x: Proto) -> int:
    return x.meth()

func(C())  # Passes static type check





See PEP 544 for details. Protocol classes decorated with
@typing.runtime_checkable act as simple-minded runtime protocols that check
only the presence of given attributes, ignoring their type signatures.
Protocol classes can be generic, they are defined as:

class GenProto[T](Protocol):
    def meth(self) -> T:
        ...










	
class quark.torch.export.gguf_export.utils.NoVocab

	Base class for protocol classes.

Protocol classes are defined as:

class Proto(Protocol):
    def meth(self) -> int:
        ...





Such classes are primarily used with static type checkers that recognize
structural subtyping (static duck-typing).

For example:

class C:
    def meth(self) -> int:
        return 0

def func(x: Proto) -> int:
    return x.meth()

func(C())  # Passes static type check





See PEP 544 for details. Protocol classes decorated with
@typing.runtime_checkable act as simple-minded runtime protocols that check
only the presence of given attributes, ignoring their type signatures.
Protocol classes can be generic, they are defined as:

class GenProto[T](Protocol):
    def meth(self) -> T:
        ...










	
class quark.torch.export.gguf_export.utils.Vocab(base_path: pathlib.Path)

	Base class for protocol classes.

Protocol classes are defined as:

class Proto(Protocol):
    def meth(self) -> int:
        ...





Such classes are primarily used with static type checkers that recognize
structural subtyping (static duck-typing).

For example:

class C:
    def meth(self) -> int:
        return 0

def func(x: Proto) -> int:
    return x.meth()

func(C())  # Passes static type check





See PEP 544 for details. Protocol classes decorated with
@typing.runtime_checkable act as simple-minded runtime protocols that check
only the presence of given attributes, ignoring their type signatures.
Protocol classes can be generic, they are defined as:

class GenProto[T](Protocol):
    def meth(self) -> T:
        ...










	
class quark.torch.export.gguf_export.utils.BpeVocab(base_path: pathlib.Path)

	Base class for protocol classes.

Protocol classes are defined as:

class Proto(Protocol):
    def meth(self) -> int:
        ...





Such classes are primarily used with static type checkers that recognize
structural subtyping (static duck-typing).

For example:

class C:
    def meth(self) -> int:
        return 0

def func(x: Proto) -> int:
    return x.meth()

func(C())  # Passes static type check





See PEP 544 for details. Protocol classes decorated with
@typing.runtime_checkable act as simple-minded runtime protocols that check
only the presence of given attributes, ignoring their type signatures.
Protocol classes can be generic, they are defined as:

class GenProto[T](Protocol):
    def meth(self) -> T:
        ...
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quark.torch.export.json_export.builder.llm_info


Module Contents


Classes


	
class quark.torch.export.json_export.builder.llm_info.LayerNormType(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.






	
class quark.torch.export.json_export.builder.llm_info.EmbeddingType(*args, **kwds)

	Create a collection of name/value pairs.

Example enumeration:

>>> class Color(Enum):
...     RED = 1
...     BLUE = 2
...     GREEN = 3





Access them by:


	attribute access:

>>> Color.RED
<Color.RED: 1>







	value lookup:

>>> Color(1)
<Color.RED: 1>







	name lookup:

>>> Color['RED']
<Color.RED: 1>









Enumerations can be iterated over, and know how many members they have:

>>> len(Color)
3





>>> list(Color)
[<Color.RED: 1>, <Color.BLUE: 2>, <Color.GREEN: 3>]





Methods can be added to enumerations, and members can have their own
attributes – see the documentation for details.
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quark.torch.export.json_export.utils.utils


Module Contents


Functions


	
quark.torch.export.json_export.utils.utils.split_model_info(info: Dict[str, Any], params_dict: Dict[str, torch.Tensor]) → None

	Util function to split the weights or any torch.Tensor in nested config to weights.
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quark.torch.export.main_import.pretrained_config
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quark.torch.export.nn.modules.export_operator


Module Contents


Classes


	
class quark.torch.export.nn.modules.export_operator.ExportLinear(quant_linear: quark.torch.quantization.nn.modules.quantize_linear.QuantLinear, reorder: bool = True, custom_mode: Optional[str] = None)

	Exporting version of nn.Linear






	
class quark.torch.export.nn.modules.export_operator.ExportConv2d(quant_conv2d: quark.torch.quantization.nn.modules.quantize_conv.QuantConv2d, reorder: bool = True, custom_mode: Optional[str] = None)

	Exporting version of nn.Conv2d
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quark.torch.extensions.brevitas


Submodules



	quark.torch.extensions.brevitas.algos

	quark.torch.extensions.brevitas.api

	quark.torch.extensions.brevitas.config

	quark.torch.extensions.brevitas.mapping

	quark.torch.extensions.brevitas.verification









            

          

      

      

    

  

    
      
          
            
  
quark.torch.extensions.brevitas.algos


Module Contents


Classes


	
class quark.torch.extensions.brevitas.algos.Preprocess(trace_model: bool = True, equalize_iterations: int = 20, equalize_merge_bias: bool = True, merge_batch_norm: bool = True, channel_splitting_ratio: float = 0.0, channel_splitting_split_input: bool = False)

	Preprocesses the model to make it easier to quantize.






	
class quark.torch.extensions.brevitas.algos.ActivationEqualization(is_layerwise: bool = True, alpha: float = 0.5)

	Activation Equalization from the paper “SmoothQuant: Accurate and Efficient Post-Training Quantization for Large Language Models” by Nagel et al.


	is_layerwise: Whether the model having ActivationEqualization applied to it is using Backend.layerwise for its quantization or not.









	
class quark.torch.extensions.brevitas.algos.GPFQ(act_order: bool = False, percentage_of_processed_inputs: float = 1.0)

	GPFQ or Greedy Path Following Quantization from the papers
- “Post-training Quantization for Neural Networks with Provable Guarantees” by Zhang et al. and
- “A Greedy Algorithm for Quantizing Neural Networks” by Lybrand et al.






	
class quark.torch.extensions.brevitas.algos.GPFA2Q(act_order: bool = False, percentage_of_processed_inputs: float = 1.0, accumulator_bit_width: int = 16)

	Extension of GPFQ using A2Q or Accumulator-Aware Quantization from the paper “A2Q: Accumulator-Aware Quantization with Guaranteed Overflow Avoidance” by Colbert et al.






	
class quark.torch.extensions.brevitas.algos.GPTQ(act_order: bool = False)

	GPTQ or Generative Pre-Trained Transformers Quantization from the paper “GPTQ: Accurate Post-Training Quantization for Generative Pre-trained Transformers” by Frantar et al.






	
class quark.torch.extensions.brevitas.algos.BiasCorrection

	Bias correction from the paper “Data-Free Quantization Through Weight Equalization and Bias Correction” by Nagel et al.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.extensions.brevitas.api


Module Contents


Classes


	
class quark.torch.extensions.brevitas.api.ModelQuantizer(config: quark.torch.extensions.brevitas.config.Config)

	Provides an API for quantizing deep learning models using Brevitas.

The way this class interacts with Brevitas is based on the brevitas ptq example found here:
https://github.com/Xilinx/brevitas/tree/master/src/brevitas_examples/imagenet_classification/ptq


	Example usage:
	weight_spec = QuantizationSpec()
global_config = QuantizationConfig(weight=weight_spec)
config = Config(global_quant_config=global_config)
quantizer = ModelQuantizer(config)
quant_model = quantizer.quantize_model(model, calib_dataloader)






	
quantize_model(model: torch.nn.Module, calib_loader: Optional[torch.utils.data.DataLoader] = None) → torch.nn.Module

	Quantizes the given model.


	model: The model to be quantized.


	calib_loader: A dataloader for calibration data, technically optional but required for most quantization processes.













	
class quark.torch.extensions.brevitas.api.ModelExporter(export_path: str)

	Provides an API for exporting pytorch models quantized with Brevitas.
This class converts the quantized model to an onnx graph, and saves it to the specified export_path.


	Example usage:
	exporter = ModelExporter(“model.onnx”)
exporter.export_onnx_model(quant_model, args=torch.ones(1, 1, 784))






	
export_onnx_model(model: torch.nn.Module, args: Union[torch.Tensor, Tuple[torch.Tensor]]) → None

	Exports a model to onnx.


	model: The pytorch model to export.


	args: Representative tensor(s) in the same shape as the expected input(s) (can be zero, random, ones or even real data).

















            

          

      

      

    

  

    
      
          
            
  
quark.torch.extensions.brevitas.config


Module Contents


Classes


	
class quark.torch.extensions.brevitas.config.Backend(*args, **kwds)

	The backend target for quantization:
- layerwise: Only quantizes inputs and weights of compute-heavy layers.






	
class quark.torch.extensions.brevitas.config.Config

	A class that encapsulates comprehensive quantization configurations for a machine learning model, allowing for detailed and hierarchical control over quantization parameters across different model components.


	global_quant_config: The quantization configuration to be applied to the entire model.


	pre_quant_opt_config: Optional optimization and pre-processing algorithms to apply to the model before quantization.


	algo_config: optional algorithms to apply to the model after quantization to improve accuracy.


	backend: The quantization backend to use.









	
class quark.torch.extensions.brevitas.config.QuantizationConfig

	A data class that specifies quantization configurations for different components of a module, allowing hierarchical control over how each tensor type is quantized.


	input_tensors: The quantization parameters (if any) to apply to activation inputs.


	output_tensors: The quantization parameters (if any) to apply to activation outputs.


	weight: The quantization parameters (if any) to apply to the model weights.


	bias: The quantization parameters (if any) to apply to the model biases.









	
class quark.torch.extensions.brevitas.config.QuantType(*args, **kwds)

	The fundamental data type of the quantized values:


	int_quant: Values quantized to integers.


	float_quant: Values quantized to floating point.









	
class quark.torch.extensions.brevitas.config.ParamType(*args, **kwds)

	Method for determining scale and zero point:


	stats: Statistics


	mse: Mean Squared Error









	
class quark.torch.extensions.brevitas.config.QuantizationSpec

	A data class that defines the specifications for quantizing tensors within a model.
It has some reasonable defaults so it can be used as is if desired.


	qscheme: The granularity of quantization e.g. if applied to the whole tensor or to each channel.


	symmetric: If true, the zero point is in the middle of the range of representable numbers, if false the quantized value will be mapped to between the minimum and maximum observed values. Asymmetric quantization is more expensive but may be better for ranges that aren’t expected to be negative.


	scale_type: Whether the scales use floating point or power of two values. Power of two allows lower bit widths and may be required by some embedded devices.


	quant_type: The type of quantization we want: integer or floating point. If float, we also need to specify the exponent and mantissa bit widths.


	param_type: Method for determing scale and zero point.


	bit_width: Level of precision we want the quantization to be.


	exponent_bit_width: The level of precision we want for the exponent when using the float quant_type.


	mantissa_bit_width: The level of precision we want for the mantissa when using the float quant_type.
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quark.torch.extensions.brevitas.verification


Module Contents


Classes


	
class quark.torch.extensions.brevitas.verification.ConfigVerifier

	This is a helper utility to inspect Brevitas quantization configs and ensure they are valid. It’ll warn the user about parameters that need to be set or that won’t have any effect and it will highlight possible improvements where possible.
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quark.torch.kernel.hw_emulation.hw_emulation_interface


Module Contents


Functions






            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization


Submodules



	quark.torch.quantization.api









            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.config


Submodules



	quark.torch.quantization.config.config
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quark.torch.quantization.config.type


Module Contents


Classes


	
class quark.torch.quantization.config.type.QSchemeType(*args, **kwds)

	The quantization schemes applicable to tensors within a model.


	per_tensor: Quantization is applied uniformly across the entire tensor.


	per_channel: Quantization parameters differ across channels of the tensor.


	per_group: Quantization parameters differ across defined groups of weight tensor elements.









	
class quark.torch.quantization.config.type.Dtype(*args, **kwds)

	The data types used for quantization of tensors.


	int8: Signed 8-bit integer, range from -128 to 127.


	uint8: Unsigned 8-bit integer, range from 0 to 255.


	int4: Signed 4-bit integer, range from -8 to 7.


	uint4: Unsigned 4-bit integer, range from 0 to 15.


	bfloat16: Bfloat16 format.


	float16: Standard 16-bit floating point format.


	fp8_e4m3: FP8 format with 4 exponent bits and 3 bits of mantissa.


	fp8_e5m2: FP8 format with 5 exponent bits and 2 bits of mantissa.


	mx: MX format 8 bit shared scale value with fp8 element data types.


	mx6, mx9: Block data representation with multi-level ultra-fine scaling factors.









	
class quark.torch.quantization.config.type.ScaleType(*args, **kwds)

	The types of scales used in quantization.


	float: Scale values are floating-point numbers.


	pof2: Scale values are powers of two.









	
class quark.torch.quantization.config.type.RoundType(*args, **kwds)

	The rounding methods used during quantization.


	round: Rounds.


	floor: Floors towards the nearest even number.


	half_even: Rounds towards the nearest even number.









	
class quark.torch.quantization.config.type.DeviceType(*args, **kwds)

	The target devices for model deployment and optimization.


	CPU: CPU.


	IPU: IPU.









	
class quark.torch.quantization.config.type.QuantizationMode(*args, **kwds)

	Different quantization modes.


	eager_mode: The eager mode based on PyTorch in-place operator replacement.


	fx_graph_mode: The graph mode based on torch.fx.









	
class quark.torch.quantization.config.type.TQTThresholdInitMeth(*args, **kwds)

	The method of threshold initialization of TQT algorithm in QAT. See Table 2 in https://arxiv.org/pdf/1903.08066.pdf


	_3SD: The method of threshold initialization with std and 3 as hyperparameters.


	_LL_J: The method of threshold initialization in the Algorithm 1 of paper “Quantizing Convolutional Neural Networks for Low-Power High-Throughput Inference Engines” - Sean Settle et al. https://arxiv.org/pdf/1805.07941.pdf
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quark.torch.quantization.graph.fx.base


Module Contents


Classes


	
class quark.torch.quantization.graph.fx.base.Transform

	Helper class that provides a standard way to create an ABC using
inheritance.






	
class quark.torch.quantization.graph.fx.base.GraphTransform

	Helper class that provides a standard way to create an ABC using
inheritance.
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quark.torch.quantization.graph.optimization.activate_dropout


Module Contents


Classes


	
class quark.torch.quantization.graph.optimization.activate_dropout.ActivateDropoutNode

	Helper class that provides a standard way to create an ABC using
inheritance.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.graph.optimization.remove_dropout_node


Module Contents


Classes


	
class quark.torch.quantization.graph.optimization.remove_dropout_node.RemoveDropoutNode

	Helper class that provides a standard way to create an ABC using
inheritance.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.graph.optimization.replace_conv2d_to_qtconv2d


Module Contents


Functions


	
quark.torch.quantization.graph.optimization.replace_conv2d_to_qtconv2d.replace_conv2d_qtconv2d(m: torch.fx.GraphModule) → None

	replace [ops.aten.conv2d] to QuantConv2d
ops.aten.conv2d:


args: (Tensor input, Tensor weight, Tensor? bias=None, SymInt[2] stride=1, SymInt[2] padding=0, SymInt[2] dilation=1, SymInt groups=1) -> Tensor
required: [input, weight]
optional: [bias=None, SymInt[2] stride=1, SymInt[2] padding=0, SymInt[2] dilation=1, SymInt groups=1]













            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.graph.optimization.replace_conv_bn_to_qt_model


Module Contents


Functions


	
quark.torch.quantization.graph.optimization.replace_conv_bn_to_qt_model.replace_conv2dbn_quantizedconv_module(m: torch.fx.GraphModule) → None

	replace [ops.aten.conv2d -> ops.aten.cudnn_batch_norm] to QuantizedConvBatchNorm2d(QAT)
ops.aten.conv2d:


args: (Tensor input, Tensor weight, Tensor? bias=None, int[2] stride=1, int[2] padding=0, int[2] dilation=1, int groups=1)
required: [input, weight]
optional: [bias=None, stride=[1,1], padding=[0,0], dilation=[1,1], groups=1]





	cudnn_batch_norm:
	args: (Tensor input, Tensor weight, Tensor? bias, Tensor? running_mean, Tensor? running_var, bool training, float exponential_average_factor, float epsilon) -> (Tensor, Tensor, Tensor, Tensor)
required: [input, weight]
optional: [bias, running_mean, running_var, training]














            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.graph.optimization.replace_linear_to_qtlinear


Module Contents


Functions


	
quark.torch.quantization.graph.optimization.replace_linear_to_qtlinear.replace_linear_qtlinear(m: torch.fx.GraphModule) → None

	replace [ops.aten.linear] to QuantLinear
ops.aten.linear:


args: (Tensor input, Tensor weight, Tensor? bias=None) -> Tensor
required: [input, weight]
optional: [bias=None]
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quark.torch.quantization.graph.processor.insert_quantizer


Module Contents


Functions


	
quark.torch.quantization.graph.processor.insert_quantizer.insert_quantizer(model: torch.fx.GraphModule) → torch.fx.GraphModule

	step 1 insert the Fakequantizer as node to graph










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.graph.processor.processor


Module Contents


Functions


	
quark.torch.quantization.graph.processor.processor.transform_for_annotation(model: torch.fx.GraphModule) → torch.fx.GraphModule

	Prepare before annotation, for both PTQ and QAT






	
quark.torch.quantization.graph.processor.processor.freeze_model(model: torch.fx.GraphModule) → torch.fx.GraphModule

	After quantization, we need to export model (e.g onnx, torch.export),
we regard the users will not need further calibration, training, optimization.
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quark.torch.quantization.graph.torch_utils


Module Contents


Functions


	
quark.torch.quantization.graph.torch_utils.is_conv1d_node(n: torch.fx.Node) → bool

	Return whether the node refers to an aten conv1d op.






	
quark.torch.quantization.graph.torch_utils.is_conv2d_node(n: torch.fx.Node) → bool

	Return whether the node refers to an aten conv2d op.






	
quark.torch.quantization.graph.torch_utils.is_conv3d_node(n: torch.fx.Node) → bool

	Return whether the node refers to an aten conv3d op.






	
quark.torch.quantization.graph.torch_utils.is_batchnorm2d_node(n: torch.fx.Node) → bool

	Return whether the node refers to an aten batch_norm op.






	
quark.torch.quantization.graph.torch_utils.is_dropout_node(n: torch.fx.Node) → bool

	Return whether the node refers to an aten dropout op.






	
quark.torch.quantization.graph.torch_utils.allow_exported_model_train_eval(model: torch.fx.GraphModule) → torch.fx.GraphModule

	Allow users to call model.train() and model.eval() on GraphModule,
the effect of changing behavior between the two modes limited to special ops only,


which are currently dropout and batchnorm.




Note: This does not achieve the same effect as what model.train() and model.eval()
does in eager models, but only provides an approximation.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.model_transformation




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn.modules




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn.modules.mixin




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn.modules.quantize_conv


Module Contents


Classes


	
class quark.torch.quantization.nn.modules.quantize_conv.QuantConv2d(in_channels: int, out_channels: int, kernel_size: torch.nn.common_types._size_2_t, stride: torch.nn.common_types._size_2_t = 1, padding: torch.nn.common_types._size_2_t = 0, dilation: torch.nn.common_types._size_2_t = 1, output_padding: torch.nn.common_types._size_2_t = 0, groups: int = 1, bias: bool = True, padding_mode: str = 'zeros', quant_config: quark.torch.quantization.config.config.QuantizationConfig = QuantizationConfig(), reload: bool = False, device: torch.device = torch.device('cpu'))

	Quantized version of nn.Conv2d










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn.modules.quantize_conv_bn_fused


Module Contents


Classes



Functions


	
class quark.torch.quantization.nn.modules.quantize_conv_bn_fused.QuantizedConvBatchNorm2d(in_channels: int, out_channels: int, kernel_size: torch.nn.common_types._size_2_t, stride: torch.nn.common_types._size_2_t = 1, padding: torch.nn.common_types._size_2_t = 0, dilation: torch.nn.common_types._size_2_t = 1, groups: int = 1, bias: bool = True, padding_mode: str = 'zeros', eps: float = 1e-05, momentum: float = 0.1, freeze_bn_stats: bool = False, quant_config: Optional[quark.torch.quantization.config.config.QuantizationConfig] = QuantizationConfig())

	
	A QuantizedConvBatchNorm2d module is a module fused from
	Conv2d and BatchNorm2d attached with FakeQuantizer modules for weight and
batchnorm stuffs used in quantization aware training.

We combined the interface of :class:`torch.nn.Conv2d` and
:class:`torch.nn.BatchNorm2d`.

Implementation details: https://arxiv.org/pdf/1806.08342.pdf section 3.2.2

Similar to :class:`torch.nn.Conv2d`, with FakeQuantizer modules initialized
to default.





#










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn.modules.quantize_linear


Module Contents


Classes


	
class quark.torch.quantization.nn.modules.quantize_linear.QuantLinear(in_features: int, out_features: int, device: torch.device, bias: bool, quant_config: quark.torch.quantization.config.config.QuantizationConfig, **kwargs: Any)

	Quantized version of nn.Linear










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.nn.utils


Module Contents


Functions


	
quark.torch.quantization.nn.utils.check_min_max_valid(min_val: torch.Tensor, max_val: torch.Tensor) → bool

	Checks if the given minimum and maximum values are valid, meaning that
they exist and the min value is less than the max value.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.observer




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.observer.lsq_observer




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.observer.observer


Module Contents


Classes


	
class quark.torch.quantization.observer.observer.ObserverBase(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None)

	Helper class that provides a standard way to create an ABC using
inheritance.






	
class quark.torch.quantization.observer.observer.PlaceholderObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None)

	Observer only passes its configuration to the quantized module’s .from_float().

Does not have any calculation.

Only can be used for quantization to float16 and bfloat16 which doesn’t require determining
ranges.






	
class quark.torch.quantization.observer.observer.UniformScalingObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None, eps: float = torch.finfo(torch.float32).eps)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.


	
calculate_qparams(min_val: torch.Tensor, max_val: torch.Tensor) → Tuple[torch.Tensor, torch.Tensor]

	Calculates the quantization parameters.






	
reset_min_max_vals() → None

	Resets the min/max values.










	
class quark.torch.quantization.observer.observer.PerTensorMinMaxObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.


	
forward(x_orig: torch.Tensor) → torch.Tensor

	Records the running minimum and maximum of x.










	
class quark.torch.quantization.observer.observer.PerChannelMinMaxObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None, eps: float = torch.finfo(torch.float32).eps)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.






	
class quark.torch.quantization.observer.observer.PerBlockMXObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None, eps: float = torch.finfo(torch.float32).eps)

	Helper class that provides a standard way to create an ABC using
inheritance.






	
class quark.torch.quantization.observer.observer.PerBlockBFPObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None, eps: float = torch.finfo(torch.float32).eps)

	Helper class that provides a standard way to create an ABC using
inheritance.






	
class quark.torch.quantization.observer.observer.PerGroupMinMaxObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None, eps: float = torch.finfo(torch.float32).eps)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.


	
calculate_qparams(min_val: torch.Tensor, max_val: torch.Tensor) → Tuple[torch.Tensor, torch.Tensor]

	Calculates the quantization parameters.










	
class quark.torch.quantization.observer.observer.PerTensorHistogramObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.


	
forward(x_orig: torch.Tensor) → torch.Tensor

	Records the running histogram of x_orig.

Raises:
- ValueError: If the self.symmetric argument is False.










	
class quark.torch.quantization.observer.observer.PerTensorPercentileObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.


	
get_min_max_by_percentile(histogram: torch.Tensor, bin_edges: torch.Tensor, percentile: float) → Tuple[torch.Tensor, torch.Tensor]

	Calculate the minimum and maximum values of a histogram at a specified percentile.

Parameters:
- histogram (torch.Tensor): A tensor representing the histogram of the data. Each element
in the histogram represents the frequency of data in the corresponding bin.
- bin_edges (torch.Tensor): A tensor containing the edge values that correspond to the
bins represented in the histogram. There should be one more element in bin_edges than
in histogram.
- percentile (int): The percentile at which to determine the minimum and maximum values.
The value should be an integer between 0 and 100.

Returns:
- Tuple[torch.Tensor, torch.Tensor]: A tuple containing two tensors. The first tensor
is the value at the specified percentile, and the second tensor is the value at the
complementary percentile (i.e., 100-percentile).

Raises:
- ValueError: If the percentile argument is not within the range 0 to 100.










	
class quark.torch.quantization.observer.observer.PerTensorMSEObserver(qspec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None)

	Observer for uniform scaling quantizer. For example ‘int uniform quantizer’ or ‘fp8 uniform scaling’.


	
get_min_max_by_mse(calib_hist: torch.Tensor, calib_bin_edges: torch.Tensor, stride: int = 1, start_bin: int = 2045) → Tuple[torch.Tensor, torch.Tensor]

	Returns amax that minimizes MSE of the collected histogram.














            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.observer.tqt_observer




            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.tensor_quantize


Module Contents


Classes


	
class quark.torch.quantization.tensor_quantize.FakeQuantizeBase(device: Optional[torch.device] = None)

	Base fake quantize module.

Base fake quantize module
Any fake quantize implementation should derive from this class.

Concrete fake quantize module should follow the same API. In forward, they will update
the statistics of the observed Tensor and fake quantize the input. They should also provide a
calculate_qparams function that computes the quantization parameters given
the collected statistics.


	
update_buffer(buffer_name: str, new_value: Union[torch.Tensor, None], input_tensor_device: torch.device) → None

	Update the value of a registered buffer while ensuring that its shape,
device, and data type match the input tensor.

Parameters:
- buffer_name: The name of the buffer to update
- new_value: The new value to assign to the buffer
- input_tensor_device: The target device (e.g., torch.device(‘cuda’) or torch.device(‘cpu’))










	
class quark.torch.quantization.tensor_quantize.FakeQuantize(quant_spec: quark.torch.quantization.config.config.QuantizationSpec, device: Optional[torch.device] = None, **kwargs: Any)

	Base fake quantize module.

Base fake quantize module
Any fake quantize implementation should derive from this class.

Concrete fake quantize module should follow the same API. In forward, they will update
the statistics of the observed Tensor and fake quantize the input. They should also provide a
calculate_qparams function that computes the quantization parameters given
the collected statistics.










            

          

      

      

    

  

    
      
          
            
  
quark.torch.quantization.utils


Module Contents


Functions


	
quark.torch.quantization.utils.set_op_by_name(layer: Union[torch.nn.Module, torch.nn.ModuleList], name: str, new_module: torch.nn.Module) → None

	Replaces a submodule in a given neural network layer with a new module(e.g. quantized module). The submodule to be
replaced is identified by the ‘name’ parameter, which specifies the name of the submodule
using dot notation. If the name includes dots, it navigates through nested submodules
to find the specific layer to replace. Otherwise, it directly replaces the submodule in the
provided layer.

Parameters:
- layer: The top-level module containing the submodule.
- name: name of the submodule, split by dots.
- new_module: The new module to replace the existing one, for example the quantized module.






	
quark.torch.quantization.utils.t_exponent(t: torch.Tensor) → torch.Tensor

	Get element exponents


	Args:
	t (torch.Tensor): Input tensor



	Returns:
	torch.Tensor: Exponents for each elements. NaN and Inf are treated as zeros.
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Full List of Quantization Configuration Features

Quantization Configuration

from quark.onnx import QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig
quant_config = QuantizationConfig(
    quant_format=quark.onnx.QuantFormat.QDQ,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    input_nodes=[],
    output_nodes=[],
    op_types_to_quantize=[],
    random_data_reader_input_shape=[],
    per_channel=False,
    reduce_range=False,
    activation_type=quark.onnx.QuantType.QInt8,
    weight_type=quark.onnx.QuantType.QInt8,
    nodes_to_quantize=[],
    nodes_to_exclude=[],
    optimize_model=True,
    use_dynamic_quant=False,
    use_external_data_format=False,
    execution_providers=['CPUExecutionProvider'],
    enable_npu_cnn=False,
    enable_npu_transformer=False,
    convert_fp16_to_fp32=False,
    convert_nchw_to_nhwc=False,
    include_cle=False,
    include_sq=False,
    extra_options={},)
config = Config(global_quant_config=quant_config)





Arguments


	model_input: (String) This parameter specifies the file path of the model that is to be quantized.


	model_output: (String) This parameter specifies the file path where the quantized model will be saved.


	calibration_data_reader: (Object or None) This parameter is a calibration data reader that enumerates the calibration data and generates inputs for the original model. If you wish to use random data for a quick test, you can set calibration_data_reader to None.


	quant_format: (String) This parameter is used to specify the quantization format of the model. It has the following options:


	quark.onnx.QuantFormat.QOperator: This option quantizes the model directly using quantized operators.


	quark.onnx.QuantFormat.QDQ: This option quantizes the model by inserting QuantizeLinear/DeQuantizeLinear into the tensor. It supports 8-bit quantization only.


	quark.onnx.VitisQuantFormat.QDQ: This option quantizes the model by inserting VitisQuantizeLinear/VitisDequantizeLinear into the tensor. It supports a wider range of bit-widths and precisions.


	quark.onnx.VitisQuantFormat.FixNeuron (Experimental): This option quantizes the model by inserting FixNeuron (a combination of QuantizeLinear and DeQuantizeLinear) into the tensor. This quant format is currently experimental and cannot use for actual deployment.






	calibrate_method: (String) The method used in calibration, default to quark.onnx.PowerOfTwoMethod.MinMSE.

For NPU_CNN platforms, power-of-two methods should be used, options are:


	quark.onnx.PowerOfTwoMethod.NonOverflow: This method get the power-of-two quantize parameters for each tensor to make sure min/max values not overflow.


	quark.onnx.PowerOfTwoMethod.MinMSE: This method get the power-of-two quantize parameters for each tensor to minimize the mean-square-loss of quantized values and float values. This takes longer time but usually gets better accuracy.




For NPU_Transformer or CPU platforms, float scale methods should be used, options are:


	quark.onnx.CalibrationMethod.MinMax: This method obtains the
quantization parameters based on the minimum and maximum values of
each tensor.


	quark.onnx.CalibrationMethod.Entropy: This method determines the
quantization parameters by considering the entropy algorithm of each
tensor’s distribution.


	quark.onnx.CalibrationMethod.Percentile: This method calculates
quantization parameters using percentiles of the tensor values.






	input_nodes: (List of Strings) This parameter is a list of the
names of the starting nodes to be quantized. Nodes in the model
before these nodes will not be quantized. For example, this argument
can be used to skip some pre-processing nodes or stop the first node
from being quantized. The default value is an empty list ([]).


	output_nodes: (List of Strings) This parameter is a list of the
names of the end nodes to be quantized. Nodes in the model after
these nodes will not be quantized. For example, this argument can be
used to skip some post-processing nodes or stop the last node from
being quantized. The default value is an empty list ([]).


	op_types_to_quantize: (List of Strings or None) If specified,
only operators of the given types will be quantized (e.g., [‘Conv’]
to only quantize Convolutional layers). By default, all supported
operators will be quantized.


	random_data_reader_input_shape: (List or Tuple of Int) If dynamic
axes of inputs require specific value, users should provide its
shapes when using internal random data reader (That is, set
calibration_data_reader to None). The basic format of shape for
single input is list (Int) or tuple (Int) and all dimensions should
have concrete values (batch dimensions can be set to 1). For example,
random_data_reader_input_shape=[1, 3, 224, 224] or
random_data_reader_input_shape=(1, 3, 224, 224) for single input. If
the model has multiple inputs, it can be fed in list (shape) format,
where the list order is the same as the onnxruntime got inputs. For
example, random_data_reader_input_shape=[[1, 1, 224, 224], [1, 2,
224, 224]] for 2 inputs. Moreover, it is possible to use dict {name :
shape} to specify a certain input, for example,
random_data_reader_input_shape={“image” : [1, 3, 224, 224]} for the
input named “image”. The default value is an empty list ([]).





	per_channel: (Boolean) Determines whether weights should be
quantized per channel. The default value is False. For DPU/NPU
devices, this must be set to False as they currently do not support
per-channel quantization.


	reduce_range: (Boolean) If True, quantizes weights with 7-bits.
The default value is False. For DPU/NPU devices, this must be set to
False as they currently do not support reduced range quantization.


	activation_type: (QuantType) Specifies the quantization data type
for activations, options can be found in the table below. The default
is quark.onnx.QuantType.QInt8.


	weight_type: (QuantType) Specifies the quantization data type for
weights, options can be found in the table below. The default is
quark.onnx.QuantType.QInt8. For NPU devices, this must be set to
QuantType.QInt8.


	nodes_to_quantize:(List of Strings or None) If specified, only
the nodes in this list are quantized. The list should contain the
names of the nodes, for example, [‘Conv__224’, ‘Conv__252’]. The
default value is an empty list ([]).


	nodes_to_exclude:(List of Strings or None) If specified, the
nodes in this list will be excluded from quantization. The default
value is an empty list ([]).


	optimize_model:(Boolean) If True, optimizes the model before
quantization. Model optimization performs certain operator fusion
that makes quantization tool’s job easier. For instance, a
Conv/ConvTranspose/Gemm operator followed by BatchNormalization can
be fused into one during the optimization, which can be quantized
very efficiently. The default value is True.


	use_dynamic_quant: (Boolean) This flag determines whether to apply
dynamic quantization to the model. If True, dynamic quantization is used;
if False, static quantization is applied. The default is False.


	use_external_data_format: (Boolean) This option is used for large
size (>2GB) model. The model proto and data will be stored in
separate files. The default is False.


	execution_providers: (List of Strings) This parameter defines the
execution providers that will be used by ONNX Runtime to do
calibration for the specified model. The default value
‘CPUExecutionProvider’ implies that the model will be computed using
the CPU as the execution provider. You can also set this to other
execution providers supported by ONNX Runtime such as
‘CUDAExecutionProvider’ for GPU-based computation, if they are
available in your environment. The default is
[‘CPUExecutionProvider’].


	enable_npu_cnn: (Boolean) This parameter is a flag that
determines whether to generate a quantized model that is suitable for
the DPU/NPU. If set to True, the quantization process will consider
the specific limitations and requirements of the DPU/NPU, thus
creating a model that is optimized for DPU/NPU computations. This
parameter primarily addresses the optimization of CNN based models
for deployment on DPU/NPU. The default is False. Note: In the
previous versions, “enable_npu_cnn” was named “enable_dpu”.
“enable_dpu” will be deprecated in future releases, please use
“enable_npu_cnn” instead.


	enable_npu_transformer: (Boolean) This parameter is a flag that
determines whether to generate a quantized model that is suitable for
the NPU. If set to True, the quantization process will consider the
specific limitations and requirements of the NPU, thus creating a
model that is optimized for NPU computations. This parameter
primarily addresses the optimization of transformer models for
deployment on NPU. The default is False.


	convert_fp16_to_fp32: (Boolean) This parameter controls whether
to convert the input model from float16 to float32 before
quantization. For float16 models, it is recommended to set this
parameter to True. The default value is False. When using
convert_fp16_to_fp32 in Quark for ONNX, it requires onnxsim to
simplify the ONNX model. Please make sure that onnxsim is installed
by using ‘python -m pip install onnxsim’.


	convert_nchw_to_nhwc: (Boolean) This parameter controls whether
to convert the input NCHW model to input NHWC model before
quantization. For input NCHW models, it is recommended to set this
parameter to True. The default value is False.


	include_cle: (Boolean) This parameter is a flag that determines
whether to optimize the models using CrossLayerEqualization; it can
improve the accuracy of some models. The default is False.


	include_fast_ft: (Boolean) This parameter is a flag that
determines whether to use adaround or adaquant algorithm for
finetuning, this is an experimental feature. The default is False.


	include_sq: (Boolean) This parameter is a flag that determines
whether to optimize the models using SmoothQuant; it can improve the
accuracy of some models. The default is False.


	include_auto_mp: (Boolean) If Ture, the auto mixed precision will be turned on.
The default is False.


	specific_tensor_precision: (Boolean) This parameter is a flag
that determines whether to use tensor-level mixed precision, this is
an experimental feature. The default is False.


	log_severity_level: (Int) This parameter is used to select the
severity level of screen printing logs. Its value ranges from 0 to 4: 0 for DEBUG,
1 for INFO, 2 for WARNING, 3 for ERROR and 4 for CRITICAL or FATAL. Default value is 1,
which means printing all messages including INFO, WARNING, ERROR and etc by default.


	extra_options: (Dictionary or None) Contains key-value pairs for
various options in different cases. Current used:


	ActivationSymmetric: (Boolean) If True, symmetrize calibration
data for activations. The default is False.


	WeightSymmetric: (Boolean) If True, symmetrize calibration
data for weights. The default is True.


	UseUnsignedReLU: (Boolean) If True, the output tensor of ReLU
and Clip, whose min is 0, will be forced to be asymmetric. The
default is False.


	QuantizeBias: (Boolean) If True, quantize the Bias as a normal
weights. The default is True. For DPU/NPU devices, this must be
set to True.


	Int32Bias: (Boolean) If True, bias will be quantized in int32
datatype; if false, it will have the same datatype as weight. The
default is False when enable_npu_cnn is True. Otherwise the
default is True.


	RemoveInputInit: (Boolean) If True, initializer in graph
inputs will be removed because it will not be treated as constant
value/weight. This may prevent some of the graph optimizations,
like const folding. The default is True.


	SimplifyModel: (Boolean) If True, The input model will be
simplified using the onnxsim tool. The default is True.


	EnableSubgraph: (Boolean) If True, the subgraph will be
quantized. The default is False. More support for this feature is
planned in the future.


	ForceQuantizeNoInputCheck: (Boolean) If True, latent operators
such as maxpool and transpose will always quantize their inputs,
generating quantized outputs even if their inputs have not been
quantized. The default behavior can be overridden for specific
nodes using nodes_to_exclude.


	MatMulConstBOnly: (Boolean) If True, only MatMul operations
with a constant ‘B’ will be quantized. The default is False for
static mode and True for dynmaic mode.


	AddQDQPairToWeight: (Boolean) If True, both QuantizeLinear and
DeQuantizeLinear nodes are inserted for weight, maintaining its
floating-point format. The default is False, which quantizes
floating-point weight and feeds it solely to an inserted
DeQuantizeLinear node. In the PowerOfTwoMethod calibration method,
this setting will also be effective for the bias.


	OpTypesToExcludeOutputQuantization: (List of Strings or None)
If specified, the output of operators with these types will not be
quantized. The default is an empty list.


	DedicatedQDQPair: (Boolean) If True, an identical and
dedicated QDQ pair is created for each node. The default is False,
allowing multiple nodes to share a single QDQ pair as their
inputs.


	QDQOpTypePerChannelSupportToAxis: (Dictionary) Sets the
channel axis for specific operator types (e.g., {‘MatMul’: 1}).
This is only effective when per-channel quantization is supported
and per_channel is True. If a specific operator type supports
per-channel quantization but no channel axis is explicitly
specified, the default channel axis will be used. For DPU/NPU
devices, this must be set to {} as per-channel quantization is
currently unsupported. The default is an empty dict ({}).


	UseQDQVitisCustomOps: (Boolean) If True, The UInt8 and Int8
quantization will be executed by the custom operations library,
otherwise by the library of onnxruntime extensions. The default is
True, only valid in quark.onnx.VitisQuantFormat.QDQ.


	CalibTensorRangeSymmetric: (Boolean) If True, the final range
of the tensor during calibration will be symmetrically set around
the central point “0”. The default is False. In PowerOfTwoMethod
calibration method, the default is True.


	CalibMovingAverage: (Boolean) If True, the moving average of
the minimum and maximum values will be computed when the
calibration method selected is MinMax. The default is False. In
PowerOfTwoMethod calibration method, this should be set to False.


	CalibMovingAverageConstant: (Float) Specifies the constant
smoothing factor to use when computing the moving average of the
minimum and maximum values. The default is 0.01. This is only
effective when the calibration method selected is MinMax and
CalibMovingAverage is set to True. In PowerOfTwoMethod calibration
method, this option is unsupported.


	Percentile: (Float) If the calibration method is set to
‘quark.onnx.CalibrationMethod.Percentile,’ then this parameter can
be set to the percentage for percentile. The default is 99.999.


	RandomDataReaderInputDataRange: (Dict or None) Specifies the
data range for each inputs if used random data reader
(calibration_data_reader is None). Currently, if set to None then
the random value will be 0 or 1 for all inputs, otherwise range
[-128,127] for unsigned int, range [0,255] for signed int and
range [0,1] for other float inputs. The default is None.


	Int16Scale: (Boolean) If True, the float scale will be
replaced by the closest value corresponding to M and 2N, where
the range of M and 2N is within the representation range of
int16 and uint16. The default is False.


	MinMSEMode: (String) When using
quark.onnx.PowerOfTwoMethod.MinMSE, you can specify the method for
calculating minmse. By default, minmse is calculated using all
calibration data. Alternatively, you can set the mode to
“MostCommon”, where minmse is calculated for each batch separately
and take the most common value. The default setting is ‘All’.


	ConvertBNToConv: (Boolean) If True, the BatchNormalization
operation will be converted to Conv operation. The default is True
when enable_npu_cnn is True.


	ConvertReduceMeanToGlobalAvgPool: (Boolean) If True, the
Reduce Mean operation will be converted to Global Average Pooling
operation. The default is True when enable_npu_cnn is True.


	SplitLargeKernelPool: (Boolean) If True, the large kernel
Global Average Pooling operation will be split into multiple
Average Pooling operation. The default is True when enable_npu_cnn
is True.


	ConvertSplitToSlice: (Boolean) If True, the Split operation
will be converted to Slice operation. The default is True when
enable_npu_cnn is True.


	FuseInstanceNorm: (Boolean) If True, the split instance norm
operation will be fused to InstanceNorm operation. The default is
True when enable_npu_cnn is True.


	FuseL2Norm: (Boolean) If True, a set of L2norm operations will
be fused to L2Norm operation. The default is True when
enable_npu_cnn is True.


	FuseLayerNorm: (Boolean) If True, a set of LayerNorm
operations will be fused to LayerNorm operation. The default is
True when enable_npu_cnn is True.


	ConvertClipToRelu: (Boolean) If True, the Clip operations that
has a min value of 0 will be converted to ReLU operations. The
default is True when enable_npu_cnn is True.


	SimulateDPU: (Boolean) If True, a simulation transformation
that replaces some operations with an approximate implementation
will be applied for DPU when enable_npu_cnn is True. The default
is True.


	ConvertLeakyReluToDPUVersion: (Boolean) If True, the Leaky
Relu operation will be converted to DPU version when SimulateDPU
is True. The default is True.


	ConvertSigmoidToHardSigmoid: (Boolean) If True, the Sigmoid
operation will be converted to Hard Sigmoid operation when
SimulateDPU is True. The default is True.


	ConvertHardSigmoidToDPUVersion: (Boolean) If True, the Hard
Sigmoid operation will be converted to DPU version when
SimulateDPU is True. The default is True.


	ConvertAvgPoolToDPUVersion: (Boolean) If True, the global or
kernel-based Average Pooling operation will be converted to DPU
version when SimulateDPU is True. The default is True.


	ConvertReduceMeanToDPUVersion: (Boolean) If True, the
ReduceMean operation will be converted to DPU version when
SimulateDPU is True. The default is True.


	ConvertSoftmaxToDPUVersion: (Boolean) If True, the Softmax
operation will be converted to DPU version when SimulateDPU is
True. The default is False.


	NPULimitationCheck: (Boolean) If True, the quantization scale
will be adjust due to the limitation of DPU/NPU. The default is
True.


	AdjustShiftCut: (Boolean) If True, adjust the shift cut of
nodes when NPULimitationCheck is True. The default is True.


	AdjustShiftBias: (Boolean) If True, adjust the shift bias of
nodes when NPULimitationCheck is True. The default is True.


	AdjustShiftRead: (Boolean) If True, adjust the shift read of
nodes when NPULimitationCheck is True. The default is True.


	AdjustShiftWrite: (Boolean) If True, adjust the shift write of
nodes when NPULimitationCheck is True. The default is True.


	AdjustHardSigmoid: (Boolean) If True, adjust the pos of hard
sigmoid nodes when NPULimitationCheck is True. The default is
True.


	AdjustShiftSwish: (Boolean) If True, adjust the shift swish
when NPULimitationCheck is True. The default is True.


	AlignConcat: (Boolean) If True, adjust the quantization pos of
concat when NPULimitationCheck is True. The default is True.


	AlignPool: (Boolean) If True, adjust the quantization pos of
pooling when NPULimitationCheck is True. The default is True.


	AlignPad: (Boolean) If True, adjust the quantization pos of
pad when NPULimitationCheck is True. The default is True.


	AlignSlice: (Boolean) If True, adjust the quantization pos of
slice when NPULimitationCheck is True. The default is True.


	ReplaceClip6Relu: (Boolean) If True, Replace Clip(0,6) with
Relu in the model. The default is False.


	CLESteps: (Int) Specifies the steps for CrossLayerEqualization
execution when include_cle is set to true, The default is 1, When
set to -1, an adaptive CrossLayerEqualization will be conducted.
The default is 1.


	CLETotalLayerDiffThreshold: (Float) Specifies The threshold
represents the sum of mean transformations of
CrossLayerEqualization transformations across all layers when
utilizing CrossLayerEqualization. The default is 2e-7.


	CLEScaleAppendBias: (Boolean) Whether the bias be included
when calculating the scale of the weights, The default is True.


	FastFinetune: (Dictionary) A parameter used to specify the
settings for fast finetune.


	OptimAlgorithm: (String) The specified algorithm for fast finetune. Optional values are “adaround” and “adaquant”. The
“adaround” adjusts the weights rounding function, which is
relatively stable and might converge faster. The “adaquant” trains
the weight (and bias optional) directly, so might have a greater
improvement if the parameters, especially the learning rate and
batch size, are optimal. The default value is “adaround”.


	OptimDevice: (String) The compute device for fast finetune.
Optional values are “cpu”, “hip:0” and “cuda:0”. The default value
is “cpu”.


	FixedSeed: (Int) Seed for random data generator, that makes
the fast finetuned results could be reproduced.


	DataSize: (Int) Specifies the size of the data used for
finetuning. Its recommended setting the batch size of the data to
1 in the data reader to ensure counting the size accurately. It
uses all the data from the data reader by default.


	BatchSize: (Int) Batch size for finetuning. The larger batch
size, usually the better accuracy but the longer training time.
The default value is 1.


	NumBatches: (Int) The mini-batches in a iteration. It should
always be 1. The default value is 1.


	NumIterations: (Int) The Iterations for finetuning. The more
iterations, the better accuracy but the longer training time. The
default value is 1000.


	LearningRate: (Float) Learning rate of finetuning for all
layers. It has a significant impact on the accuracy improvement,
you need to try some learning rates to get a better result for
your model. The default value is 0.1 for AdaRound and 0.00001 for
AdaQuant.


	EarlyStop: (Bool) If average loss of a certain number of
iterations decreases comparing with the previous one, the training
of the layer will stop early. It will accelerate the finetuning
process and avoid overfitting. The default value is False.


	LRAdjust: (Tuple) Besides the overall learning rate, users
could set up a scheme to adjust learning rate further according to
the mean square error (MSE) between the quantized module and
original float module. Its a tuple contains two members, the
first one is a threshold of the MSE and the second one is the new
learning rate. For example, setting as (1.0, 0.2) means using a
new learning rate 0.2 for the layer whose MSE is bigger than 1.0.


	TargetOpType: (List) The target operation types to finetune.
The default value is [Conv, ConvTranspose, Gemm,
InstanceNormalization].


	SelectiveUpdate: (Bool) If the end-to-end accuracy does not
improve after finetuned a certain layer, discard the optimized
weight (and bias) of the layer. The default value is False.


	UpdateBias: (Bool) Specifies whether to update bias
parameters during fine-tuning. Its only available for AdaQuant.
The default value is False.


	OutputQDQ: (Bool) Specifies whether include the output
tensors QDQ pair of the compute nodes for finetuning. The default
value is False.


	DropRatio: (Float) Specifies the ratio to drop the input
data from the float module. It ranges from 0 to 1, 0 represents
the input data is from the float module fully, 1 represents all
from quantized module. The default value is 0.5.


	LogPeriod: (Int) Indicate how many iterations to print the
log once. The default value is NumIterations/10.






	SmoothAlpha: (Float) This parameter control how much
difficulty we want to migrate from activation to weights, The
default value is 0.5.


	RemoveQDQConvRelu: (Boolean) If True, the QDQ between
Conv/Add/Gemm and Relu will be removed for DPU. The default is
True.


	RemoveQDQConvLeakyRelu: (Boolean) If True, the QDQ between
Conv/Add/Gemm and LeakyRelu will be removed for DPU. The default
is True.


	RemoveQDQConvPRelu: (Boolean) If True, the QDQ between
Conv/Add/Gemm and PRelu will be removed for DPU. The default is
True.


	RemoveQDQInstanceNorm: (Boolean) If True, the QDQ between
InstanceNorm and Relu/LeakyRelu/PRelu will be removed for DPU. The
default is False.


	FoldBatchNorm: (Boolean) If True, the BatchNormalization
operation will be fused with Conv, ConvTranspose or Gemm
operation. The BatchNormalization operation after Concat operation
will also be fused, if the all input operations of the Concat
operation are Conv, ConvTranspose or Gemm operatons.The default is
True.


	FixShapes: (String) Set the input_shapes of the quantized
model to a fixed shape by default if not explicitly specified. The
example: ‘FixShapes’:’input_1:[1,224,224,3];input_2:[1,96,96,3]’


	MixedPrecisionTensor: (Dictionary) A parameter used to specify
the settings for mixed precision tensors. It is a dictionary where
the keys are of the VitisQuantType/QuantType enumeration type, and
the values are lists containing tensors that need to be processed
using mixed precision.
Example:”MixedPrecisionTensor”:{quark.onnx.VitisQuantType.QBFloat16:[‘/stem/stem.2/Relu_output_0’,
‘onnx::Conv_664’, ‘onnx::Conv_665’]} Note:If there is a tensor
with bias, ‘Int32Bias’ needs set to False.


	AutoMixprecision: (Dictionary) A parameter used to specify the
settings for auto mixed precision.


	DataSize: (Int) Specifies the size of the data used for mix-precision. The entire datareader will be used by default.


	TargetOpType: (Set) The user defined op type set for mix-precision. The default value is (‘Conv’, ‘ConvTranspose’, ‘Gemm’).


	TargetQuantType: (QuantType) Activation data type to be mixed in the model if ‘ActTargetQuantType’ is not given. Error will be raised if TargetQuantType is not specified.


	ActTargetQuantType: (QuantType) Activation data type to be mixed in the model.
If both ActTargetQuantType and WeightTargetQuantType are not specified, the ActTargetQuantType will be same as TargetQuantType.
If only ActTargetQuantType is not specified, the ActTargetQuantType will be the original activation_type.


	WeightTargetQuantType: (QuantType) Weight data type to be mixed in the model.
If both ActTargetQuantType and WeightTargetQuantType are not specified, the ActTargetQuantType will be same as TargetQuantType.
If only WeightTargetQuantType is not specified, the WeightTargetQuantType will be the original weight_type.


	BiasTargetQuantType: (QuantType) Bias data type to be mixed in the model.
If BiasTargetQuantType is not specified and Int32Bias is True, the BiasTargetQuantType will be int32.
If BiasTargetQuantType is not specified and Int32Bias is False, the BiasTargetQuantType will be same as WeightTargetQuantType.


	OutputIndex: (Int) The index of model output to be calculated for loss.


	L2Target: (Float) The L2 loss will be no larger than the L2Target.
If L2Target is not specified, the model will be quantized to the target quant type.


	Top1AccTarget: (Float) The Top1 accuracy loss will be no larger than the Top1AccTarget.
If Top1AccTarget is not specified, the model will be quantized to the target quant type.


	EvaluateFunction: (Function) The function to measure top1 accuracy loss. Input of the function is model output(numpy tensor),
output of the function is top1 accuracy(between 0~1). If EvaluateFunction is not specfied while Top1AccTarget is given, error will be raised.


	NumTarget: (Int) Specified the number of nodes for mix-precision to minimize the loss. The default value of NumTarget is 0.


	TargetTensors: (List) Specified the names of nodes to mix into the target quant type. It’s a experimental option and will be deprecated in the future. The default value is [].


	TargetIndices: (List) Specified the indices (based on sensitivity analysis results) of the nodes to mix into the target quant type. The default value is [].


	ExcludeIndices: (List) Specified the indices (based on sensitivity analysis results) of the nodes not to mix into the target quant type. The default value is [].


	NoInputQDQShared: (Bool) If True, will skip the nodes who shared the input Q/DQ pair with other nodes. The default value is True.


	AutoMixUseFastFT: (Bool) If True, will perform fast finetune to improve accuracy after mixed a layer. The default value is False.






	FoldRelu: (Boolean) If True, the Relu will be fold to Conv
when use VitisQuantFormat. The default is False.


	CalibDataSize: (Int) This parameter controls how many data are
used for calibration. The default to using all the data in the
calibration dataloader.


	SaveTensorHistFig: (Boolean) If True, save the tensor
histogram to the file ‘tensor_hist’ in the working directory. The
default is False.


	WeightsOnly: (Boolean) If True, only quantize weights of the
model. The default is False.








Table 7. Quantize Types can be selected for different Quantize Formats



	quant_format

	quant_type

	comments





	QuantFormat.QDQ

	QuantType.QUInt8
QuantType.QInt8

	Implemented by native
QuantizeLi
near/DequantizeLinear



	quark.onnx
.VitisQuantFormat.QDQ

	QuantType.QUInt8
QuantType.QInt8
quark.onnx.V
itisQuantType.QUInt16
quark.onnx.
VitisQuantType.QInt16
quark.onnx.V
itisQuantType.QUInt32
quark.onnx.
VitisQuantType.QInt32
quark.onnx.Vi
tisQuantType.QFloat16
quark.onnx.Vit
isQuantType.QBFloat16

	Implemented by
customized
VitisQuantizeLinear/
VitisDequantizeLinear






Note : For pure UInt8 or Int8 quantization, we recommend that users
set quant_format to QuantFormat.QDQ as it uses native
QuantizeLinear/DequantizeLinear operations which may have better
compatibility and performance.




            

          

      

      

    

  

    
      
          
            
  
Getting Started with Quark for ONNX

Here is an example of running quantization with
U8S8_AAWS_CONFIG configurations. We also support
quantization without real calibration data for rapid validation of
deployment or performance benchmarking. Detailed explanations for each
step will be provided on other chapter of the User Guide.

import onnxruntime
from onnxruntime.quantization.calibrate import CalibrationDataReader
from quark.onnx.quantization.config import (Config, get_default_config)
from quark.onnx import ModelQuantizer

# 1. Set Model
# The input_model_path is the path to the floating point model to be quantized. The output_model_path is the path where the quantized model will be saved.
input_model_path = "/path/to/input/model"
output_model_path = "/path/to/output/model"

# 2. Set Calibration Dataset
# `dr` (Data Reader) is an instance of CalibrationDataReader. When dr is None, the quantizer will use random data for calibration. Please refer to user guide for how to set up the CalibrationDataReader.
dr = None

# 3. Set quantization configuration
quant_config = get_default_config("U8S8_AAWS")
config = Config(global_quant_config=quant_config)
quantizer = ModelQuantizer(config)

# 5. Quantize the ONNX model
quantizer.quantize_model(input_model_path, output_model_path, dr)








            

          

      

      

    

  

    
      
          
            
  
Tutorial: AdaRound and AdaQuant

In this tutorial, we will learn how to use AdaRound and AdaQuantin in
Quark for ONNX.


Introduction


AdaRound

AdaRound, short for “Adaptive Rounding,” is a post-training
quantization technique that aims to minimize the accuracy drop typically
associated with quantization. Unlike standard rounding methods, which
can be too rigid and cause significant deviations from the original
model’s behavior, Adaround uses an adaptive approach to determine the
optimal rounding of weights. Here is the
link [https://arxiv.org/abs/2004.10568] to the paper.



AdaQuant

AdaQuant, short for “Adaptive Quantization,” is an advanced
quantization technique designed to minimize the accuracy loss typically
associated with post-training quantization. Unlike traditional static
quantization methods, which apply uniform quantization across all layers
and weights, AdaQuant dynamically adapts the quantization parameters
based on the characteristics of the model and its data. Here is the
link [https://arxiv.org/abs/1712.01048] to the paper.


Benefits of Adaround and AdaQuant


	Improved Accuracy: By minimizing the quantization error, Adaround
helps preserve the model’s accuracy closer to its original state. By
dynamically adjusting quantization parameters, AdaQuant helps retain
a higher level of model accuracy compared to traditional quantization
methods.


	Flexibility: Adaround and AdaQuant can be applied to various
layers and types of neural networks, making it a versatile tool for
different quantization needs.


	Post-Training Application: Adaround does not require retraining
the model from scratch. It can be applied after the model has been
trained, making it a convenient choice for deploying pre-trained
models in resource-constrained environments.


	Efficiency: AdaQuant enables the deployment of high-performance
models in resource-constrained environments, such as mobile and edge
devices, without the need for extensive retraining.








Upgrades of AdaRound / AdaQuant in Quark for ONNX

Comparing with the original algorithm, AdaRound in Quark for ONNX is
modified and upgraded to be more flexible.


	Unified Framework: These two algorithms were integrated into a
unified framework named as “fast finetune”.


	Quantization Aware Finetuning: Only the weight and bias
(optional) will be updated, the scales and zero points are fixed,
which ensures that all the quantizing informations and the structure
of the quantized model keep unchanged after finetuning.


	Flexibility: AdaRound in Quark for ONNX is compatible with many
more graph patterns-matching.


	More Advanced Options


	Early Stop: If average loss of the current batch iterations
decreases comparing with the previous batch of iterations, the
training of the layer will stop early. It will accelerate the
finetuning process.


	Selective Update: If the end-to-end accuracy does not improve
after trained a certain layer, discard the finetuning result of
that layer.


	Adjust Learning Rate: Besides the overall learning rate, users
could set up a scheme to adjust learning rate layer wise. For
example, apply a larger learning rate on the layer that has a
bigger loss.










How to enable AdaRound / AdaQuant in Quark?

AdaRound and AdaQuant are provided as options of optimal algorithms for
fast finetune. Please refer to this
link
for more details about how to set the configuration to enable AdaRound
or AdaQuant.

Here is an simple example showing how to enable default AdaRound and
AdaQuant configuration.

from quark.onnx.quantization.config.config import Config, QuantizationConfig, get_default_config
# Config of default AdaRound
quant_config = get_default_config("S8S8_AAWS_ADAROUND")
config = Config(global_quant_config=quant_config)
# Config of default AdaQuant
quant_config = get_default_config("S8S8_AAWS_ADAQUANT")
config = Config(global_quant_config=quant_config)







Examples


AdaRound

An example of quantizing a mobilenetv2_050.lamb_in1k model using the
AadRound in ONNX for Quark is provided
examples/onnx/accuracy_improvement/adaround/README. The table below
shows the accuracy improved by applying AdaRound.



	
	Float Model

	Quantized Model
without ADAROUND

	Quantized Model
with ADAROUND





	Model
Size

	8.4 MB

	2.3 MB

	2.4 MB



	P
rec@1

	65.424 %

	1.708 %

	41.420 %



	P
rec@5

	85.788 %

	5.690 %

	64.802 %








AdaQuant

An example of quantizing a mobilenetv2_050.lamb_in1k model using the
AdaQuant in ONNX for Quark is provided
examples/onnx/accuracy_improvement/adaquant/README. The table below
shows the accuracy improved by applying AdaQuant.



	
	Float Model

	Quantized Model
without ADAQUANT

	Quantized Model
with ADAQUANT





	Model
Size

	8.4 MB

	2.3 MB

	2.4 MB



	P
rec@1

	65.424 %

	1.708 %

	52.322 %



	P
rec@5

	85.788 %

	5.690 %

	75.756 %
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Introduction

In this tutorial, we will learn how to use BFP16 (Block Floating Point 16)
quantization.


What is BFP16 Quantization?

BFP16 (Block Floating Point 16) quantization is a technique that
represents tensors using a block floating-point format, where multiple
numbers share a common exponent. This format can provide a balance
between dynamic range and precision while using fewer bits than standard
floating-point representations. BFP16 quantization aims to reduce the
computational complexity and memory footprint of neural networks,
making them more efficient for inference on various hardware platforms,
particularly those with limited resources.


Key Concepts


	Block Floating Point Format: In BFP16 quantization, data is grouped
into blocks, and each block shares a common exponent. This reduces the
storage requirements while preserving a sufficient dynamic range for most
neural network operations. It differs from standard floating-point
formats, which assign an individual exponent to each number.


	Dynamic Range and Precision: By using a shared exponent for each
block, BFP16 can achieve a balance between range and precision. It
allows for more flexible representation of values compared to
fixed-point formats and can adapt to the magnitude of the data within
each block.


	Reduced Computation Costs: BFP16 quantization reduces the number
of bits required to represent each tensor element, leading to lower
memory usage and faster computations. This is particularly useful for
deploying models on devices with limited hardware resources.


	Compatibility with Mixed Precision: BFP16 can be combined with
other quantization methods, such as mixed precision quantization,
to optimize neural network performance further. This compatibility
allows for flexible deployment strategies tailored to specific accuracy
and performance requirements.






Benefits of BFP16 Quantization


	Improved Efficiency: BFP16 quantization significantly reduces the
number of bits needed to represent tensor values, leading to reduced
memory bandwidth and faster computation times. This makes it ideal
for resource-constrained environments.


	Maintained Accuracy: By balancing dynamic range and precision,
BFP16 quantization minimizes the accuracy loss that can occur with
more aggressive quantization methods.


	Hardware Compatibility: BFP16 is well-supported by modern hardware
accelerators, making it a flexible and efficient choice for
large-scale neural network training and deployment.







How to enable BFP16 quantization in Quark for ONNX?

Here is a simple example of how to enable BFP16 quantization in Quark
for ONNX.

from quark.onnx import ModelQuantizer, VitisQuantType, VitisQuantFormat
from onnxruntime.quantization.calibrate import CalibrationMethod
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    calibrate_method=CalibrationMethod.MinMax,
    quant_format=quark.onnx.VitisQuantFormat.BFPFixNeuron,
    activation_type=quark.onnx.VitisQuantType.QBFP,
    weight_type=quark.onnx.VitisQuantType.QBFP,
)
config = Config(global_quant_config=quant_config)





Note : When inference with ONNX Runtime, we need to register the custom op’s so(Linux) or dll(Windows) file in the ORT session options.

import onnxruntime
from quark.onnx import get_library_path as vai_lib_path

# Also We can use the GPU configuration:
# device='cuda:0'
# providers = ['CUDAExecutionProvider']

device = 'cpu'
providers = ['CPUExecutionProvider']

sess_options = onnxruntime.SessionOptions()
sess_options.register_custom_ops_library(vai_lib_path(device))
session = onnxruntime.InferenceSession(onnx_model_path, sess_options, providers=providers)







How to further improve the accuracy of a BFP16 quantized model in Quark for ONNX?

If you want to further improve the effectiveness of BFP16 quantization after
applying it, you can use fast_finetune to enhance the quantization accuracy.
Please refer to this
link
for more details on how to enable BFP16 Quantization in the configuration of
Quark for ONNX. This is a simple example code.

from quark.onnx import ModelQuantizer, VitisQuantFormat, VitisQuantType
from onnxruntime.quantization.calibrate import CalibrationMethod
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    calibrate_method=CalibrationMethod.MinMax,
    quant_format=quark.onnx.VitisQuantFormat.BFPFixNeuron,
    activation_type=quark.onnx.VitisQuantType.QBFP,
    weight_type=quark.onnx.VitisQuantType.QBFP,
    include_fast_ft=True,
    extra_options={
        'FastFinetune': {
                           'DataSize': 100,
                           'FixedSeed': 1705472343,
                           'BatchSize': 5,
                           'NumIterations': 100,
                           'LearningRate': 0.000001,
                           'OptimAlgorithm': 'adaquant',
                           'OptimDevice': 'cpu',
                           'InferDevice': 'cpu',
                           'EarlyStop': True,
                        }
)
config = Config(global_quant_config=quant_config)





Note : You can install onnxruntime-gpu instead of onnxruntime to accelerate inference speed. The BFP QuantType only supports fast_finetune with AdaQuant, not AdaRound. Set ‘InferDevice’ to ‘cuda:0’ to use the GPU for inference. Additionally, set ‘OptimDevice’ to ‘cuda:0’ to accelerate fast_finetune training with the GPU.



Examples

Here is an example of quantizing a densenet121.ra_in1k model using the BFP16
quantization provided in Quark for ONNX in
examples/onnx/accuracy_improvement/BFP/README.



License

Copyright (C) 2024, Advanced Micro Devices, Inc. All rights reserved.
SPDX-License-Identifier: MIT





            

          

      

      

    

  

    
      
          
            
  
Tutorial: Mixed Precision



Introduction

In this tutorial, we will learn how to use Mixed Precision in Quark.


What is Mixed Precision Quantization?

Mixed precision quantization involves using different precision levels
for different parts of a neural network, such as using 8-bit integers
for some layers while retaining higher precision (e.g., 16-bit or 32-bit
floating point) for others. This approach leverages the fact that not
all parts of a model are equally sensitive to quantization. By carefully
selecting which parts of the model can tolerate lower precision, mixed
precision quantization achieves significant computational savings while
minimizing the impact on model accuracy.


Key Concepts


	Layer-wise Precision Assignment: Different layers of a neural
network can have varying levels of sensitivity to quantization. Mixed
precision quantization assigns precision levels to layers based on
their sensitivity, optimizing both performance and accuracy.


	Loss Sensitivity Analysis: A crucial step in mixed precision
quantization is determining how sensitive each layer is to precision
reduction. This can be done through techniques like sensitivity
analysis, which measures the impact of quantization on the loss
function.


	Hybrid Precision Representation: By combining multiple precision
formats (e.g., FP32, FP16, INT8) within a single model, mixed
precision quantization maximizes computational efficiency while
maintaining high accuracy where it is most needed.


	Auto Mixed Precision: Quark for ONNX supports the auto mixed
precision that automatically determine the precision levels for each
node based on the acceptable accuracy loss defined by user.






Benefits of Mixed Precision Quantization


	Enhanced Efficiency: By using lower precision where possible,
mixed precision quantization significantly reduces computational load
and memory usage, leading to faster inference times and lower power
consumption.


	Maintained Accuracy: By selectively applying higher precision to
sensitive parts of the model, mixed precision quantization minimizes
the accuracy loss that typically accompanies uniform quantization.


	Flexibility: Mixed precision quantization is adaptable to various
types of neural networks and can be tailored to specific hardware
capabilities, making it suitable for a wide range of applications.







How to enable Mixed Precision in Quark for ONNX?

Please refer to this
link
for more details about how to enable Mixed Precision in configuration of
Quark for ONNX.


Layer Wise Mixed Precision

Here is a simple example of how to enable layer wise mixed precision in
Quark for ONNX.

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig
from typing import Dict

quant_config = QuantizationConfig(
    calibrate_method=quark.onnx.PowerOfTwoMethod.NonOverflow,
    quant_format=quark.onnx.VitisQuantFormat.QDQ,
    activation_type=quark.onnx.VitisQuantType.QInt16,
    weight_type=quark.onnx.QuantType.QInt8,
    specific_tensor_precision=True,
    # MixedPrecisionTensor is a dictionary in which the key is data type like int8/int16,
    # and the value is a list of the names of tensors to be quantized to that data type.
    extra_options={"MixedPrecisionTensor":{data_type_0:['tensor_0', 'tensor_1', 'tensor_2'],
                                           data_type_1:['tensor_0', 'tensor_1', 'tensor_2']}}
)
config = Config(global_quant_config=quant_config)







Auto Mixed Precision

Quark for ONNX supports Auto Mixed Precision, which will follow the steps below.


	Quantize the model in wide quantization bits, like 16-bits activation and 8-bits weight. Then run evaluation and get the baseline accuracy.


	Layers in the model will be sorted ascendingly by the loss sensitivity.


	Define the quantization target. There are two ways for user to set the accuracy target of Auto Mixed Precision.


	Provide the Top1AccTarget and EvaluateFunction.


	Top1AccTarget: The Top1 accuracy loss will be no larger than the Top1AccTarget.


	EvaluateFunction: The user defined function to calculating the Top1 accuracy of this model.






	Provide target of L2 distance L2Target.


	L2Target: The L2 output of the quantized model will be no larger than this target.










	Switch to the narrow quantization bits (like 8-bits) on each layer in the ascendingly order of loss sensitivity, until the user-defined accuracy target is about to be broken.




Here is a simple example of how to enable auto mixed precision in Quark
for ONNX.

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    calibrate_method=quark.onnx.CalibrationMethod.Percentile,
    quant_format=quark.onnx.VitisQuantFormat.QDQ,
    activation_type=quark.onnx.VitisQuantType.QInt16,
    weight_type=QuantType.QInt8,
    include_auto_mp=True,
    extra_options={
        'AutoMixprecision': {
            'ActTargetQuantType':QuantType.QInt8,
            'WeightTargetQuantType'::QuantType.QInt8,
            'OutputIndex': 0,
            'Top1AccTarget': 0.1,
            'EvaluateFunction': top1_acc,
        },
    },
)
config = Config(global_quant_config=quant_config)








Examples

Here is an example of quantizing a densenet121.ra_in1k model using the
mixed precision provided in Quark for ONNX in
examples/onnx/accuracy_improvement/mixed_precision/README.





            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Accuracy Improvement


1. Improving accuracy for quantized models

quark.onnx provides several techniques to improve the accuracy for
quantized model after PTQ.


1.1 Quantizing Using CrossLayerEqualization(CLE)

CrossLayerEqualization (CLE) can equalize the weights of consecutive
convolution layers, making the model weights easier to perform
per-tensor quantization. Experiments show that using CLE technique can
improve the PTQ accuracy of some models, especially for models with
depthwise_conv layers, such as Mobilenet. Here is an example showing how
to enable CLE using quark.onnx.

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    quant_format=QuantFormat.QDQ,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    activation_type=QuantType.QUInt8,
    weight_type=QuantType.QInt8,
    enable_npu_cnn=True,
    include_cle=True,
    extra_options={
        'ActivationSymmetric':True,
        'ReplaceClip6Relu':True,
        'CLESteps':1,
        'CLEScaleAppendBias':True,
        },
)
config = Config(global_quant_config=quant_config)

quantizer = ModelQuantizer(config)
quantizer.quantize_model(input_model_path, output_model_path, calibration_data_reader=None)





Arguments


	include_cle: (Boolean) This parameter is a flag that determines
whether to optimize the models using CrossLayerEqualization; it can
improve the accuracy of some models. The default is False.


	extra_options: (Dictionary or None) Contains key-value pairs for
various options in different cases. Options related to CLE are:


	ReplaceClip6Relu: (Boolean) If True, Replace Clip(0,6) with Relu
in the model. The default value is False.


	CLESteps: (Int) Specifies the steps for CrossLayerEqualization
execution when include_cle is set to true, The default is 1, When
set to -1, an adaptive CrossLayerEqualization steps will be
conducted. The default value is 1.


	CLEScaleAppendBias: (Boolean) Whether the bias be included when
calculating the scale of the weights, The default value is True.










1.2 Quantizing Using Mix Precision

Mix precision improved the quantized model’s accuracy by quantizing some
nodes with higher precision, though it leads to a loss in performance.
The mix-precision options: A16W16_A8W16, A16W16_A16W8, A16W16_A8W8,
A16W8_A8W8, A8W16_A8W8. For example, if A8W8 quantized model’s accuracy
could not reach your target, you can use the quantization configuration
to mix A16W8 and A8W8 as follows:

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig
import torch

def get_acc_top1(preds, labels):
    assert len(preds) == len(labels)
    assert len(preds) > 0
    count = 0
    for i in range(len(preds)):
        pred = preds[i]
        label = labels[i]
        if pred == label:
            count += 1
    return count / len(preds)

def top1_acc(outputs):
    _, preds = torch.max(outputs, 1)
    labels = ['label1', 'label2', 'label3', ...] # label is a list.
    top1_acc_result = get_acc_top1(preds, labels)
    return top1_acc_result

quant_config = QuantizationConfig(
    calibrate_method=quark.onnx.CalibrationMethod.Percentile,
    quant_format=quark.onnx.VitisQuantFormat.QDQ,
    activation_type=quark.onnx.VitisQuantType.QInt16,
    weight_type=QuantType.QInt8,
    include_auto_mp=True,
    extra_options={
        'ActivationSymmetric':False,
        'WeightsSymmetric':True,
        'Int32Bias': False,
        'AutoMixprecision': {
            'ActTargetQuantType':QuantType.QInt8,
            'WeightTargetQuantType'::QuantType.QInt8,
            'OutputIndex': 0,
            'Top1AccTarget': 0.1,
            'EvaluateFunction': top1_acc,
        },
    },
)
config = Config(global_quant_config=quant_config)

quantizer = ModelQuantizer(config)
quantizer.quantize_model(input_model_path, output_model_path, calibration_data_reader=None)





Arguments


	quant_format: (Class) This parameter should be set to
quark.onnx.VitisQuantFormat.QDQ if you use the mix-precision feature.
No default value; user needs to specify.


	activation_type: (Class) The quant type corresponding to
activation in mixed precision has higher or equal precision. No
default value; user needs to specify.


	weight_type: (Class) The quant type corresponding to weight in
mixed precision has higher or equal precision. No default value; user
needs to specify.


	include_auto_mp: (Boolean) This parameter is a flag that
determines whether to optimize the models using mix precision; Set to
True to do mix precision (default is False).


	extra_options: (Dictionary or None) Contains key-value pairs for
various options in different cases. Mix precision related options are
packaged within extra_options as a member whose key is
“AutoMixprecision” and values are:


	ActTargetQuantType: (Class) The quant type corresponding to
activation in mixed precision has lower or equal precision. No
default value; user needs to specify.


	WeightTargetQuantType: (Class) The quant type corresponding to
weight in mixed precision has lower or equal precision. No default
value; user needs to specify.


	OutputIndex: (Integer) The index of output to caculate loss
betweenf float model and quantized model. The default value is 0.


	Top1AccTarget: (Float) Top1 accuracy loss that user could accept
between float model and quantized model. No default value; user
needs to specify.


	EvaluateFunction: (Function) The function to caculate accuracy for
the model. Input of the function is model outputs(Tensor), output
of the function is top1 accuracy(Float). No default function; user
needs to provide.










1.3 Quantizing Using Fast Finetune

Fast finetune improves the quantized model’s accuracy by training the
output of each layer as close as possible to the floating-point model.
It includes two practical algorithms “AdaRound” and “AdaQuant”. Applying
fast finetune may get better accuracy for some models but will take much
longer time than normal PTQ. It is disabled by default to save
quantization time but can be turned on if you see accuracy issues. Note
that once enabled this feature, the quark.onnx will require PyTorch
package.

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    quant_format=QuantFormat.QDQ,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    activation_type=QuantType.QUInt8,
    weight_type=QuantType.QInt8,
    enable_npu_cnn=True,
    include_fast_ft=True,
    extra_options={
        'ActivationSymmetric':True,
        'FastFinetune': {
            'OptimAlgorithm':'adaround',
            'OptimDevice':'cpu',
            'BatchSize':1,
            'NumIterations':1000,
            'LearningRate':0.1,
        },
    },
)
config = Config(global_quant_config=quant_config)

quantizer = ModelQuantizer(config)
quantizer.quantize_model(input_model_path, output_model_path, calibration_data_reader=None)





Arguments


	include_fast_ft: (Boolean) This parameter is a flag that
determines whether to optimize the models using Fast Finetune; Set to
True to do fast finetune (default is False).


	extra_options: (Dictionary or None) Contains key-value pairs for
various options in different cases. Fast finetune related options are
packaged within extra_options as a member whose key is “FastFinetune”
and values are:


	OptimAlgorithm: (String) The specified algorithm for fast
finetune. Optional values are “adaround” and “adaquant”, the
former adjusts the weight’s rounding function, which is relatively
stable and might converge faster, while the latter trains the
weight directly, so might have a greater improvement. The default
value is “adaround”.


	OptimDevice: (String) The compute device for fast finetune.
Optional values are “cpu”, “hip:0” and “cuda:0”. The default value
is “cpu”.


	BatchSize: (Int) Batch size for finetuning. The larger batch size,
the better accuracy but the longer training time. The default
value is 1.


	NumIterations: (Int) The Iterations for finetuning. The more
iterations, the better accuracy but the longer training time. The
default value is 1000.


	LearningRate: (Float) Learning rate for finetuning. It has a
significant impact on the improvement of fast finetune, you need
to try some learning rates to get a better result for your model.
The default value is 0.1.










1.4 Quantizing Using SmoothQuant(SQ)

SmoothQuant(SQ) is another technique used to improve PTQ accuracy. It
smoothes the outliers of the activation so that it loses as little
precision as possible during quantization. Experiments show that using
SQ technique can improve the PTQ accuracy of some models, especially for
models with a large number of outliers in the activation. Here is an
example showing how to enable SQ using quark.onnx.

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    quant_format=QuantFormat.QDQ,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    activation_type=QuantType.QUInt8,
    weight_type=QuantType.QInt8,
    enable_npu_cnn=True,
    include_sq=True,
    extra_options={
        'ActivationSymmetric':True,
        'SmoothAlpha':0.5,
        },
)
config = Config(global_quant_config=quant_config)

quantizer = ModelQuantizer(config)
quantizer.quantize_model(input_model_path, output_model_path, calibration_data_reader=None)





Arguments


	include_sq: (Boolean) This parameter is a flag that determines
whether to optimize the models using SmoothQuant; it can improve the
accuracy of some models. The default is False.


	extra_options: (Dictionary or None) Contains key-value pairs for
various options in different cases. Options related to SQ are:


	SmoothAlpha: (Float) This parameter control how much difficulty we
want to migrate from activation to weights, The default value is
0.5.













            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Configuration Description


Configurations

Configuration of quantization in Quark for ONNX is set by python
dataclass because it is rigorous and can help users avoid typos. We
provide a class Config in quark.onnx.quantization.config.config
for configuration, as demonstrated in the example above. In Config,
users should set certain instances (all instances are optional except
global_quant_CONFIG:):


	global_quant_CONFIG:(QuantizationConfig): Global quantization
configuration applied to the entire model.




The Config should be like:

from quark.onnx.quantization.config.config import Config, get_default_config
config = Config(global_quant_config=...)





We defined some default global configrations, including
XINT8 and U8S8_AAWS, which can be
used like this:


More Quantization Default Configurations

Quark for ONNX provides user with the default configurations to quickly start model quantization.


	INT8_CNN_DEFAULT: Perform 8-bits, optimized for CNN quantization.


	INT16_CNN_DEFAULT: Perform 16-bits, optimized for CNN quantization.


	INT8_TRANSFORMER_DEFAULT: Perform 8-bits, optimized for transformer quantization.


	INT16_TRANSFORMER_DEFAULT: Perform 16-bits, optimized for transformer quantization.


	INT8_CNN_ACCURATE: Perform 8-bits, optimized for CNN quantization.
Some adavnced algorithms are applied to achieve higher accuracy, but will consume more time and memory space.


	INT16_CNN_ACCURATE: Perform 16-bits, optimized for CNN quantization.
Some adavnced algorithms are applied to achieve higher accuracy, but will consume more time and memory space.


	INT8_TRANSFORMER_ACCURATE: Perform 8-bits, optimized for transformer quantization.
Some adavnced algorithms are applied to achieve higher accuracy, but will consume more time and memory space.


	INT16_TRANSFORMER_ACCURATE: Perform 16-bits, optimized for transformer quantization.
Some adavnced algorithms are applied to achieve higher accuracy, but will consume more time and memory space.




Quark for ONNX also provide more advanced default configurations to help users to quantize models with more options.


	UINT8_DYNAMIC_QUANT: Perform dynamic activation, uint8 weight
quantization.


	XINT8: Perform uint8 activation, int8 weight, optimized for NPU
quantization.


	XINT8_ADAROUND: Perform uint8 activation, int8
weight, optimized for NPU quantization. The adaround fast finetune
will be applied to perserve quantized accuracy.


	XINT8_ADAQUANT: Perform uint8 activation, int8
weight, optimized for NPU quantization. The adaquant fast finetune
will be applied to perserve quantized accuracy.


	S8S8_AAWS: Perform int8 asymmetric activation,
int8 symmetric weight quantization.


	S8S8_AAWS_ADAROUND: Perform int8 asymmetric
activation, int8 symmetric weight quantization. The adaround fast
finetune will be applied to perserve quantized accuracy.


	S8S8_AAWS_ADAQUANT: Perform int8 asymmetric
activation, int8 symmetric weight quantization. The adaquant fast
finetune will be applied to perserve quantized accuracy.


	U8S8_AAWS: Perform uint8 asymmetric activation,
int8 symmetric weight quantization.


	U8S8_AAWS_ADAROUND:
Perform uint8 asymmetric activation, int8 symmetric weight
quantization. The adaround fast finetune will be applied to perserve
quantized accuracy.


	U8S8_AAWS_ADAQUANT:
Perform uint8 asymmetric activation, int8 symmetric weight
quantization. The adaquant fast finetune will be applied to perserve
quantized accuracy.


	S16S8_ASWS:
Perform int16 symmetric activation, int8 symmetric weight
quantization.


	S16S8_ASWS_ADAROUND:
Perform int16 symmetric activation, int8 symmetric weight
quantization. The adaround fast finetune will be applied to perserve
quantized accuracy.


	S16S8_ASWS_ADAQUANT:
Perform int16 symmetric activation, int8 symmetric weight
quantization. The adaquant fast finetune will be applied to perserve
quantized accuracy.


	U16S8_AAWS:
Perform uint16 asymmetric activation, int8 symmetric weight
quantization.


	U16S8_AAWS_ADAROUND:
Perform uint16 asymmetric activation, int8 symmetric weight
quantization. The adaround fast finetune will be applied to perserve
quantized accuracy.


	U16S8_AAWS_ADAQUANT:
Perform uint16 asymmetric activation, int8 symmetric weight
quantization. The adaquant fast finetune will be applied to perserve
quantized accuracy.


	BF16:
Perform bfloat16 activation, bfloat16 weight quantization.


	BFP16:
Perform BFP16 activation, BFP16 weight quantization.


	S16S16_MIXED_S8S8:
Perform int16 activation, int16 weight mix-percision quantization.






Customized Configurations

Besides the default configurations in Quark ONNX, user can also
customize the quantization configuration like the example below. Please
refer to Full List of Quantization Config Features for more details.

from quark.onnx import ModelQuantizer, PowerOfTwoMethod, QuantType
from quark.onnx.quantization.config.config import Config, QuantizationConfig

quant_config = QuantizationConfig(
    quant_format=quark.onnx.QuantFormat.QDQ,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    input_nodes=[],
    output_nodes=[],
    op_types_to_quantize=[],
    random_data_reader_input_shape=[],
    per_channel=False,
    reduce_range=False,
    activation_type=quark.onnx.QuantType.QInt8,
    weight_type=quark.onnx.QuantType.QInt8,
    nodes_to_quantize=[],
    nodes_to_exclude=[],
    optimize_model=True,
    use_dynamic_quant=False,
    use_external_data_format=False,
    execution_providers=['CPUExecutionProvider'],
    enable_npu_cnn=False,
    enable_npu_transformer=False,
    convert_fp16_to_fp32=False,
    convert_nchw_to_nhwc=False,
    include_cle=False,
    include_sq=False,
    extra_options={},)
config = Config(global_quant_config=quant_config)

quantizer = ModelQuantizer(config)
quantizer.quantize_model(input_model_path, output_model_path, calibration_data_reader=None)










            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Adding Calibration Datasets


Class DataReader to Quark quantizer

Quark for ONNX utilizes [ONNXRuntime Quantization Dataloader] for
normalization during quantization calibration. The code below is an
example showing how to define the class of calibration data loader.

import onnxruntime
from onnxruntime.quantization.calibrate import CalibrationDataReader

class ImageDataReader(CalibrationDataReader):

    def __init__(self, calibration_image_folder: str, input_name: str,
     input_height: int, input_width: int):
        self.enum_data = None

        self.input_name = input_name

        self.data_list = self._preprocess_images(
                calibration_image_folder, input_height, input_width)

    # The pre-processing of calibration images should be defined by users.
    # Recommended batch_size is 1.
    def _preprocess_images(self, image_folder: str, input_height: int, input_width: int, batch_size: int = 1):
        data_list = []
        '''
        The pre-processing for each image
        '''
        return data_list

    def get_next(self):
        if self.enum_data is None:
            self.enum_data = iter([{self.input_name: data} for data in self.data_list])
        return next(self.enum_data, None)

    def rewind(self):
        self.enum_data = None

input_model_path = "path/to/your/resnet50.onnx"
output_model_path = "path/to/your/resnet50_quantized.onnx"
calibration_image_folder = "path/to/your/images"

input_name = 'input_tensor_name'
input_shape = (1, 3, 224, 224)
calib_datareader = ImageDataReader(calibration_image_folder, input_name,
 input_shape[2], input_shape[3])







Calibration Data Path to Quark quantizer

Quark for ONNX supports specifying the path to calibration datasets, making it easy to load them for quantization.
Currently, this feature only supports data in .npy format. Note that no preprocessing will be applied to the calibration datasets after loading.  Please ensure that the calibration data is stored in the following format:


For Single-Input Models:

Place the calibration data files in a directory as follows:

calib_data/
  calib1.npy
  calib2.npy
  calib3.npy
  calib4.npy
  calib5.npy
  ...







For Multi-Input Models:

Organize the calibration data in subdirectories named after the input models:

calib_data/
  model_input1_name/
    calib1.npy
    calib2.npy
    calib3.npy
    calib4.npy
    calib5.npy
    ...
  model_input2_name/
    calib1.npy
    calib2.npy
    calib3.npy
    calib4.npy
    calib5.npy
    ...
  ...







Example Code:

import onnxruntime
from quark.onnx import ModelQuantizer
from quark.onnx.quantization.config.config import (Config, get_default_config)

input_model_path = "path/to/your/resnet50.onnx"
output_model_path = "path/to/your/resnet50_quantized.onnx"
calib_data_path= "path/to/your/calib/data/folder"

quant_config = get_default_config("U8S8_AAWS")
config = Config(global_quant_config=quant_config)

quantizer = ModelQuantizer(config)
quantizer.quantize_model(input_model_path, output_model_path, calibration_data_reader=None, calibration_data_path=calib_data_path)










            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Feature Description


Quantization Configuration Key Features

Quark for ONNX provides the key features as below:



	Feature Name

	Feature Value





	Activation/Weight
Type

	Int8 / Uint8/ Int16 / Uint16 / Int32 / Uint32 /
Float16 [https://en.wikipedia.org/wiki/Half-precision_floating-point_format]
/
Bfloat16 [https://en.wikipedia.org/wiki/Bfloat16_floating-point_format]



	Quant Strategy

	Static quant / Weight only / Dynamic quant



	Quant Scheme

	Per tensor / Per channel



	Quant Format

	QuantFormatQDQ / VitisQuantFormat.QDQ /
QuantFormat.QOperator



	Calibration method

	MinMax / Percentile / MinMSE / Entropy /
NonOverflow



	Symmetric

	Symmetric / Asymmetric



	Scale Type

	Float32 / Float16



	Pre-Quant
Optimization

	SmoothQuant (Single_GPU/CPU) / CLE / Bias
Correction



	Quant Algorithm

	AdaQuant / AdaRound



	Operating Systems

	Linux(ROCm/CUDA) / Windows(CPU)






We present detailed explanations of these features:


Quant Strategy

Quark for ONNX offers three distinct quantization strategies tailored to
meet the requirements of various HW backends:


	Post Training Weight-Only Quantization: The weights are quantized
ahead of time but the activations are not quantized(using original
float data type) during inference.


	Post Training Static Quantization: Post Training Static
Quantization quantizes both the weights and activations in the model.
To achieve the best results, this process necessitates calibration
with a dataset that accurately represents the actual data, which
allows for precise determination of the optimal quantization
parameters for activations.


	
	Post Training Dynamic Quantization: Dynamic Quantization quantizes
	the weights ahead of time, while the activations are quantized
dynamically at runtime. This method allows for a more flexible
approach, especially when the activation distribution is not
well-known or varies significantly during inference.









The strategies share the same user API. Users simply need to set the
strategy through the quantization configuration, as demonstrated in the
example above. More details about setting quantization configuration are
in the chapter “Configuring Quark for ONNX”



The Quant Schemes

Quark for ONNX is capable of handling per tensor and per channel
quantization, supporting both symmetric and asymmetric methods.


	Per Tensor Quantization means that quantize the tensor with one
scalar. The scaling factor is a scalar.


	Per Channel Quantization means that for each dimension, typically
the channel dimension of a tensor, the values in the tensor are
quantized with different quantization parameters. The scaling factor
is a 1-D tensor, with the length of the quantization axis. For the
input tensor with shape (D0, ..., Di, ..., Dn) and ch_axis=i,
The scaling factor is a 1-D tensor of length Di.






The Symmetric/Asymmetric Quantization

Symmetric/Asymmetric quantization is primarily used to describe the
quantization of integers. Symmetric quantization involves scaling
the data by a fixed scaling factor, and zero-point is generally set at
zero. Asymmetric quantization uses a scaling factor and a zero-point
that can shift, allowing the zero of the quantized data to represent a
value other than zero.



The Calibration Methods

Quark for PyTorch supports these types of calibration methods:


	MinMax Calibration method: The MinMax calibration method for
computing the quantization parameters based on the running min and
max values. This method uses the tensor min/max statistics to compute
the quantization parameters. The module records the running minimum
and maximum of incoming tensors and uses this statistic to compute
the quantization parameters.


	Percentile Calibration method: The Percentile calibration
method, often used in robust scaling, involves scaling features based
on percentile information from a static histogram, rather than using
the absolute minimum and maximum values. This method is particularly
useful for managing outliers in data.


	MSE Calibration method: The MSE (Mean Squared Error)
calibration method refers to a method where calibration is performed
by minimizing the mean squared error between the predicted outputs
and the actual outputs. This method is typically used in regression
contexts where the goal is to adjust model parameters or data
transformations to reduce the average squared difference between
estimated values and the true values. MSE calibration helps in
refining model accuracy by fine-tuning predictions to be as close as
possible to the real data points.


	Entropy Calibration Method: The Entropy calibration method refers
to a method determines he quantization parameters by considering the
entropy algorithm of each tensor’s distribution.


	NonOverflow Calibration Method: The NonOverflow calibration
method gets the power-of-two quantization parameters for each tensor
to make sure min/max values not overflow.






Pre-Quant Optimization

Quark for ONNX supports SmoothQuant, CLE(Cross Layer
Equalization) and Bias Correction as the pre-quant optimization.



Quant Algorithm

Quark for ONNX supports AdaQuant and AdaRound as the quant
algorithms.






            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Optional Utilities


1. Exporting PyTorch Models to ONNX

Please skip this step if you already have the onnx format model.

For PyTorch models, it is recommended to use the TorchScript-based onnx
exporter for exporting ONNX models. Please refer to the PyTorch
documentation for
guidance [https://pytorch.org/docs/stable/onnx_torchscript.html#torchscript-based-onnx-exporter].

Tips: 1. Before exporting, please perform the model.eval(). 2. Models
with opset 17 are recommended. 3. For NPU_CNN platforms, dynamic input
shapes are currently not supported and only a batch size of 1 is
allowed. Please ensure that the shape of input is a fixed value, and the
batch dimension is set to 1.

Example code:

torch.onnx.export(
    model,
    input,
    model_output_path,
    opset_version=17,
    input_names=['input'],
    output_names=['output'],
)






	Opset Versions: Models with opset 17 are recommended. Models must
be opset 10 or higher to be quantized. Models with opset lower than
10 should be reconverted to ONNX from their original framework using
a later opset. Alternatively, you can refer to the usage of the
version converter for ONNX Version
Converter [https://github.com/onnx/onnx/blob/main/docs/VersionConverter.html].
Opset 10 does not support some node fusions and may not get the best
performance. We recommend to update the model to opset 17 for better
performance. Moreover, per channel quantization is supported for
opset 13 or higher versions.


	Large Models > 2GB: Due to the 2GB file size limit of Protobuf,
for ONNX models exceeding 2GB, additional data will be stored
separately. Please ensure that the .onnx file and the data file are
placed in the same directory. Also, please set the
use_external_data_format parameter to True for large models when
quantizing.






2. Pre-processing on the Float Model

Pre-processing is to transform a float model to prepare it for
quantization. It consists of the following three optional steps:


	Symbolic shape inference: This is best suited for transformer models.


	Model Optimization: This step uses ONNX Runtime native library to
rewrite the computation graph, including merging computation nodes,
and eliminating redundancies to improve runtime efficiency.


	ONNX shape inference.




The goal of these steps is to improve quantization quality. ONNX Runtime
quantization tool works best when the tensor’s shape is known. Both
symbolic shape inference and ONNX shape inference help figure out tensor
shapes. Symbolic shape inference works best with transformer-based
models, and ONNX shape inference works with other models.

Model optimization performs certain operator fusion that makes the
quantization tool’s job easier. For instance, a Convolution operator
followed by BatchNormalization can be fused into one during the
optimization, which can be quantized very efficiently.

Unfortunately, a known issue in ONNX Runtime is that model optimization
can not output a model size greater than 2GB. So for large models,
optimization must be skipped.

Pre-processing API is in the Python module
onnxruntime.quantization.shape_inference, function quant_pre_process().

from onnxruntime.quantization import shape_inference

shape_inference.quant_pre_process(
     input_model_path: str,
    output_model_path: str,
    skip_optimization: bool = False,
    skip_onnx_shape: bool = False,
    skip_symbolic_shape: bool = False,
    auto_merge: bool = False,
    int_max: int = 2**31 - 1,
    guess_output_rank: bool = False,
    verbose: int = 0,
    save_as_external_data: bool = False,
    all_tensors_to_one_file: bool = False,
    external_data_location: str = "./",
    external_data_size_threshold: int = 1024,)





Arguments


	input_model_path: (String) This parameter specifies the file path
of the input model that is to be pre-processed for quantization.


	output_model_path: (String) This parameter specifies the file
path where the pre-processed model will be saved.


	skip_optimization: (Boolean) This flag indicates whether to skip
the model optimization step. If set to True, model optimization will
be skipped, which may cause ONNX shape inference failure for some
models. The default value is False.


	skip_onnx_shape: (Boolean) This flag indicates whether to skip
the ONNX shape inference step. The symbolic shape inference is most
effective with transformer-based models. Skipping all shape
inferences may reduce the effectiveness of quantization, as a tensor
with an unknown shape cannot be quantized. The default value is
False.


	skip_symbolic_shape: (Boolean) This flag indicates whether to
skip the symbolic shape inference step. Symbolic shape inference is
most effective with transformer-based models. Skipping all shape
inferences may reduce the effectiveness of quantization, as a tensor
with an unknown shape cannot be quantized. The default value is
False.


	auto_merge: (Boolean) This flag determines whether to
automatically merge symbolic dimensions when a conflict occurs during
symbolic shape inference. The default value is False.


	int_max: (Integer) This parameter specifies the maximum integer
value that is to be considered as boundless for operations like slice
during symbolic shape inference. The default value is 2**31 - 1.


	guess_output_rank: (Boolean) This flag indicates whether to guess
the output rank to be the same as input 0 for unknown operations. The
default value is False.


	verbose: (Integer) This parameter controls the level of detailed
information logged during inference. A value of 0 turns off logging,
1 logs warnings, and 3 logs detailed information. The default value
is 0.


	save_as_external_data: (Boolean) This flag determines whether to
save the ONNX model to external data. The default value is False.


	all_tensors_to_one_file: (Boolean) This flag indicates whether to
save all the external data to one file. The default value is False.


	external_data_location: (String) This parameter specifies the
file location where the external file is saved. The default value is
“./”.


	external_data_size_threshold: (Integer) This parameter specifies
the size threshold for external data. The default value is 1024.






3. Evaluating the Quantized Model

If you have scripts to evaluate float models, you can replace the float model file with the quantized model
for evaluation.

Note that if BFP/BF16/FP16/int32 data types are used in the quantized
model, it is necessary to register the custom operations library to
onnxruntime inference session before evaluation. For example:

import onnxruntime as ort

so = ort.SessionOptions()
so.register_custom_ops_library(quark.onnx.get_library_path())
sess = ort.InferenceSession(quantized_model, so)







4. Dumping the Simulation Results

Sometimes after deploying the quantized model, it is necessary to
compare the simulation results on the CPU/GPU and the output values on
the DPU. You can use the dump_model API of Quark ONNX to dump the
simulation results with the quantized_model. Currently, only models
containing FixNeuron nodes support this feature. For models using
QuantFormat.QDQ, you can set ‘dump_float’ to True to save float data for
all nodes’ results.

# This function dumps the simulation results of the quantized model,
# including weights and activation results.
quark.onnx.dump_model(
    model,
    dump_data_reader=None,
    random_data_reader_input_shape=[],
    dump_float=False,
    output_dir='./dump_results',)





Arguments


	model: (String) This parameter specifies the file path of the
quantized model whose simulation results are to be dumped.


	dump_data_reader: (CalibrationDataReader or None) This parameter
is a data reader that is used for the dumping process. The first
batch will be taken as input. If you wish to use random data for a
quick test, you can set dump_data_reader to None. The default value
is None.


	random_data_reader_input_shape: (List or Tuple of Int) If dynamic
axes of inputs require specific value, users should provide its
shapes when using internal random data reader (That is, set
dump_data_reader to None). The basic format of shape for single input
is list (Int) or tuple (Int) and all dimensions should have concrete
values (batch dimensions can be set to 1). For example,
random_data_reader_input_shape=[1, 3, 224, 224] or
random_data_reader_input_shape=(1, 3, 224, 224) for single input. If
the model has multiple inputs, it can be fed in list (shape) format,
where the list order is the same as the onnxruntime got inputs. For
example, random_data_reader_input_shape=[[1, 1, 224, 224], [1, 2,
224, 224]] for 2 inputs. Moreover, it is possible to use dict {name :
shape} to specify a certain input, for example,
random_data_reader_input_shape={“image” : [1, 3, 224, 224]} for the
input named “image”. The default value is [].


	dump_float: (Boolean) This flag determines whether to dump the
floating-point value of nodes’ results. If set to True, the float
values will be dumped. Note that this may require a lot of storage
space. The default value is False.


	output_dir: (String) This parameter specifies the directory where
the dumped simulation results will be saved. After successful
execution of the function, dump results are generated in this
specified directory. The default value is ‘./dump_results’.




Note: The batch_size of the dump_data_reader will be better to set to 1
for DPU debugging.

Dump results of each FixNeuron node (including weights and activation)
are generated in output_dir after the command has been successfully
executed.

For each quantized node, results are saved in .bin and .txt formats
(* represents the output name of the node). If “dump_float” is set to
True, output of all nodes are saved in *_float.bin and *_float.txt (*
represents the output name of the node), please note that this may
require a lot of storage space.

Examples of dumping results are shown in the following table. Due to
considerations for the storage path, the ‘/’ in the node name will be
replaced with ‘_’.

Table 2. Example of Dumping Results



	Quantized

	Node Name

	Saved Weights or
Activations





	Yes

	/conv1/Conv_out
put_0_DequantizeLinear

	{ou
tput_dir}/dump_res
ults/_conv1_Conv_
output_0_Dequantiz
eLinear_Output.bin
{ou
tput_dir}/dump_res
ults/_conv1_Conv_
output_0_Dequantiz
eLinear_Output.txt



	Yes

	onnx::Con
v_501_DequantizeLinear

	{output_dir}/d
ump_results/onnx::
Conv_501_Dequantiz
eLinear_Output.bin
{output_dir}/d
ump_results/onnx::
Conv_501_Dequantiz
eLinear_Output.txt



	No

	/avg
pool/GlobalAveragePool

	{output_dir}/dump_
results/_avgpool_
GlobalAveragePool_
output_0_float.bin
{output_dir}/dump_
results/_avgpool_
GlobalAveragePool_
output_0_float.txt










            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Supported DataType and OpType


Supported Datatype


Summary Table



	Supported Datatype





	Int8 / Uint8



	Int16 / Uint16



	Int32 / Uint32



	Float16



	BFloat16



	BFP16






Note: When installing on Windows, Visual Studio is required. The minimum version of Visual Studio is Visual Studio 2022. During the compilation process,There are two ways to use it:


	Use the Developer Command Prompt for Visual Studio, When installing Visual Studio, ensure that Developer Command Prompt for Visual Studio is installed as well. Execute programs in the CMD window of Developer Command Prompt for Visual Studio.


	Manually Add Paths to Environment Variables, Visual Studio’s cl.exe, MSBuild.exe and link.exe will be used. Please ensure that the paths are added to the PATH environment variable. Those programs are located in the Visual Studio installation directory. In the Edit Environment Variables window, click New, then paste the path to the folder containing cl.exe, link.exe and MSBuild.exe. Click OK on all the windows to apply the changes.






1. Quantizing to Other Precisions

In addition to the INT8/UINT8, the quark.onnx supports quantizing models
to other data formats, including INT16/UINT16, INT32/UINT32, Float16 and
BFloat16, which can provide better accuracy or be used for experimental
purposes. These new data formats are achieved by a customized version of
QuantizeLinear and DequantizeLinear named “VitisQuantizeLinear” and
“VitisDequantizeLinear”, which expands onnxruntime’s UInt8 and Int8
quantization to support UInt16, Int16, UInt32, Int32, Float16 and
BFloat16. This customized Q/DQ was implemented by a custom operations
library in quark.onnx using onnxruntime’s custom operation C API.

The custom operations library was developed based on Linux and Windows.

To use this feature, the “quant_format” should be set to
VitisQuantFormat.QDQ. You may have noticed that in both the recommended
NPU_CNN and NPU_Transformer configurations, the “quant_format” is set to
QuantFormat.QDQ. NPU targets that support acceleration for models
quantized to INT8/UINT8, do not support other precisions.


1.1 Quantizing Float32 Models to Int16 or Int32

The quantizer supports quantizing float32 models to Int16 or Int32 data
formats. To enable this, you need to set the “activation_type” and
“weight_type” in the quantize_static API to the new data types. Options
are VitisQuantType.QInt16/VitisQuantType.QUInt16 or
VitisQuantType.QInt32/VitisQuantType.QUInt32.

quark.onnx.quantize_static(
    model_input,
    model_output,
    calibration_data_reader,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    quant_format=quark.onnx.VitisQuantFormat.QDQ,
    activation_type=quark.onnx.VitisQuantType.QInt16,
    weight_type=quark.onnx.VitisQuantType.QInt16,
)







1.2 Quantizing Float32 Models to Float16 or BFloat16

Besides interger data formats, the quantizer also supports quantizing
float32 models to float16 or bfloat16 data formats, just set the
“activation_type” and “weight_type” to VitisQuantType.QFloat16 or
VitisQuantType.QBFloat16.

quark.onnx.quantize_static(
    model_input,
    model_output,
    calibration_data_reader,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    quant_format=quark.onnx.VitisQuantFormat.QDQ,
    activation_type=quark.onnx.VitisQuantType.QFloat16,
    weight_type=quark.onnx.VitisQuantType.QFloat16,
)







1.3 Quantizing Float32 Models to BFP16

The quantizer also supports quantizing float32 models to BFP16 data
formats. The block size can be modified by changing the ‘block_size’
parameter in the ‘extra_options’. Currently, BFP16 only supports symmetric
activation. The following is the configuration for BFP16 with a block
size of 8.

quark.onnx.quantize_static(
    model_input,
    model_output,
    calibration_data_reader,
    calibrate_method=quark.onnx.PowerOfTwoMethod.NonOverflow,
    quant_format=quark.onnx.VitisQuantFormat.BFPFixNeuron,
    extra_options={
        "ActivationSymmetric": True,
        "BFPAttributes": {
            "bfp_method": "to_bfp_prime_shared",
            "bit_width": 16,
            "block_size": 8,
            "sub_block_shift_bits": 2,
        }
    },
)





Note : When inference with ONNX Runtime, we need to register the custom op’s so(Linux) or dll(Windows) file in the ORT session options.

import onnxruntime
from quark.onnx import get_library_path as vai_lib_path

# Also We can use the GPU configuration:
# device='cuda:0'
# providers = ['CUDAExecutionProvider']

device = 'cpu'
providers = ['CPUExecutionProvider']

sess_options = onnxruntime.SessionOptions()
sess_options.register_custom_ops_library(vai_lib_path(device))
session = onnxruntime.InferenceSession(onnx_model_path, sess_options, providers=providers)







1.4 Quantizing Float32 Models to Mixed Data Formats

The quantizer even supports setting the activation and weight to
different precisions. For example, activation is Int16 while weight is
Int8. This can be used when pure Int8 quantization can not meet accuracy
requirements.

quark.onnx.quantize_static(
    model_input,
    model_output,
    calibration_data_reader,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    quant_format=quark.onnx.VitisQuantFormat.QDQ,
    activation_type=quark.onnx.VitisQuantType.QInt16,
    weight_type=QuantType.QInt8,
)








2. Quantizing Float16 Models

For models in float16, we recommend setting convert_fp16_to_fp32 to
True. This will first convert your float16 model to a float32 model
before quantization, reducing redundant nodes such as cast in the model.

quark.onnx.quantize_static(
    model_input,
    model_output,
    calibration_data_reader,
    quant_format=QuantFormat.QDQ,
    calibrate_method=quark.onnx.PowerOfTwoMethod.MinMSE,
    activation_type=QuantType.QUInt8,
    weight_type=QuantType.QInt8,
    enable_NPU_cnn=True,
    convert_fp16_to_fp32=True,
    extra_options={'ActivationSymmetric':True}
)





Note: When using convert_fp16_to_fp32 in quark.onnx, it requires
onnxsim to simplify the ONNX model. Please make sure that onnxsim is
installed by using ‘python -m pip install onnxsim’.




Supported OpType


Summary Table

Table: List of Quark ONNX Supported Quantized Ops



	Supported Ops

	Comments





	Add

	


	ArgMax

	


	AveragePool

	Will be quantized only when its input is quantized.



	BatchNormalization

	By default, the “optimize_model” parameter will fuse BatchNormalization to Conv/ConvTranspose/Gemm. For standalone BatchNormalization, quantization is supported only for NPU_CNN platforms by converting
BatchNormalization to Conv.



	Clip

	Will be quantized only when its input is quantized.



	Concat

	


	Conv

	


	ConvTranspose

	


	DepthToSpace

	Quantization is supported only for NPU_CNN platforms.



	Div

	Quantization is supported only for NPU_CNN platforms.



	Erf

	Quantization is supported only for NPU_CNN platforms.



	Gather

	


	Gemm

	


	GlobalAveragePool

	


	HardSigmoid

	Quantization is supported only for NPU_CNN platforms.



	InstanceNormalization

	


	LayerNormalization

	Supported for opset>=17. Will be quantized only when its input is quantized.



	LeakyRelu

	


	LpNormalization

	Quantization is supported only for NPU_CNN platforms.



	MatMul

	


	Min

	Quantization is supported only for NPU_CNN platforms.



	Max

	Quantization is supported only for NPU_CNN platforms.



	MaxPool

	Will be quantized only when its input is quantized.



	Mul

	


	Pad

	


	PRelu

	Quantization is supported only for NPU_CNN platforms.



	ReduceMean

	Quantization is supported only for NPU_CNN platforms.



	Relu

	Will be quantized only when its input is quantized.



	Reshape

	Will be quantized only when its input is quantized.



	Resize

	


	Slice

	Quantization is supported only for NPU_CNN platforms.



	Sigmoid

	


	Softmax

	


	SpaceToDepth

	Quantization is supported only for NPU_CNN platforms.



	Split

	


	Squeeze

	Will be quantized only when its input is quantized.



	Sub

	Quantization is supported only for NPU_CNN platforms.



	Tanh

	Quantization is supported only for NPU_CNN platforms.



	Transpose

	Will be quantized only when its input is quantized.



	Unsqueeze

	Will be quantized only when its input is quantized.



	Where

	










            

          

      

      

    

  

    
      
          
            
  
Quark for ONNX - Tools


	Convert a float16 model to a float32
model


	Convert a NCHW input model to a NHWC
model


	Quantize ONNX model using random
input


	Convert a A8W8 NPU model to a A8W8 CPU
model





Convert a float16 model to a float32 model

Since the Quark ONNX tool only supports float32 models quantization
currently, converting a model from float16 to float32 is required when
quantizing a float16 model.

Use the convert_fp16_to_fp32 tool to convert a float16 model to a
float32 model:

python -m pip install onnxsim
python -m quark.onnx.tools.convert_fp16_to_fp32 --input $FLOAT_16_ONNX_MODEL_PATH --output $FLOAT_32_ONNX_MODEL_PATH





Note: When using convert_fp16_to_fp32 in Quark ONNX, it requires
onnxsim to simplify the ONNX model. Please make sure that onnxsim is
installed by using ‘python -m pip install onnxsim’.



Convert a NCHW input model to a NHWC model

Given that some models are designed with an input shape of NCHW instead
of NHWC, it’s recommended to convert an NCHW input model to NHWC before
quantizing a float32 model. Please note that the convsersion steps will be executed even if the model is already NHWC. So please make sure the input model is in NCHW format.

Use the convert_nchw_to_nhwc tool to convert a NCHW model to a NHWC
model:

python -m quark.onnx.tools.convert_nchw_to_nhwc --input $NCHW_ONNX_MODEL_PATH --output $NHWC_ONNX_MODEL_PATH







Quantize ONNX model using random input

Given some ONNX models without input for quantization, use random input
for the onnx model quantization process.

Use the random_quantize tool to quantize a onnx model:

python -m quark.onnx.tools.random_quantize --input_model $FLOAT_ONNX_MODEL_PATH --quant_model $QUANTIZED_ONNX_MODEL_PATH







Convert a A8W8 NPU model to a A8W8 CPU model

Given that some models are quantized by A8W8 NPU, it’s convenient and
efficient to convert them to A8W8 CPU models.

Use the convert_a8w8_npu_to_a8w8_cpu tool to convert a A8W8 NPU model to
a A8W8 CPU model:

python -m quark.onnx.tools.convert_a8w8_npu_to_a8w8_cpu --input [INPUT_PATH] --output [OUTPUT_PATH]







Print names and quantity of A16W8 and A8W8 Conv for mix-precision models

Given that some models are mixed precision such as A18W8 and A8W8 mixed.

Use the print_a16w8_a8w8_nodes tool to print names and quantity of A16W8
and A8W8 Conv, ConvTranspose and Gemm:

python -m quark.onnx.tools.print_a16w8_a8w8_nodes --input [INPUT_PATH]









            

          

      

      

    

  

    
      
          
            
  
Getting Started with Quark for PyTorch

If users want to quantize opt-125m model with the int8 data type
for symmetric per tensor weight-only quantization, they can
write their Python script as shown below. Detailed explanations for each
step will be provided on other chapter of the User Guide.

# 1. Set model
from transformers import AutoModelForCausalLM, AutoTokenizer
model = AutoModelForCausalLM.from_pretrained("facebook/opt-125m")
model.eval()
tokenizer = AutoTokenizer.from_pretrained("facebook/opt-125m")

# 2. Set quantization configuration
from quark.torch.quantization.config.type import Dtype, ScaleType, RoundType, QSchemeType
from quark.torch.quantization.config.config import Config, QuantizationSpec, QuantizationConfig
from quark.torch.quantization.observer.observer import PerTensorMinMaxObserver
DEFAULT_INT8_PER_TENSOR_SYM_SPEC = QuantizationSpec(dtype=Dtype.int8,
                                        qscheme=QSchemeType.per_tensor,
                                        observer_cls=PerTensorMinMaxObserver,
                                        symmetric=True,
                                        scale_type=ScaleType.float,
                                        round_method=RoundType.half_even,
                                        is_dynamic=False)

DEFAULT_W_INT8_PER_TENSOR_CONFIG = QuantizationConfig(weight=DEFAULT_INT8_PER_TENSOR_SYM_SPEC)
quant_config = Config(global_quant_config=DEFAULT_W_INT8_PER_TENSOR_CONFIG)

# 3. Define calibration dataloader (still need this step for weight only and dynamic quantization)
from torch.utils.data import DataLoader
text = "Hello, how are you?"
tokenized_outputs = tokenizer(text, return_tensors="pt")
calib_dataloader = DataLoader(tokenized_outputs['input_ids'])

# 4. In-place replacement with quantized modules in model
from quark.torch import ModelQuantizer
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize_model(model, calib_dataloader)

# # 5. (Optional) Export onnx
# # If user want to export the quantized model, please freeze the quantized model first
# freezed_quantized_model = quantizer.freeze(quant_model)
# from quark.torch import ModelExporter
# # Get dummy input
# for data in calib_dataloader:
#     input_args = data
#     break
# quant_model = quant_model.to('cuda')
# input_args = input_args.to('cuda')
# exporter = ModelExporter('export_path')
# exporter.export_onnx_model(quant_model, input_args)





If the code runs successfully, the terminal will display [QUARK-INFO]:
Model quantization has been completed.




            

          

      

      

    

  

    
      
          
            
  
Tutorial: Advanced algorithms in Quark for PyTorch



Introduction

In this tutorial, we will learn the advanced algorithms in Quark for PyTorch.
Quark now supports 2 types of advanced: Pre-Quant Optimization(SmoothQuant, Rotation) and Advanced Quantization Algorithm(AWQ, GPTQ).




            

          

      

      

    

  

    
      
          
            
  
Tutorial: Using BFP16 (Block floating point) with Quark


Introduction

In this tutorial, we will learn how to use BFP16 datatype with Quark.

BFP is short for block floating point. A floating point number consists
of 1 sign bit, 8 exponent bits and 23 mantissa bits. The main idea of
block floating point is a block of numbers sharing one exponent and the
mantissa of each number shifting right accordingly.

This
paper [https://proceedings.neurips.cc/paper/2020/file/747e32ab0fea7fbd2ad9ec03daa3f840-Paper.pdf]
introduces the attemp to apply BFP to deep neural networks(DNNs). The
specific BFP16 is widely used across AI industry. The definition of
BFP16 in quark is a block consisting of 8 numbers, the shared exponent
consisting of 8 bits and the rest of each number consisting of 1 sign
bit and 7 mantissa bits.



How to use BFP16 in Quark


1. Install Quark:

Follow the steps in the installation guide to
install Quark



2. Set the model:

from transformers import AutoModelForCausalLM, AutoTokenizer
model = AutoModelForCausalLM.from_pretrained("facebook/opt-125m")
model.eval()
tokenizer = AutoTokenizer.from_pretrained("facebook/opt-125m")





We are retrieving the model from
HuggingFace [https://huggingface.co/] using their
Transformers [https://huggingface.co/docs/transformers/index]
library. We are using the model facebook/opt-125m as an example



3. Set the quantization configuration:

from quark.torch.quantization.config.type import Dtype, ScaleType, RoundType, QSchemeType
from quark.torch.quantization.config.config import Config, QuantizationSpec, QuantizationConfig
from quark.torch.quantization.observer.observer import PerBlockBFPObserver
DEFAULT_BFP16_PER_BLOCK = QuantizationSpec(dtype=Dtype.int8,
                                           symmetric=True,
                                           observer_cls=PerBlockBFPObserver, # for BFP16 the observer_cls is always PerBlockBFPObserver
                                           qscheme=QSchemeType.per_group, # for BFP16 the qscheme is always QSchemeType.per_group
                                           is_dynamic=True, # this controls whether static or dynamic quantization is performed
                                           ch_axis=-1,
                                           scale_type=ScaleType.float,
                                           group_size=8,
                                           round_method=RoundType.half_even)

DEFAULT_W_BFP16_PER_BLOCK_CONFIG = QuantizationConfig(weight=DEFAULT_BFP16_PER_BLOCK)
quant_config = Config(global_quant_config=DEFAULT_W_BFP16_PER_BLOCK_CONFIG)





In Quark, we store the 1 sign bit and 7 mantissa bits as a single int8,
so the dtype should be Dtype.int8. The observer class
PerBlockBFPObserver is used for shared exponent calculation.



4. Do quantization

we initialize a ModelQuantizer with the quant_config constructed above
and call the method quantize_model to do quantization:

from quark.torch import ModelQuantizer
from torch.utils.data import DataLoader
import torch
calib_dataloader = DataLoader(torch.randint(0, 1000, (1, 64))) # Using random inputs is for demonstration purpose only
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize_model(model, calib_dataloader)





In practice, users should construct meaningful calibration datasets.




How BFP16 works in Quark

Quantizing floating point tensor to BFP16 tensor consists of three main
steps: getting shared exponent, shifting mantissas right accordingly and
doing rounding on mantissa.

We use the max exponent in each block as the shared exponent. Then we
shift mantissa of each element right accordingly. Note that in BFP, the
implicit one is included in mantissa. Finally, we do rounding and remove
the trailing mantissa bits. Only the rounding method half_to_even has
been supported by now.





            

          

      

      

    

  

    
      
          
            
  
Bridge from Quark to llama.cpp


Introduction

Quark [https://quark.docs.amd.com/latest/] is a deep learning model
quantization toolkit for quantizing models from PyTorch, ONNX and other
frameworks. It provides easy-to-use APIs for quantization and more
advanced features than native frameworks. Quark supports multiple
hardware backends and a variety of datatypes with state of the art
quantization algorithms integrated, such as AWQ, SmoothQaunt, GPTQ, and
more.

After quantization, Quark can export the quantized model in different
formats. Quark has already implemented ONNX exporting and
JSON-Safetensors exporting. Now
we introduce GGUF exporting in this tutorial. Thanks to this feature,
users can obtain both high accuracy with Quark and high performance with
GGML based frameworks like llama.cpp.



What Is GGUF

GGUF [https://github.com/ggerganov/ggml/blob/master/docs/gguf.html] is
a file format that aims to store models weights for inference and also
executing them based on GGML runtimes. GGUF is a binary format that is
designed for fast loading, fast saving, and ease reading. Models are
traditionally developed using PyTorch or another framework, and then
converted to GGUF to be executed by
llama.cpp [https://github.com/ggerganov/llama.cpp], a new popular
inference framework aiming to enable LLM inference with minimal setup
and state-of-the-art performance on a wide variety of hardware - locally
and in the cloud. Our experiments are all based on llama.cpp.

The structure of GGUF file is shown in Figure 1:


[image: ../_images/342e8413e102de34cb147aed1147fae2346c9046.png]

Figure 1
One may think of GGUF file as model config + Pytorch’s model state_dict.
The metadata key-value pairs correspond to model config while the
tensors info key-value pairs + tensors data correspond to model
state_dict. The quantization process actually converts tensors in fp32
or fp16 to tensors in other datatypes with less memory usage and more
computing efficiency. GGUF exporting is mainly about writing quantized
tensors to tensor part of GGUF file in appropriate format.



How Does Quark Do Quantization

Quark implements quantization by inserting quantization operators before
and after normal operators, as shown in Figure 2. Quantizers are quite
versatile as to support for a several datatypes and quantization
schemes.


[image: ../_images/quant_workflow.png]

Figure 2
Quantizers are stateful containing information of datatypes and
quantization schemes, such as scale, zero_point, group size for
per-group quantization, etc. Exporting is to store weights and quantizer
states in some format.



How to Use GGUF Export in Quark


Step 1: Quantize Your Model

There’s a handy API named ModelQuantizer in Quark. After
Initializing quantization related configs, a simple method call
quantizer.quantize_model can get work done.

# 1. Set model
from transformers import AutoModelForCausalLM, AutoTokenizer
model = AutoModelForCausalLM.from_pretrained("llama2-7b")
model.eval()
tokenizer = AutoTokenizer.from_pretrained("llama2-7b")

# 2. Set quantization configuration
from quark.torch.quantization.config.type import Dtype, ScaleType, RoundType, QSchemeType
from quark.torch.quantization.config.config import Config, QuantizationSpec, QuantizationConfig
from quark.torch.quantization.observer.observer import PerTensorMinMaxObserver
DEFAULT_UINT4_PER_GROUP_ASYM_SPEC = QuantizationSpec(dtype=Dtype.uint4,
                                                    observer_cls=PerChannelMinMaxObserver,
                                                    symmetric=False,
                                                    scale_type=ScaleType.float,
                                                    round_method=RoundType.half_even,
                                                    qscheme=QSchemeType.per_group,
                                                    ch_axis=0,
                                                    is_dynamic=False,
                                                    group_size=32)

DEFAULT_W_UINT4_PER_GROUP_CONFIG = QuantizationConfig(weight=DEFAULT_UINT4_PER_GROUP_ASYM_SPEC)
quant_config = Config(global_quant_config=DEFAULT_W_UINT4_PER_GROUP_CONFIG)

# 3. Define calibration dataloader (still need this step for weight only and dynamic quantization)
from torch.utils.data import DataLoader
text = "Hello, how are you?"
tokenized_outputs = tokenizer(text, return_tensors="pt")
calib_dataloader = DataLoader(tokenized_outputs['input_ids'])

# 4. In-place replacement with quantized modules in model
from quark.torch import ModelQuantizer
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize_model(model, calib_dataloader)







Step 2: Export to GGUF

There’s another easy-to-use API named ModelExporter to export
quantized models. To export GGUF models, call
exporter.export_gguf_model

# If user want to export the quantized model, please freeze the quantized model first
freezed_quantized_model = quantizer.freeze(quant_model)
export_path = "./output_dir"
model_dir = "<HuggingFace model directory>"
from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig
config = ExporterConfig(json_export_config=JsonExporterConfig())
exporter = ModelExporter(config=config, export_dir=export_path)
exporter.export_gguf_model(model, model_dir, model_type)





After running the code above successfully, there will be a .gguf
file under export_path, ./output_dir/llama.gguf for example. Users
can refer to user guide
for more information.



Step 3: Run with llama.cpp

First, follow the official
docs [https://github.com/ggerganov/llama.cpp?tab=readme-ov-file#build]
to build llama.cpp. After building successfully, There will be a few
executables, such as main for inference, perplexity for evaluation,
quantize for quantization, etc. Most of the executables take GGUF
model as input. We can evaluate the exported GGUF model to get the
perplexity value by running:

perplexity -m <path to exported GGUF model> -f <path to wiki.test.raw>








How Does It Work

As mentioned above, the export API stores weights and quantizer states
into GGUF files. To export quantized models to valid GGUF models,
weights and quantizer states have to be encoded into valid GGUF
datatypes. There are some defined GGUF datatypes corresponding to
different quantization schemes, such as Q4_0, Q4_1, Q8_0,
Q8_1, etc. Users can refer to
ggml-common.h [https://github.com/ggerganov/llama.cpp/blob/master/ggml/src/ggml-common.h]
for more datatypes and their definition. Some of the GGUF dtypes and
their corresponding quant schemes are shown in table 1.



	GGUF dtype

	quant scheme





	Q4_0

	symmetric uint4 per-group quantization with group size 32



	Q4_1

	asymmetric uint4 per-group quantization with group size 32



	Q8_0

	symmetric uint8 per-group quantization with group size 32



	Q8_1

	asymmetric uint8 per-group quantization with group size 32






Table 1. Some of GGUF dtypes and their corresponding quant schemes
As long as we find the GGUF datatype that matches the quantization
scheme of the quantized model in quark, exporting to GGUF model is
feasible. Thankfully, Quark supports a whole bunch of quantization
schemes which match majority of defined GGUF datatypes.

Let’s take asymmetric int4 per-group quantization with group size 32
as an example, which is Q4_1 in GGUF spec. Quantizer state for this
quantization scheme are tensors for weight, scale and zero_point
for each group. For example, for weight of shape (N, 32), the shape of
scale tensor and zero_point tensor are both (N, 1). The definition
of Q4_1 in GGUF is as follows:

#define QK4_1 32
typedef struct {
    union {
        struct {
            ggml_half d; // delta
            ggml_half m; // min
        } GGML_COMMON_AGGR;
        ggml_half2 dm;
    };
    uint8_t qs[QK4_1 / 2]; // nibbles / quants
} block_q4_1;





Note that d is scale. m is minimum value of this block.
According to this definition, we need to convert weight + scale
tensor + zero_point tensor to Q4_1 blocks. There’s one last
question we are done. In quark, the storage is weight + scale +
zero_point, however, in GGUF the storage is weight + scale +
min_val. Are they equivalent to each other? The quant + dequant
processes of each storage are shown in equation (1) and (2)
respectively. \(x\) denotes float value. \(\hat{x}\) denotes the
value after quant and dequant.


\[\begin{split}\begin{align}
\hat{x} &= [clamp(\lfloor \frac{x}{s} \rceil + z, 0, max\_quant) - z] \times s \tag{1} \\
\hat{x} &= clamp(\lfloor \frac{x - min\_val}{s} \rceil, 0, max\_quant) \times s + min\_val \tag{2} \\
\end{align}\end{split}\]

If we set \(min\_val\) to the mininum value of the block, then
Equation (1) and (2) are not equivalent, because Equation (1) could
guarantee that 0 is still 0 after the transformation, but Equation (2)
couldn’t. Equation (2) could guarantee that the mininum value of the
block will keep the same after the transformation but Equation (1)
couldn’t.

However, if we set \(min\_val\) to \(-s \times z\), they are
equivalent. For \(min\_val = -s \times z\), we get:


\[\begin{split}\begin{align}
\hat{x} &= clamp(\lfloor \frac{x + s \times z}{s} \rceil, 0, max\_quant) \times s - s \times z \tag{3} \\
\hat{x} &= clamp(\lfloor \frac{x}{s} + z \rceil, 0, max\_quant) \times s - s \times z \tag{4} \\
\hat{x} &= clamp(\lfloor \frac{x}{s}\rceil + z, 0, max\_quant) \times s - s \times z \tag{5} \\
\hat{x} &= [clamp(\lfloor \frac{x}{s} \rceil + z, 0, max\_quant) - z] \times s \tag{6} \\
\end{align}\end{split}\]

It’s exactly the same as Equation (1).

Note that the process mentioned above doesn’t involve any quantization
algorithms. Quantization algorithms are agnostic to GGUF exporting,
which means quantized model with ANY quantization algorithms can be
exported to GGUF model. As long as the exported GGUF model matches the
quant scheme involved.



Experiments

The dataset we used for evaluation is wikitext2. Download and
extract the wikitext-2-raw-v1.zip
file [https://huggingface.co/datasets/ggml-org/ci/resolve/main/wikitext-2-raw-v1.zip].
All the experiments are based on llama.cpp‘s commit
bdcb8f42221bc40c411150a009a3d3a30fa74722.

First, we use the script
convert_hf_to_gguf.py [https://github.com/ggerganov/llama.cpp/blob/master/convert_hf_to_gguf.py]
to convert HuggingFace model Llama-2-7b to GGUF model named
llama-2-7b-float.gguf. Then, we use quantization feature of
llama.cpp to get quantized model named llama-2-7b-Q4_1.gguf with
command

quantize Llama-2-7b-float.gguf Llama-2-7b-Q4_1.gguf Q4_1





Next, we use quark to quantize Llama-2-7b with scheme of weight-only
int4 asymmetric alone with AWQ and export the quantized model to GGUF
model named quark_exported_model.gguf. Please Check out readme
examples/torch/language_modeling/README.md to get the command. Then, we
evaluate all the three models and get perplexities with the command
below:

perplexity -m quark_exported_model.gguf -f <path to wiki.test.raw>





The results are shown in table 2:



	model

	perplexity





	llama-2-7b-float.gguf

	5.7964 +/- 0.03236



	llama-2-7b-Q4_1.gguf

	5.9994 +/- 0.03372



	quark_exported_model.gguf

	5.8952 +/- 0.03302






Table 2. Experiment results
Note: There might be discrepency between the perplexity obtained
from GGUF model and that from Quark evaluation. There are two main
reasons:


	The implementation of perplexity calculation is a little different
between llama.cpp and Quark.


	For the experiment settings above, the quantization process in Quark
is a little different from that in llama.cpp. In Quark, only
weights are quantized and activations kept in float32 without being
quantized. However in ``llama.cpp``, activations are quantized to
``Q8_1`` implicitly when weights are in ``Q4_1``.




Note: Users should choose quant schemes that match llama.cpp as
much as possible.





            

          

      

      

    

  

    
      
          
            
  
Tutorial: Using MX (Microscaling) with Quark



Introduction

In this tutorial, we will learn how to use MX datatypes with Quark.

MX is a new family of quantization datatypes defined by this
specification [https://www.opencompute.org/documents/ocp-microscaling-formats-mx-v1-0-spec-final-pdf]
and explored thoroughly in Microscaling Data Formats for Deep
Learning [https://arxiv.org/abs/2310.10537]

The key feature of MX is that it subdivides tensors into arbitrary
blocks of elements that share a scale, instead of using a single per
tensor scale like many other datatypes.

This allows for better accuracy with more fine-grained scaling while
still reducing storage and computational requirements.



How to use MX in Quark


1. Install Quark:

Follow the steps in the installation guide.



2. Set the model:

from transformers import AutoModelForCausalLM, AutoTokenizer
model = AutoModelForCausalLM.from_pretrained("meta-llama/Llama-2-7b", token=<hf_token>)
model.eval()
tokenizer = AutoTokenizer.from_pretrained("meta-llama/Llama-2-7b", token=<hf_token>)





We are retrieving the model from Hugging
Face [https://huggingface.co/] using their
Transformers [https://huggingface.co/docs/transformers/index]
library.

The model
meta-llama/Llama-2-7b [https://huggingface.co/meta-llama/Llama-2-7b]
is a gated model, meaning you will need to request access and generate a
Hugging Face
token [https://huggingface.co/docs/hub/security-tokens].

You’ll need to replace all instances of <hf_token> with the token.



3. Set the quantization configuration:

from quark.torch.quantization.config.type import Dtype, ScaleType, RoundType, QSchemeType
from quark.torch.quantization.config.config import Config, QuantizationSpec, QuantizationConfig
from quark.torch.quantization.observer.observer import PerBlockMXObserver
DEFAULT_MX_FP_8_PER_BLOCK = QuantizationSpec(dtype=Dtype.mx,
                                                mx_element_dtype=Dtype.fp8_e4m3
                                                observer_cls=PerBlockMXObserver, # for MX the observer_cls is always PerBlockMXObserver
                                                qscheme=QSchemeType.per_group, # for MX the qscheme is always QSchemeType.per_group
                                                is_dynamic=True, # this controls whether static or dynamic quantization is performed
                                                ch_axis=1,
                                                group_size=32
                                                )

DEFAULT_W_MX_FP8_PER_BLOCK_CONFIG = QuantizationConfig(weight=DEFAULT_MX_FP_8_PER_BLOCK)
quant_config = Config(global_quant_config=DEFAULT_W_MX_FP8_PER_BLOCK_CONFIG)





For MX quantization you need to not only set the dtype (Dtype.mx)
but you also need to set the mx_element_dtype to determine what
quantization is used by each tensor element.

The supported element types are: - FP8 (E4M3) - FP6 (E3M2 and E2M3) -
FP4 (E2M1) - INT8

In terms of what element type to choose, according to Microscaling Data
Formats for Deep Learning [https://arxiv.org/abs/2310.10537], INT8
can be used as a drop-in replacement for FP32 without any further work
needed and FP8 is almost as good. However, FP6 and FP4 will generally
require fine tuning and will incur a minor accuracy loss.


How is the tensor turned into blocks?

Reshaping of the tensor into blocks is controlled by ch_axis and
group_size.

Let’s use a tensor of shape (2,4) as an example:


[image: ../_images/tensor_base.png]

The parameter ch_axis determines along which axis we will group
elements into blocks:


[image: ../_images/tensor_axis_0.png]


[image: ../_images/tensor_axis_1.png]

The group_size parameter determines how many elements to bunch
together into a single block.

If it is larger than the number of elements along the axis, the block is
padded with zeros until it reaches the correct size:


[image: ../_images/tensor_axis_0_padded.png]

ch_axis = 0 and group_size = 4
If the group_size is less than the number of elements, the axis is
broken up into block tiles:


[image: ../_images/tensor_axis_1_tiled.png]

ch_axis = 1 and group_size = 2
Each block will have its own scale value.




4. Set up the calibration data (this is required for weight only and dynamic quantization as well):

from torch.utils.data import DataLoader
text = "Hello, how are you?"
tokenized_outputs = tokenizer(text, return_tensors="pt")
calib_dataloader = DataLoader(tokenized_outputs['input_ids'])





If you are using static quantization, make sure the tensor shape of the
calibration data matches the shape of the data you intend to use with
the model!



5. Apply the quantization:

from quark.torch import ModelQuantizer
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize_model(model, calib_dataloader)





This step will calculate the block scales, apply them to the element
values and perform quantization to whatever element datatype you have
selected.


How are the scales calculated?


	You calculate the maximum absolute value for every block:





[image: ../_images/tensor_abs_max.png]


	Then using this value you calculate the shared exponent by:





	Getting its log2 value,


	Rounding it down to the nearest integer power and


	Subtracting the maximum exponent value the chosen element datatype can represent.





[image: ../_images/shared_exponent.png]


	Finally, you raise 2 to the power of the shared exponent and you have
the scale:





[image: ../_images/scale_po2.png]

How are the scales used?


[image: ../_images/quant_dequant.png]






Conclusion

Congratulations, if you’ve done all of the above, you should now have a
model quantized with MX datatypes that you can perform inference with.

You should also hopefully have a better understanding of what MX
actually means and why you might want to use it.





            

          

      

      

    

  

    
      
          
            
  
Quark for Pytorch - Configuring Advanced Algorithms in Quark for PyTorch

Quark now supports 2 types of advanced: Pre-Quant Optimization(SmoothQuant, Rotation) and Advanced Quantization Algorithm(AWQ, GPTQ).




            

          

      

      

    

  

    
      
          
            
  
Quark for Pytorch - Configuring Quantization

In this document, we provide steps about how to setting the quantization configuration in Quark for PyTorch.

Configuration of quantization in Quark for Pytorch is set by python dataclass because it is rigorous and can help users avoid typos.
We provide a class Config in quark.torch.quantization.config.config for configuration. There are several steps to set up the configuration.


	Step 1: Configure QuantizationSpec for torch.Tensors. Specify attributes such as dtype, observer_cls, etc.


	Step 2: Establish QuantizationConfig for nn.Module. Define the QuantizationSpec of input_tensors, output_tensors, weight, and bias.


	Step 3: [Optional] Setting AlgoConfig for the model.


	Step 4: Set up the overall Config for the model. This includes:





Step 1: Configuring QuantizationSpec for torch.Tensors.

QuantizationSpec aims to describe the quantization specification for each tensor, including dtype, observer_cls, qscheme, is_dynamic, symmetric, etc. For example:

from quark.torch.quantization.config.config import QuantizationSpec
from quark.torch.quantization.config.type import Dtype, QSchemeType, ScaleType, RoundType
from quark.torch.quantization.observer.observer import PlaceholderObserver, PerTensorMinMaxObserver, PerGroupMinMaxObserver

BFLOAT16_SPEC = QuantizationSpec(dtype=Dtype.bfloat16, observer_cls=PlaceholderObserver)

FP8_PER_TENSOR_SPEC = QuantizationSpec(dtype=Dtype.fp8_e4m3,
                                       qscheme=QSchemeType.per_tensor,
                                       observer_cls=PerTensorMinMaxObserver,
                                       is_dynamic=False)

INT8_PER_TENSER_SPEC = QuantizationSpec(dtype=Dtype.int8,
                                        qscheme=QSchemeType.per_tensor,
                                        observer_cls=PerTensorMinMaxObserver,
                                        symmetric=True,
                                        scale_type=ScaleType.float,
                                        round_method=RoundType.half_even,
                                        is_dynamic=False)

UINT4_PER_GROUP_ASYM_SPEC = QuantizationSpec(dtype=Dtype.uint4,
                                             observer_cls=PerGroupMinMaxObserver,
                                             symmetric=False,
                                             scale_type=ScaleType.float,
                                             round_method=RoundType.half_even,
                                             qscheme=QSchemeType.per_group,
                                             ch_axis=1,
                                             is_dynamic=False,
                                             group_size=128)





For parameter explanation:



	Name

	Description

	Class Type

	Option

	Default



	dtype

	The data type for quantization.

	Dtype

	Dtype.int8, Dtype.uint8, Dtype.int4, Dtype.uint4, Dtype.int2, Dtype.bfloat16, Dtype.float16, Dtype.fp8_e5m2, Dtype.fp8_e4m3, Dtype.fp6_e3m2, Dtype.fp6_e2m3, Dtype.fp4, Dtype.mx, Dtype.mx6, Dtype.mx9

	


	observer_cls

	The class of observer to be used for determining quantization parameters.

	Optional[ObserverBase]

	PlaceholderObserver, PerTensorMinMaxObserver, PerChannelMinMaxObserver, PerGroupMinMaxObserver, PerBlockMXObserver, PerTensorPercentileObserver, PerTensorMSEObserver

	None



	symmetric

	Specifies whether dynamic or static quantization should be used.

	Optional[bool]

	True, False, None

	None



	scale_type

	The scale type to be used for quantization

	Optional[ScaleType]

	ScaleType.float, ScaleType.pof2

	None



	round_method

	The rounding method during quantization.

	Optional[RoundType]

	RoundType.round, RoundType.floor, RoundType.half_even

	None



	qscheme

	The quantization scheme to use.

	Optional[QSchemeType]

	QSchemeType.per_tensor, QSchemeType.per_channel, QSchemeType.per_group

	None



	ch_axis

	The channel axis for per-channel quantization.

	Optional[int]

	int, None

	None



	is_dynamic

	Specifies whether dynamic or static quantization should be used.

	Optional[bool]

	True, False, None

	None



	group_size

	The size of the group for per-group quantization.

	Optional[int]

	int, None

	None








Step 2: Establishing QuantizationConfig for nn.Module.

QuantizationConfig is used to describe the global, layer-type-wise, or layer-wise quantization information for each nn.Module, such as nn.Linear. For example,

from quark.torch.quantization.config.config import QuantizationConfig

W_FP8_A_FP8_PER_TENSOR_CONFIG = QuantizationConfig(input_tensors=FP8_PER_TENSOR_SPEC,
                                                   weight=FP8_PER_TENSOR_SPEC)

W_INT8_A_INT8_PER_TENSOR_CONFIG = QuantizationConfig(input_tensors=INT8_PER_TENSER_SPEC,
                                                     weight=INT8_PER_TENSER_SPEC)

W_UINT4_PER_GROUP_CONFIG = QuantizationConfig(weight=UINT4_PER_GROUP_ASYM_SPEC)





For parameter explanation:



	Name

	Class Type

	Default



	input_tensors

	Optional[QuantizationSpec]

	None



	output_tensors

	Optional[QuantizationSpec]

	None



	weight

	Optional[QuantizationSpec]

	None



	bias

	Optional[QuantizationSpec]

	None








Step 3: [Optional] Setting AlgoConfig for the model.

If users want to use Quark’s advanced algorithms such as AWQ, they should set up the configuration for them.

Users should possess a thorough understanding of the methods and hyper-parameters associated with the algorithms prior to configuring them!
Algorithms only support some QuantizationSpec, please make sure before running.

Here we use the algorithms configuration of Llama2-7b as the example:

from quark.torch.algorithm.awq.awq import AwqProcessor
from quark.torch.algorithm.awq.smooth import SmoothQuantProcessor
from quark.torch.algorithm.gptq.gptq import GptqProcessor
from quark.torch.quantization.config.config import AWQConfig, SmoothQuantConfig, GPTQConfig

ALGORITHM_CONFIG=AWQConfig(
  scaling_layers=[
    {'prev_op': 'input_layernorm', 'layers': ['self_attn.q_proj', 'self_attn.k_proj', 'self_attn.v_proj'], 'inp': 'self_attn.q_proj', 'module2inspect': 'self_attn'},
    {'prev_op': 'self_attn.v_proj', 'layers': ['self_attn.o_proj'], 'inp': 'self_attn.o_proj',  'condition': 'module.self_attn.v_proj.weight.shape == module.self_attn.o_proj.weight.shape'},
    {'prev_op': 'post_attention_layernorm', 'layers': ['mlp.gate_proj', 'mlp.up_proj'], 'inp': 'mlp.gate_proj', 'module2inspect': 'mlp', 'help': 'linear 1'},
    {'prev_op': 'mlp.up_proj', 'layers': ['mlp.down_proj'], 'inp': 'mlp.down_proj',  'help': 'linear 2'}],
  model_decoder_layers='model.layers')

ALGORITHM_CONFIG=SmoothQuantConfig(
  alpha=0.5,
  scale_clamp_min=0.001,
  scaling_layers=[
    {'prev_op': 'input_layernorm', 'layers': ['self_attn.q_proj', 'self_attn.k_proj', 'self_attn.v_proj'], 'inp': 'self_attn.q_proj', 'module2inspect': 'self_attn'},
    {'prev_op': 'self_attn.v_proj', 'layers': ['self_attn.o_proj'], 'inp': 'self_attn.o_proj',  'condition': 'module.self_attn.v_proj.weight.shape == module.self_attn.o_proj.weight.shape'},
    {'prev_op': 'post_attention_layernorm', 'layers': ['mlp.gate_proj', 'mlp.up_proj'], 'inp': 'mlp.gate_proj', 'module2inspect': 'mlp', 'help': 'linear 1'},
    {'prev_op': 'mlp.up_proj', 'layers': ['mlp.down_proj'], 'inp': 'mlp.down_proj',   'help': 'linear 2'}],
  model_decoder_layers='model.layers')


ALGORITHM_CONFIG=GPTQConfig(
  damp_percent=0.01,
  desc_act=True,
  static_groups=True,
  true_sequential=True,
  inside_layer_modules=['self_attn.k_proj', 'self_attn.v_proj', 'self_attn.q_proj', 'self_attn.o_proj', 'mlp.up_proj', 'mlp.gate_proj', 'mlp.down_proj'],
  model_decoder_layers='model.layers')





For AWQ, Quark for PyTorch only supports AWQ with quantization data
type as uint4/int4 and per group, running on Linux with the
GPU mode for now. Parameter explanation:



	Name

	Class Type

	Default



	scaling_layers

	Optional[List[Dict[str, str]]]

	None



	model_decoder_layers

	Optional[str]

	None






For SmoothQuant parameter explanation:



	Name

	Class Type

	Default



	alpha

	float

	1



	scale_clamp_min

	float

	1e-3



	scaling_layers

	Optional[List[Dict[str, str]]]

	None



	model_decoder_layers

	Optional[str]

	None






For GPTQ, Quark for PyTorch only supports GPTQ with quantization
data type as uint4/int4 and per group, running on Linux with
the GPU mode for now. parameter explanation:



	Name

	Class Type

	Default



	damp_percent

	float

	0.01



	desc_act

	bool

	True



	static_groups

	bool

	True



	true_sequential

	bool

	True



	inside_layer_modules

	Optional[List[str]]

	None



	model_decoder_layers

	Optional[str]

	None








Step 4: Setting up the overall Config for the model.

In Config, users should set instances for all information of quantization (all instances are optional except global_quant_config).
For example:

# Example 1: W_INT8_A_INT8_PER_TENSOR
quant_config = Config(global_quant_config=W_INT8_A_INT8_PER_TENSOR_CONFIG)

# Example 2: W_UINT4_PER_GROUP with advanced algorithm
quant_config = Config(global_quant_config=W_UINT4_PER_GROUP_CONFIG, algo_config=ALGORITHM_CONFIG)
EXCLUDE_LAYERS = ["lm_head"] # For language models
quant_config = replace(quant_config, exclude=EXCLUDE_LAYERS)

# Example 3: W_FP8_A_FP8_PER_TENSOR with KV_CACHE_FP8
quant_config = Config(global_quant_config=W_FP8_A_FP8_PER_TENSOR_CONFIG)
KV_CACHE_CFG = {
            "*v_proj":
            QuantizationConfig(input_tensors=quant_config.global_quant_config.input_tensors,
                               weight=quant_config.global_quant_config.weight,
                               output_tensors=FP8_PER_TENSOR_SPEC),
            "*k_proj":
            QuantizationConfig(input_tensors=quant_config.global_quant_config.input_tensors,
                               weight=quant_config.global_quant_config.weight,
                               output_tensors=FP8_PER_TENSOR_SPEC),
        }
quant_config = replace(quant_config, layer_quant_config=KV_CACHE_CFG)





For parameter explanation:



	Name

	Class Type

	Option

	Default



	global_quant_config

	QuantizationConfig

	
	


	layer_type_quant_config

	Dict[Type[nn.Module], QuantizationConfig]

	
	None



	layer_quant_config

	Dict[str, QuantizationConfig]

	
	None



	exclude

	List[str]

	
	None



	algo_config

	Optional[AlgoConfig]

	AWQConfig(), SmoothQuantConfig(), GPTQConfig()

	None



	quant_mode

	QuantizationMode

	QuantizationMode.eager_mode, QuantizationMode.fx_graph_mode

	QuantizationMode.eager_mode








Step 5: Inserting Config into quark.torch.quantizer

# In-place replacement with quantized modules in model
from quark.torch import ModelQuantizer
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize_model(model, calib_dataloader)









            

          

      

      

    

  

    
      
          
            
  
Quark for Pytorch - Adding Calibration Datasets

Quark utilizes Pytorch
Dataloader [https://pytorch.org/tutorials/beginner/basics/data_tutorial.html] for normalization during quantization calibration.
The Pytorch Dataloader accepts instances of the Pytorch Dataset class as input.
Pytorch datasets can be formatted as torch.Tensors, lists, or other types, provided they conform to specific rules (For the official guide on creating a Dataset, please refer to this link [https://pytorch.org/tutorials/beginner/basics/data_tutorial.html]).

We provide an example of quantizing the large language models using typical datasets such as pileval and wikitext.
You can find the example in the path quark/examples/torch/language_modeling/data_preparation.py.
We provide a detailed example of how to set up a dataloader and how to convert a Hugging Face dataset to a PyTorch dataloader.

For large language models, the input data for PyTorch models is often represented as either a torch.Tensor or a dictionary.
Here we provide three types of input PyTorch Dataset formats for the dataloader as examples.
Users can define their own PyTorch Dataset for Dataloader, which must be compatible with PyTorch model input.


Dataloader with Dataset as torch.Tensor

If the Dataset format is torch.Tensor, the the method of generating Pytorch Dataloader is simple. For example:

input_tensor = torch.rand(128, 128)
calib_dataloader = DataLoader(input_tensor, batch_size=4, shuffle=False)







Dataloader with List[Dict[str, torch.Tensor]] or List[torch.Tensor]

If the Dataset format is

input_list = [{'input_ids':torch.rand(128, 128)}, {'input_ids':torch.rand(128, 128)}]
calib_dataloader = DataLoader(input_list, batch_size=None, shuffle=False)







Dataloader with Dict[str, torch.Tensor]

If the Dataset format is Dict, user should define the function of collate_fn, for example:

def my_collate_fn(blocks: List[Dict[str, List[List[str]]]]) -> Dict[str, torch.Tensor]:
    data_batch = {}
    data_batch["input_ids"] = torch.Tensor([block["input_ids"] for block in blocks])
    if device:
        data_batch["input_ids"] = data_batch["input_ids"].to(device)
    return data_batch

input_dict = {'input_ids':torch.rand(128, 128)}
calib_dataloader = DataLoader(input_dict, batch_size=4, collate_fn=my_collate_fn)









            

          

      

      

    

  

    
      
          
            
  
Quark for Pytorch - Feature Description

Quark for PyTorch provides the key features as below:



	Feature Name

	Feature Value





	Data Type

	Float16/ Bfloat16 / Int4 / Uint4 / Int8/
OCP_FP8_E4M3/ OCP_MXFP8_E4M3/ OCP_MXFP6 /
OCP_MXFP4 /OCP_MXINT8



	Quant Mode

	Eager Mode / FX Graph Mode



	Quant Strategy

	Static quant / Dynamic quant / Weight only
quant



	Quant Scheme

	Per tensor / Per channel / Per group



	Symmetric

	Symmetric / Asymmetric



	Calibration method

	MinMax / Percentile / MSE



	Scale Type

	Float32 / Float16



	KV-Cache Quant

	FP8 KV-Cache Quant



	In-Place Replace
OP

	nn.Linear / nn.Conv2d



	Pre-Quant
Optimization

	SmoothQuant



	Quant Algorithm

	AWQ / GPTQ



	Export Format

	ONNX / Json-Safetensors / GGUF(Q4_1)



	Operating Systems

	Linux(ROCm/CUDA) / Windows(CPU)






We present detailed explanations of these features:


Quant Strategy

Quark for Pytorch offers three distinct quantization strategies tailored to meet the requirements of various HW backends:


	Post Training Weight-Only Quantization: The weights are quantized ahead of time but the activations are not quantized(using original float data type) during inference.


	Post Training Dynamic Quantization: The weights are quantized ahead of time but the activations are dynamically quantized during inference.


	Post Training Static Quantization: Post Training Static Quantization quantizes both the weights and activations in the model.
To achieve the best results, this process necessitates calibration with a dataset that accurately represents the actual data, which allows for precise determination of the optimal quantization parameters for activations.




Here is one sample example for different quant strategies:

# 1. Set model
from transformers import AutoModelForCausalLM, AutoTokenizer
model = AutoModelForCausalLM.from_pretrained("facebook/opt-125m")
model.eval()
tokenizer = AutoTokenizer.from_pretrained("facebook/opt-125m")

# 2. Set quantization configuration
from quark.torch.quantization.config.type import Dtype, ScaleType, RoundType, QSchemeType
from quark.torch.quantization.config.config import Config, QuantizationSpec, QuantizationConfig
from quark.torch.quantization.observer.observer import PerTensorMinMaxObserver

# 2-1. For weight only quantization, please uncomment the following lines.
DEFAULT_UINT4_PER_GROUP_ASYM_SPEC = QuantizationSpec(dtype=Dtype.uint4,
                                                    observer_cls=PerChannelMinMaxObserver,
                                                    symmetric=False,
                                                    scale_type=ScaleType.float,
                                                    round_method=RoundType.half_even,
                                                    qscheme=QSchemeType.per_group,
                                                    ch_axis=0,
                                                    is_dynamic=False,
                                                    group_size=32)
DEFAULT_W_UINT4_PER_GROUP_CONFIG = QuantizationConfig(weight=DEFAULT_UINT4_PER_GROUP_ASYM_SPEC)
quant_config = Config(global_quant_config=DEFAULT_W_UINT4_PER_GROUP_CONFIG)

# 2-2. For dynamic quantization, please uncomment the following lines.
# INT8_PER_TENSER_DYNAMIC_SPEC = QuantizationSpec(dtype=Dtype.int8,
#                                                 qscheme=QSchemeType.per_tensor,
#                                                 observer_cls=PerTensorMinMaxObserver,
#                                                 symmetric=True,
#                                                 scale_type=ScaleType.float,
#                                                 round_method=RoundType.half_even,
#                                                 is_dynamic=True)
# DEFAULT_W_INT8_A_INT8_PER_TENSOR_DYNAMIC_CONFIG = QuantizationConfig(input_tensors=INT8_PER_TENSER_DYNAMIC_SPEC,
#                                                                      weight=INT8_PER_TENSER_DYNAMIC_SPEC)
# quant_config = Config(global_quant_config=DEFAULT_W_INT8_A_INT8_PER_TENSOR_DYNAMIC_CONFIG)

# 2-3. For static quantization , please uncomment the following lines.
# FP8_PER_TENSOR_SPEC = QuantizationSpec(dtype=Dtype.fp8_e4m3,
#                                        qscheme=QSchemeType.per_tensor,
#                                        observer_cls=PerTensorMinMaxObserver,
#                                        is_dynamic=False)
# DEFAULT_W_FP8_A_FP8_PER_TENSOR_CONFIG = QuantizationConfig(input_tensors=FP8_PER_TENSOR_SPEC,
#                                                            weight=FP8_PER_TENSOR_SPEC)
# quant_config = Config(global_quant_config=DEFAULT_W_FP8_A_FP8_PER_TENSOR_CONFIG)

# 3. Define calibration dataloader (still need this step for weight only and dynamic quantization)
from torch.utils.data import DataLoader
text = "Hello, how are you?"
tokenized_outputs = tokenizer(text, return_tensors="pt")
calib_dataloader = DataLoader(tokenized_outputs['input_ids'])

# 4. In-place replacement with quantized modules in model
from quark.torch import ModelQuantizer
quantizer = ModelQuantizer(quant_config)
quant_model = quantizer.quantize_model(model, calib_dataloader)





The strategies share the same user API.
Users simply need to set the strategy through the quantization configuration, as demonstrated in the example above.
More details about setting quantization configuration are in the chapter “Configuring Quark for PyTorch”



The Quant Schemes

Quark for PyTorch is capable of handling per tensor, per channel
and per group quantization, supporting both symmetric and asymmetric
methods.


	Per Tensor Quantization means that quantize the tensor with one
scalar. The scaling factor is a scalar.


	Per Channel Quantization means that for each dimension, typically
the channel dimension of a tensor, the values in the tensor are
quantized with different quantization parameters. The scaling factor
is a 1-D tensor, with the length of the quantization axis. For the
input tensor with shape (D0, ..., Di, ..., Dn) and ch_axis=i,
The scaling factor is a 1-D tensor of length Di.


	Per Group Quantization means that divides the tensor into smaller
blocks that are independently quantized. The scaling factor has the
same dimension with the input tensor. For the input tensor with shape
(D0, ..., Di, ..., Dn) and ch_axis=i and group_size=m,
The scaling factor has the shape of (D0, ..., Di/m, ..., Dn).






The Symmetric/Asymmetric Quantization

Symmetric/Asymmetric quantization is primarily used to describe the
quantization of integers. Symmetric quantization involves scaling
the data by a fixed scaling factor, and zero-point is generally set at
zero. Asymmetric quantization uses a scaling factor and a zero-point
that can shift, allowing the zero of the quantized data to represent a
value other than zero.



The Calibration Methods

Quark for PyTorch supports these types of calibration methods:


	MinMax Calibration method: The MinMax calibration method for
computing the quantization parameters based on the running min and
max values. This method uses the tensor min/max statistics to compute
the quantization parameters. The module records the running minimum
and maximum of incoming tensors and uses this statistic to compute
the quantization parameters.


	Percentile Calibration method: The Percentile calibration
method, often used in robust scaling, involves scaling features based
on percentile information from a static histogram, rather than using
the absolute minimum and maximum values. This method is particularly
useful for managing outliers in data.


	MSE Calibration method: The MSE (Mean Squared Error)
calibration method refers to a method where calibration is performed
by minimizing the mean squared error between the predicted outputs
and the actual outputs. This method is typically used in regression
contexts where the goal is to adjust model parameters or data
transformations to reduce the average squared difference between
estimated values and the true values. MSE calibration helps in
refining model accuracy by fine-tuning predictions to be as close as
possible to the real data points.






KV-Cache Quant

Quark for PyTorch supports the quantization of kv cache in the
attention layer of transformer models.



Pre-Quant Optimization

Quark for PyTorch supports SmoothQuant as the pre-quant
optimization.



Advanced Quant Algorithm

Quark for PyTorch supports AWQ and GPTQ the advanced algorithm.


	AWQ [https://arxiv.org/abs/2306.00978] : Quark for PyTorch re-implements the algorithm of AWQ. Quark for PyTorch only supports AWQ with quantization data type as UINT4/INT4 and per group/channel, running on Linux with the GPU mode for now. If users want to used it with per group/channel, they should set qscheme as per_group with group_size=-1.


	GPTQ [https://arxiv.org/abs/2210.17323] : Quark for PyTorch re-implements the algorithm of GPTQ. Quark for PyTorch only supports GPTQ with quantization data type as UINT4/INT4 and per group/channel, running on Linux with the GPU mode for now. If users want to used it with per group/channel, they should set qscheme as per_group with group_size=-1.








            

          

      

      

    

  

    
      
          
            
  
Quark for Pytorch - Output

Quark torch not only supports exporting in popular formats requested by
downstream tools, including ONNX, Json-safetensors, and GGUF, but also
supports saving and loading in the torch environment.


Exporting


Onnx Exporting

PyTorch provides a function to export the ONNX graph at this
link [https://pytorch.org/docs/stable/onnx_torchscript.html#torch.onnx.export].
Quark supports the export of onnx graph for int4, in8, fp8 , float16 and
bfloat16 quantized models. For int4, int8, and fp8 quantization, the
quantization operators used in onnx graph are
QuantizerLinear [https://onnx.ai/onnx/operators/onnx__QuantizeLinear.html]_DequantizerLinear [https://onnx.ai/onnx/operators/onnx__DequantizeLinear.html]
pair. For float16 and bfloat16 quantization, the quantization operators
are the cast_cast pair. Mix quantization of int4/uint4 and int8/uint8 is
not supported currently. In other words, if the model contains both
quantized nodes of uint4/int4 and uint8/int8, this function cannot be
used to export the ONNX graph.m
Only support weight-only and static quantization for now.


Example of Onnx Exporting

export_path = "./output_dir"
batch_iter = iter(calib_dataloader)
input_args = next(batch_iter)
if args.quant_scheme in ["w_int4_per_channel_sym", "w_uint4_per_group_asym", "w_int4_per_group_sym", "w_uint4_a_bfloat16_per_group_asym"]:
    uint4_int4_flag = True
else:
    uint4_int4_flag = False

from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig
export_config = ExporterConfig(json_export_config=JsonExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_onnx_model(model, input_args, uint4_int4_flag=uint4_int4_flag)








Json-Safetensors Exporting

Json-safetensors exporting format is the default exporting format for
Quark, and the file list of this exporting format is the same as the
file list of the original HuggingFace model, with quantization
information added to these files. Taking the llama2-7b model as an
example, the exported file list and added information are as below:



	File name

	Additional Quantization Information



	config.json

	Quantization configurations



	generation_config.json

	-



	model*.safetensors

	Quantization info (tensors of scaling factor, zero point)



	model.safetensors.index.json

	Mapping information of scaling factor and zero point to Safetensors files



	special_tokens_map.json

	-



	tokenizer_config.json

	-



	tokenizer.json

	-






For fp8 per_tensor quantization, this exporting format is the same as
the exporting format of AutoFP8. And for AWQ quantization, this
exporting format is the same as the exporting format of AutoAWQ when the
version is ‘gemm’.


Example of Json-Safetensors Exporting

export_path = "./output_dir"
from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig, OnnxExporterConfig
NO_MERGE_REALQ_CONFIG = JsonExporterConfig(weight_format="real_quantized",
                                           pack_method="reorder")
export_config = ExporterConfig(json_export_config=NO_MERGE_REALQ_CONFIG, onnx_export_config=OnnxExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_model_info(model, quant_config=quant_config)








Json-Safetensors Importing

Quark provides the importing function for Json-safetensors export files.
In other words, these files can be reloaded into Quark. After reloading,
the weights of the quantized operators in the model are stored in the real_quantized format.

Currently, this importing function supports weight-only, static, and dynamic quantization for
FP8 and AWQ. For other quantization methods, only weight-only and static
quantization are supported.


Example of Json-Safetensors Importing

from quark.torch import import_model_info
safetensors_model_dir = "./output_dir/json-safetensors"
model = import_model_info(model, model_info_dir=safetensors_model_dir)








GGUF Exporting

Currently, only support asymetric int4 per_group weight-only
quantization, and the group_size must be 32.The models supported include
Llama2-7b, Llama2-13b, Llama2-70b, and Llama3-8b.


Example of GGUF Exporting

export_path = "./output_dir"
from quark.torch import ModelExporter
from quark.torch.export.config.config import ExporterConfig, JsonExporterConfig
export_config = ExporterConfig(json_export_config=JsonExporterConfig())
exporter = ModelExporter(config=export_config, export_dir=export_path)
exporter.export_gguf_model(model, tokenizer_path, model_type)





After running the code above successfully, there will be a .gguf
file under export_path, ./output_dir/llama.gguf for example.





Saving & Loading


Saving

Save the network architecture or configurations and parameters of the quantized model.

Support both eager and fx-graph model quantization.

For eager mode quantization, the model’s configurations are stored in json file,
and parameters including weight, bias, scale, and zero_point are stored in safetensors file.

For fx_graph mode quantization, the model’s network architecture and parameters are stored in pth file.


Example of Saving in Eager Mode

from quark.torch import save_params
save_params(model, model_type=model_type, export_dir="./save_dir")







Example of Saving in Fx-graph Mode

from quark.torch.export.api import save_params
save_params(model,
            model_type=model_type,
            args=example_inputs,
            export_dir="./save_dir",
            quant_mode=QuantizationMode.fx_graph_mode)








Loading

Instantiate a quantized model from saved model files, which is generated
using the above saving function.

Support both eager and fx-graph model quantization.

Only support weight-only and static quantization for now.


Example of Loading in Eager Mode

from quark.torch import load_params
model = load_params(model, json_path=json_path, safetensors_path=safetensors_path)







Example of Loading in Fx-graph Mode

from quark.torch.quantization.api import load_params
model = load_params(pth_path=model_file_path, quant_mode=QuantizationMode.fx_graph_mode)
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